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Executive Summary 
The following report document focuses on those attributes of the SELIS Community Node development that 
can be described as non-functional. By this we mean aspects such as security, performance, scalability, 
manageability and usability. In line with the expectations of the SELIS vision, project descriptions of work and 
industry best practice this report endeavours to convey the investigations, requirements, decisions and 
methodology that IBM, and our partners working with on D4.2, have arrived at to date in the SCN development 
road-map. The aim is to be in a position at the end of this project where SELIS has produced an SCN prototype 
that is not only innovative and functional but has also been designed so that it can potentially operate and be 
used in the real world. To this end it is imperative to weave the SCN core application functionality together 
with those key non-functional attributes as described above to produce a commercially viable SCN prototype. 
Therefore, our main goal, when designing the supporting cloud infrastructure and monitoring frameworks to 
host the SCN applications, was to be led by this ambition and keep it to the forefront of our cloud 
infrastructure and monitoring design methodology. A starting perspective when designing services for 
commercially viable consumption, such as that of the SELIS Community Node, is to place yourself in the 
position of a potential user or consumer of the proposed service and ask yourself two simple questions: 
 
Would I use this service? 
An anticipated answer could be; Yes if this service or application gives me a better and more efficient way to 
work using new technology, helps reduce costs, increases profit margins and helps us to significantly contribute 
to greener and more sustainable logistics. 
 
Can I use this service? 
An anticipated answer could be; That depends on a number of factors such as does the service scale?, it is 
performant?, is it secure?, is my data protected? can it be effectively maintained to meet future cyber threats? 
and has it been designed to be user friendly and intuitive?  
 
To inform, shape, design and advocate for the necessary SCN cloud infrastructure and hosting implementations 
for the PoC environment, IBM employed a multi-layered approach to derive requirements and arrive at 
decisions and recommendations. This included actively participating in Design Team calls and activities and 
attending SELIS workshops and think-tank meetings to understand and contribute to the evolving SCN technical 
design. This ongoing involvement and participation is important as the goal is to have these critical non-
functional aspects become intrinsic to the SCN application design methodology. Also important is to pay 
attention to the outputs of other work packages and indeed to contribute to them. In particular those work 
packages dedicated to living lab requirements gathering, EGLS strategies, capacity building outputs that map 
infrastructure pillars to potential barriers to SCN adoption, commercialisation ambitions and of course all 
technical tasks contained within WP4. 
 
Additionally IBM organised and led several deliverable and design focused weekly workshops over the course 
of two months in order to further drive technical discussions in key areas pertaining to the D4.2 deliverable and 
the SCN design matrix in general. The aim of these workshops was to engage with the Design Team partners 
and to leverage their deep skills and knowledge to close out on any remaining gaps and requirements, enable 
informed decisions to be made and lay down a reasoned and coherent blueprint for the continued work 
relating to cloud infrastructure and monitoring that incorporates the key non-functional considerations. The 
modules for these IBM led workshops included Workshop Preparation, Cloud Model Choices, Performance & 
Scalability, Security & Data Protection, Big Data Infrastructure, SCN Access Scenarios, Bootstrapping 
Considerations and SCN Monitoring. 
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This multi-layered approach and strategy adopted by IBM, combined with the fact that the cloud infrastructure 
and monitoring effort and deliverable report is fortunate to also contain high quality and invaluable input from 
contributors to D4.2 such as VLTN (Performance and Scalability), CLMS (Data Governance) and Business-E 
(Security and Data Protection), has proved to be effective and successful to date in maintaining the bigger 
picture view of the SCN prototype development and laying down the design works for it as the project 
continues. 
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Disclaimer 

The content of the publication herein is the sole responsibility of the publishers and it does not necessarily 
represent the views expressed by the European Commission or its services. 

While the information contained in the documents is believed to be accurate, the authors(s) or any other 
participant in the SELIS consortium make no warranty of any kind with regard to this material including, but not 
limited to the implied warranties of merchantability and fitness for a particular purpose. 

Neither the SELIS Consortium nor any of its members, their officers, employees or agents shall be responsible 
or liable in negligence or otherwise howsoever in respect of any inaccuracy or omission herein. 

Without derogating from the generality of the foregoing neither the SELIS Consortium nor any of its members, 
their officers, employees or agents shall be liable for any direct or indirect or consequential loss or damage 
caused by or arising from any information advice or inaccuracy or omission herein. 

 

Copyright message 

© SELIS Consortium, 2016-2019. This deliverable contains original unpublished work except where clearly 
indicated otherwise. Acknowledgement of previously published material and of the work of others has been 
made through appropriate citation, quotation or both. Reproduction is authorised provided the source is 
acknowledged. 
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1 Introduction 
1.1 Document Summary 

1) Introduction - An overview of the SELIS platform, the requirements for this deliverable and the decisions and 
technologies to address them. Also included is a discussion on the methodologies used to arrive at these 
decisions and finally how the work here relates to this deliverable, other deliverables and future work.  

2) SCN Performance and Scalability Requirements - This section gives a general context of performance in the 
context of software development before expanding on this in the context of SELIS. Finally, it gives some 
potential solutions to address the requirements highlighted in this section.  

3) SCN Governance Requirements - This section outlines the scope of governance within SELIS and the various 
stakeholders who hold responsibility within it. Also included is a discussion of the security roles and policies. 
Finally, there is a discussion on how governance can be successfully monitored and measured, including topics 
relating to Service Level Agreements.  

4) SCN Security and Identity Management - This section discusses security requirements for software services 
in general as well as some of the specific requirements the SELIS platform will have. Also included are some 
best practices and common frameworks required for secure software services. In addition, this section 
presents the chosen Identity and Access Management solutions which will be used for both user and device 
access. 

5) SCN Architecture Decisions - This section covers the requirements as laid out by the chosen software model 
and various decisions made to address them. In addition, this section covers the infrastructure and 
orchestration requirements and the decisions and chosen software to address them. 

6) SCN Monitoring - This section covers monitoring contexts for software services in general as well as the 
specific requirements the SELIS platform will have. This section also puts forward some monitoring solutions 
and gives an overview of how these solutions can be leveraged in the context of SELIS. 

7) SCN Infrastructure and Monitoring Prototype - This section describes the work carried out in the Proof of 
Concept environment in deploying the initial infrastructure, orchestration and monitoring prototypes. Included 
are detailed of the deployment, steps taken and proposed next steps. 

8) Summary and Conclusions - This section sums up the work done so far, and the decisions made. 

9) Bibliography 

 

1.2 Deliverable Overview 

This document aims to describe the work undertaken to meet the deliverable targets. The work represented in 
this document falls into the following major categories: 

 Requirements identified 

 Decisions made 

 Technologies adopted into prototypes based on those decisions. 

 

1.2.1 SELIS Platform 

To contextualise the information which follows, a brief overview of the SELIS Platform is useful. This is covered 
in more detail in D4.1. An SCN (SELIS Community Node) at a conceptual level refers to a shared logistical 
information space. A typical example of this would be a manufacturer, it’s suppliers, its distributers etc. This 
group of organisations represent a community with a common purpose – the success of the supply chain they 



D4.2. Cloud Infrastructure and Monitoring Platform 

© SELIS, 2016  Page | 13  

all depend on. SELIS aims to allow this community to share information in a digital space. The space has some 
requirements – all information will not necessarily be freely available to all members, so sharing agreements 
and implementations will be required. Simply sharing info is only the start, there is a requirement to calculate 
predictions and insights from this information. And finally, all of this information must be presented to 
stakeholders within the community in an easily consumable manner.  

To facilitate this some key components are required – the Pub/Sub communication systems allows for data to 
be ingested in and sent out of the SCN to and from members as well as between internal components. 
Adapters will be used to convert data into an SCN-ingestible format. A big-data analytics system will be used to 
calculate predictions and insights. And a business application will present all the information in a web based 
user interface. There are additional supporting components such as the knowledge graph which gives insights 
on supply chain connections, and the node management component which manages information flow policies, 
sharing policies and other data governance tasks within the SCN. 

 

Figure 1 - SELIS Platform Overview  

 

1.2.2 Requirements Identified 

The requirements identified are covered in the initial sections of this document relating to topics of Security, 
Identity Management, Governance, Performance and Scalability and Monitoring, as laid out by the DoW. 

Regarding Governance, the document sets the scope regarding data and data types. It then goes on to define 
the actors and roles within this scope and how policies and agreements will govern these roles and how they 
can interact with the data. Finally, a discussion on how this governance is to be monitored and verified and 
how this can be tied to SLAs. 

On the topic of Performance and Scalability, there is a discussion on the context of performance and how that 
relates both to an SCN as an overall entity and some of the concepts and considerations within. This is 
expanded on by discussing some of the technologies used to provide performant software, both in the 
orchestration area as well as some of the technologies used in the Big Data Analytics realm and finally a 
discussion on performance requirements for some key components of the SCN. 

In addition to the requirements laid out in the DoW, work done in WP7 highlighted what members of the Living 
Labs considered to be key security requirements. These requirements covered areas from Data protection to 
secure access and intrusion protection. These are addressed in more detail in the SCN Security and Identity 
Management section. 
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In addition to the security requirements, work done in WP7 also helped to highlight the living lab requirements 
with relation to the overall software model. 

1.2.3 Key Decisions 

Below is a brief outline of the decisions made as part of the work for this deliverable. The decisions here are 
described in detail later in the document. These decisions were arrived at through a series of workshop 
sessions hosted by IBM in conjunction with the project coordinator and with the participation of all the 
members of the SELIS design team. The process for these workshops is described in the Workshop Sessions 
section. 

To meet the cloud business model requirement of SaaS, IBM was required to place the components into an 
architectural design that fits into the SaaS model. Core to the idea of the SaaS model is the idea of economy 
through shared infrastructure and services. To that end, the following decisions were made: 

 

 What elements of an SCN would be replicated for each logical SCN community, and which would be 
shared services deployed once and used by each SCN. More details on this decision and approach are 
in the Shared Components section. 

 How to logically divide up other internal components and infrastructure. More details on this decision 
and approach are in the SCN Architecture Decisions section. 

 Which orchestration model was to be used. The orchestration solution chosen would need to meet the 
high throughput demand of a SaaS offering as well as addressing several Performance, Scalability, 
Reliability, Data Protection and Security requirements. More details on this decision and approach are 
in the Orchestration Frameworks section. 

 What Identity and Access Management solutions will be chosen and how they relate to the access 
scenarios. More details on this decision and approach are in the SCN Security and Identity 
Management Section  

 What monitoring solutions or combination of solutions would be most suited, and what type of 
deployment, configurations and customisations would be required.  More details on this decision and 
approach are in the SCN Monitoring section. 

 

1.2.4 Technologies Adopted 

With the requirements defined, and the above decisions made, research was carried out regarding the 
software technologies and solutions that were to be adopted to meet these requirements. There is some heavy 
overlap between technologies – the orchestration software that has been selected meets a variety of security, 
data protection, security and performance and scalability requirements as well as providing structure for the 
chosen cloud model. The monitoring solution fulfils the monitoring requirements as set out in the DoW, but 
also impacts the requirements regarding performance and governance. The security solutions discussed later 
will of course interface with almost all other components as well as external data sources and users. 

Shibboleth allows users to authenticate using just one identity to various applications federated by different 
organisations. 

The implementation and deployment of these technologies are discussed later in this document, detailing the 
prototype SCN deployment and how it relates to the LL8 requirements and the processes involved. 

 

1.2.5 Conclusions 

The result of the process described previously is the SCN SaaS Architecture represented in Figure 2 below. The 
most important idea from this diagram to note is that a single SCN Components Section (a single purple tile) 
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represents one single node but that this section will be replicated for each new SCN that is added to the 
service. This is emphasised by the several purple square layers depicting SCN A, B and C in the diagram. 

 

 

Figure 2 - SaaS Architecture  

The scope of the deliverable could be described as the infrastructure and orchestration areas in grey, the 
monitoring section in blue, security (encompassing the cloud platform security section in red and also including 
identity management component) and how these and other sections relate to each other in the overall design. 
It is also worth noting some relationships have not been illustrated here, as to avoid having too many 
intersecting lines in the diagram. These again are covered in more detail in later diagrams. An example is the 
identity management component – in reality, this component interfaces with almost every other component in 
the architecture. This is covered in more detail in the SCN Security and Identity Management section. 

The circles represent containerised applications running and infrastructure supporting them. It should be noted 
the circle does not represent a single container, but rather the application that perhaps many instances of a 
container will facilitate. One noteworthy exception is the DSS Business Applications which are not 
containerised at this time. However, EBOS have plans to move the DSS Business Applications to a containerised 
deployment in the future SCN development roadmap. 

The foundational layer of the architecture is the Virtualisation Infrastructure, which is a set of virtual machines 
and their management systems. The idea is that there is no built-in reliability on this infrastructure, these VMs 
could be provided by any major cloud vendor. 

Built on top of this is the orchestration infrastructure layer (light grey) – mainly orchestration for managing 
containerised applications (covered in this deliverable) and orchestration for managing compute for the Big 
Data Analytics (covered in more detail in D4.4 Big Data Analytics and Machine-Learning Sub-System). The 
orchestration for managing containerised applications is based on Kubernetes and discussed further in the 
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Orchestration Frameworks section. Kubernetes also addresses of some of the reliability, performance and 
scalability requirements discussed in the SCN Performance and Scalability Requirements section.  

Kubernetes provides some of the architectural tools that facilitate the chosen architecture. The use of clusters 
and namespaces (also discussed in the Orchestration Frameworks section) allows us to break the architecture 
into distinct and separate sections: 

 The Adapter Service (Orange) – This will host a wide range of light weight containerised applications 
that facilitate ingestion of data into an SCN in a variety of methods.  

 The Cloud Platform Security Layer Components (Red) – this will host the front-facing applications such 
as firewalls, reverse proxies and load balancers that will be first point of contact for any incoming data 
or http access requests from users. 

 The Shared Components (Yellow) – These components are used by many SCNs, not just one. These 
components are things like the External Pub/Sub for node-to-node communication, the identity and 
management components and the web services frameworks for the DSS Application front end.  

 The SCN Components (Purple) – These are the actual components that each individual SCN will have. 
These are lightweight enough to be replicated many times either within a single SCN, as well as in many 
SCNs. 

 The Monitoring Components (Blue) – These monitoring components are to be used by the SCN Service 
operators and administrators to ensure each SCN and the various infrastructures and services that they 
depend on are functioning correctly and performing well. These components will work together to 
form an overall monitoring solution for an SCN as a unique entity as well as the SCN Service. To that 
end, they will interact with almost every component in the environment and therefore are discussed in 
more detail in the SCN Monitoring section. 

 

 

 

1.3 Relationship to other Deliverables 

Within WP4, D4.1 Open SELIS Platform Architecture Design is substantially used as the building blocks and 
source of requirements for this deliverable. D4.1, among other topics, describes the various components at a 
high level and the technologies they depend on as well the data flow between them. This was used to derive a 
set of requirements for a wide range of topics covered in this deliverable – Security, Data Protection, 
Performance, Scalability, Interconnectivity, Reliability, Cloud Model, Pub/Sub Model, Network Model and 
more. 

WP3 provides requirements for two key areas, the design of the pub/sub system which ultimately will be 
deployed within the SCN model and the infrastructure solution outlined within this document. The pub/sub 
represents a key area in the SCN model as it must potentially bridge more than one node and is the backbone 
of dataflow both internally and externally. WP3 also provides directives regarding access scenarios, covered 
later in this document. Specifically outlining how satellite and maritime data will be delivered to the SCN, and 
the security, encryption and identity verification requirements those systems will have. 

WP4 and WP5 describe in more detail the remaining components such as Knowledge Graph, Big Data Analytics 
and DSS Business Applications Suite. These work packages and their demonstrators inform a variety of 
infrastructure and monitoring related decisions.  

Work done in WP6 has directly fed into several decisions, particularly regarding the chosen cloud model, as this 
reflected the business imperatives, lessons learned, requirements gathered and the potential barriers to 
adoption that have been identified to date. Similarly, these were reflected in decisions made regarding data 
protection and security as these were highlighted to be of significant interest. 



D4.2. Cloud Infrastructure and Monitoring Platform 

© SELIS, 2016  Page | 17  

Finally, the initial SCN prototype environment that ties all these decisions together will be done in parallel with 
insights gleaned in WP7 and in coordination with the LL8 use case. 

 

1.4 Methodology 

In this section, some of the methodology and approach to the deliverable will be discussed. The general 
approach taken was one of collaboration through the Design Team meetings and Work Package meetings. 
However, for specific topics, IBM hosted a variety of one-on-one web conferences with various partners about 
their role or domain technology and how it fit into the overall SELIS architecture. For this deliverable 
specifically, IBM hosted a series of interactive workshop sessions with the Design Team and in parallel carried 
out research in the form of prototyping deployments of various technologies. 

1.4.1 Workshop Sessions 

Each partner on the Design Team owns one or more components central to the SELIS design and architecture. 
These partners are all experts in their respective domains, and although there were a variety of architectural 
and design discussions already, it was impossible to have covered all elements in detail. This left some gaps in 
knowledge, namely what a given partner or member would know about another partner or member’s 
component or area. To try to close these gaps and provide detailed information both for this document and the 
decisions that would need to be made, IBM led a series of interactive workshops within the Design Team. The 
workshop agendas were written up by IBM in advance and as each workshop session concluded the key 
outputs and action items were captured and disseminated by IBM to all the Design Team. 

For each workshop session, an agenda and checklist were created along with diagrams designed to invoke 
technical discussions to address gaps in knowledge. Each session was led by IBM (or a D4.2 subsection owner) 
but the goal was to engage all partners in a discussion about architectural decisions, design, technical 
specifications and so on. Through these discussions, a variety of design decisions were made.  

A key element to the workshop process was documentation. Each session was recorded (audio and slides) and 
subsequently minutes were created and summarised by IBM. All materials (agenda, diagrams, audio and 
minutes) were then distributed to the various Design Team members and uploaded to the SELIS teamroom 
site. 

The workshops took the form of eight web conferences each lasting from two to three hours. The agenda 
topics (and who led the discussion) were: 

1. Access Scenarios (IBM) 
2. Cloud Model (IBM) 
3. SELIS Network Model (IBM) 
4. Pub/Sub Models (IBM) 
5. Data Governance (CLMS) 
6. Shared Components (IBM) 
7. SCN Components (IBM) 
8. Monitoring (IBM) 
9. Security (BSE) 
10. Scalability (VLTN & IBM) 
11. Performance (VLTN) 

However, it should be noted that the discussions were not limited to the above topics, these were simply the 
starting points and discussions took a natural course to other areas. The result of these workshops were a 
series of design decisions and documented design facts and specs that are discussed in detail further in this 
document. 
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1.4.2 Research Actions 

The practical elements of this deliverable fall into three distinct categories – cloud infrastructure, security and 
monitoring. Under the heading of infrastructure, orchestration is a wide-reaching area of technology that 
touches on several areas relevant to the deliverable. Data management, performance, scalability, cloud 
platform configuration and deployment all fall under the purview of the orchestration system. Therefore, 
before any practical actions were taken, significant research was undertaken to find an orchestration solution 
that met the requirements for each of the areas mentioned above. Specifically, this entailed consuming a 
variety of articles (1), essays (2) and lectures (3) on these topics as well as consultation with domain experts 
and understanding how similar H2020 projects (4) addressed these challenges. However, for both 
orchestration and monitoring, there is a lot of information to consume and a substantial range of available 
solutions, so a hands-on approach was required to narrow the focus. 

Monitoring also touches on some of the areas mentioned above. The decision to use an internal vs external 
service has direct implications to data management, data protection and governance as the responsible party 
could be the SELIS operators or a third-party entity. Monitoring has a direct impact on how performance and 
scalability are managed and the nature of SELIS requires a certain amount of customisation. Finally, the 
monitoring system itself must also align with the performance and scalability requirements that similarly will 
govern the core SCN components. As with the orchestration, similar research actions were taken to find a 
monitoring solution (or combination of solutions) that would meet all the requirements.  

1.4.3 Prototyping  

While research narrows the focus with regard to the monitoring and infrastructure solutions, practical research 
is required to truly contrast and compare. In addition, before building out an actual SCN environment, an 
understanding of the deployment configuration and operational parameters of the tools involved is required. 
Therefore, IBM deployed a number of sample deployments of these tools for experimental purposes. These 
were quick deployments on disposable virtual machines with short life spans. Occasionally connected to 
relevant technologies that are used elsewhere in the SELIS project to understand some of the interactions that 
may occur. 

Similarly, BSE performed a series of sample deployments of IAM components to compare, contrast and validate 
how each solution addressed the various requirements at hand. 

Finally, the lessons learned in these small-scale tests are used to build out the main Proof of Concept 
environment where the intention is to build a first working SCN. However, this will similarly be an interactive 
and experimental process. Although the purpose of the research is to formulate a plan and an initial design, it’s 
important to remain flexible as lessons are learned through practical actions. 

1.5 Current Limitations and Future Work 

 

 Although the Identity and Access Management components have been deployed they are not yet 
integrated with other Infrastructure, Monitoring or Application components. As the SCN prototypes are 
built out, this will progress in parallel. 

 Currently many of the SCN components are still in development and not all are available for 
deployment within deployed Infrastructure and Monitoring frameworks. Components will be added in 
as they become available. 

 Although the decisions and actions taken support high availability, the supporting frameworks such as 
Rancher and Kubernetes and other applications rely on database back ends. In a fully commercially 
viable deployment, these would have fully redundant disks and automated, scheduled differential 
backups. Given that the deployment is in the prototype stages this was considered a low priority for 
now, to be revisited in the future. 
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 Supporting automation frameworks are either not yet deployed or are done so in a temporary manner 
to facilitate experimenting and evaluation. A more concise automation framework will be outlined and 
deployed for version two of this deliverable. 

 The deliverable specifies a requirement to provide recommendations for “Testing and Support”. At this 
point in development it is not possible to accurately form a testing plan as all the components have not 
yet come together to form a fully-fledged service. While it is possible to test components individually, it 
is not possible to do the end-to-end testing a full SaaS offering would require. Some basic tests of the 
infrastructure and monitoring were carried out, specifically in relation to resiliency. This was achieved 
by disabling nodes or crashing pods to ensure automated action was taken and services remained open 
and active. Results were monitored using deployed monitoring solutions. However, without substantial 
load through a full suite of SCN components this is still a basic first step. 

1.6 Addressing the SELIS Description of Action 

This deliverable is about all developments in the scope of Task T4.2, designing and configuring the Cloud 
infrastructure of SELIS and the monitoring platform. The aim is to design configure and setup the SELIS 
Community Nodes for the SELIS Living Labs, integrating specifications from technical work-packages (i.e. T3.1).  

All necessary steps are considered, to account for the solution integrated components quality (as regards 
robustness and reliability, availability and version updates), creating solutions that reduce the total cost of 
ownership of cloud hosted applications and services.  

The deliverable includes the initial designs and prototype definitions including initial deployment tests, 
feedback and updates of the cloud and monitor platform involving  

(a) Resources and Data Management.  

(b) Resources monitoring tools, also, deployment tools.  

(c) Cloud platform setup, and deployment configurations and planning for the SELIS Nodes.  

(d) Governance Policies Definition for security, connectivity and expansion and commercialization implications 

(e) Identity management, security setup for participants 

Following the extensive testing of the platform in the Living Labs, the tests feedback and the necessary 
configurations and updates to the platform components are delivered in the subsequent to the task 
deliverable D4.3 on M36, involving the SELIS Platform refinements, user acceptance reports, also, gathering 
and analysing installation data, performance and scalability metrics will be produced as well as a final update 
on the Security and Identity Management. 

 

The table below shows how the contents of this deliverable match the Descriptions of Work. 

 

SELIS GA 
requirements 

Section(s) of present deliverable addressing SELIS GA Description 

(Reference to 
Objectives, Tasks, 
Subtasks) 

(Present deliverable Headings /Sections) 
(Briefly describe how addressed, max 
2-3 lines) 

ST4.2.1 - Resources 
and Data 
Management, 
Resilience 

Several sections touch on the areas outlined here. The 
section on SCN Governance Aspects are included to 
address topics on data management from a non-technical 
perspective. The sections relating to the cloud model 

The work involves Architecture 
Designs, prototypes, and 
configurations for cloud resources 
availability and data and resources 
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Availability and 
Monitoring. 

have direct implications to how data and resources will 
be managed and these in turn tie into the sections on 
performance and monitoring. 

Relevant Sections 

 SCN Performance and Scalability 
Requirements 

 Orchestration Frameworks 

 SCN Monitoring 

 SCN Infrastructure and Monitoring 
Prototype 

management. 

ST4.2.2 
Performance and 
Scalability 

A section has been included on the factors affecting 
Performance and Scalability, considering increased 
demands in resources use. In addition, the solutions to 
address these factors are included. The full solution 
design and configurations for the above factors will be 
included in D4.3, as it is expected the requirements will 
evolve and expand as the project progresses. 

Relevant Sections 

 SCN Performance and Scalability Requirements 

 Orchestration Frameworks 

 SCN Monitoring 

  

 

The work involves necessary 
configurations for deploying 
performant SELIS solutions in 
deploying the SCNs.  

Software solutions and methods to 
measure performance, identification 
of bottlenecks, optimization for 
queries etc. will be performed to the 
deployed SCNs and will be expanded 
upon in D4.3.  

ST4.2.3 Security 
and Identity 
Management 

Design and prototyping of the security subsystem. 
Consideration of integrating components such as 
authorization mechanisms, identity management 
systems, identifying LL needs. 

Relevant Sections 

 SCN Governance  

 SCN Security and Identity Management 

The work involves Data flows and 
connections of IoT devices in a 
secure SCN environment. Application 
specific access and infrastructural 
security.  
 

ST4.2.4 
Governance 
Aspects 

Study on Data and Infrastructure Management 
Governance issues, setting up and Integrating nodes in 
SCN  

Relevant Sections 

 

 SCN Governance  

 SCN Security and Identity Management 

The work is studying concepts such 
as accountability, responsibility of 
management, security and privacy, 
SLAs, uptime etc. 

Table 1 - Deliverable's adherence to SELIS objectives and Work Plan 
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2 SCN Performance and Scalability Requirements 

This section reports work carried out under task ST4.2.2 (“Performance and Scalability”). 

 The work involves identifying the types of solutions that need to be deployed to guarantee and monitor the 
performance of the SELIS Nodes, measuring the responsiveness and the scalability, and monitoring its ability to 
handle availability of resources when requirements are increased.  

2.1 Background 

The performance attributes of a software system, such as number of requests serviced per second 
(throughput), the average response time, etc., depend both on the time and resources spent in computation as 
well as in the communication between various components of the system. The architecture that a particular 
system follows has impact on its performance.  

Performance considerations address the following questions: 

· What effect would varying the number of clients have on the throughput and the average response time of a 
particular system, if a particular architecture is followed? 

· What would be the maximum number of clients the system would be able to handle before it saturates? 

· Which software component should be allocated to which hardware node? 

· What would be the bottlenecks in the system and how could they be removed? 

· What would be the change in the performance attributes if a system component is enhanced or scaled up? (5) 

2.2 Scalability and performance in the context of SELIS node 

Scalability is the degree to which a system can support growth in its level of usage. Scalability refers to the 
ability to cope with an increase in the demand levels. Cloud Computing systems are scalable up to millions, or 
more, simultaneous users. That means that at full capacity, the system can handle any number of users (up to a 
theoretical maximum level), without degradation or denial of service due to resource exhaustion. Performance 
and scale are often conflicting goals, and in general, scaling without performance is not very useful. Scalability 
however, comes with overhead in the form of setting up, management, and maintaining the computing 
resources. In general terms, SELIS node performance will be measured in terms of its ability (capacity) to cope 
with the volumes of logistics data entered into the system (throughput), processed within the prescribed 
timing constraints, and delivered to user applications and dashboards according to usability and SLA targets.  

Performance must be adequate to ensure that all received data are processed in a timely manner, all required 
calculations are performed within the specified timing constraints, and all results are returned to the clients, 
again within the timing response (latency) constraints. 

A SELIS node that does not offer adequate performance along the above constraints and requirements will 
result in: 

 Not all relevant/useful logistics data are handled- incoming data may be lost or ignored. 

 Time critical data are not processed within a specified time, meaning that the value of data to the users 
is diminished or totally lost. 

 Data are processed, and responses sent at an inadequate rate, meaning that the end users find the 
system unusable, and/or its data of less value or no value at all. 

However, performance requirements in a supply chain are not constant. As the supply chain enters different 
phases or activities, such requirements change. At the planning stage for example, there is little physical 
activity. Data are processed and exchanged but there are fewer requirements for real time or near real time 
responses. 
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As the supply chain moves to execution, there several logistics entities such as systems and equipment (e.g. 
vehicles) entering into action, generating as well as requesting data. Their numbers can fluctuate depending on 
the circumstances. For example, a large customer order will require the use of several trucks and other 
equipment. Thus, data processing requirements will increase. 

It is important for the SELIS node to seamlessly and effortlessly cope with this fluctuating demand and maintain 
adequate performance levels. 

However, IT performance comes at a cost- that is the cost of the hardware, software fees and licenses and 
communications systems on which the software runs. Therefore, the volumes of network traffic, CPU and I/O 
incurred by the operation of the SELIS node must be contained within the limits set by its administrators. Thus, 
the SELIS node resources must be scaled down when they are not required. This is particularly important when 
the SELIS node is deployed in a metered computing infrastructure such as an IaaS or PaaS environment. 

Finally, the size of the personnel (admins, sysops, dev-ops) managing and operating the SELIS node must be 
kept within limits for purposes of cost but also of efficiency. Low level management actions can be automated. 
Also monitoring and alerting can be performed by software agents to improve response times and efficiency. 

With the above in mind, we introduce an architectural view of the SELIS node from a performance and 
scalability perspective. Then we identify suitable performance monitoring and scalability approaches for each 
layer of the architecture. 

 

2.2.1 Critical Performance Requirements for the SELIS node 

There are several metrics for measuring the performance of a computer system. For SELIS node, the following 
are the most important performance metrics: 

(Average) Response Time 

This metric is defined as the average time it takes for the system to respond to user request. Response time 
provides a measurement of the overall performance of the cloud. For Cloud computing environments where 
users and data centres are located in the same region, average overall response times have been calculated to 
be in the region of 50 milliseconds. However, when the users and data centres are located in different regions, 
response time increases significantly, to an average of 400 milliseconds.  These discrepancies indicate that 
when average response times need to ensure system usability, the location of the expected SELIS node users 
and their distance from the data centre where the SELIS node is located, must be carefully considered. 

Throughput (Bandwidth) 

Throughput refers to the number of tasks performed by the system over a specific period. For transaction 
processing systems, it is normally measured as transactions-per-second. For systems processing bulk data or 
data streams, such as audio or video, throughput is measured as a data rate (e.g., Megabytes per second).  
Common throughput values for cloud providers are estimated to be 300 Megabits/second.  SELIS node is 
expected to handle both batch uploading of data from connected enterprise systems, as well data streams 
from sensors and IoT devices. 

 

2.2.2 Capacity 

Capacity is the ratio of the workload compared to available infrastructure. According to IBM, capacity 
requirements can be calculated by calculating average utilization over time of workloads with varying demand. 
Capacity is important in order to balance supply and demand.  In cloud systems, any user request needs to be 
checked to ensure the capacity is available to actually deliver the required service. 
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2.3 Overall Approach to Performance Monitoring and Scalability Management 

 

Figure 3 shows an ‘onion-layer’ architectural view of the SELIS node for the purposes of performance and 
scalability analysis. ‘Onion’- type layered architectures have been proved useful in areas of software such as 
cybersecurity to model and analyse properties of a system. Similar approaches have been used in Operating 
System architectures.  

In our approach, the main idea is that from a scalability/performance aspect, the SELIS node is a set of 
concentric layers where each layer can be deployed, monitored and scaled independently from other layers, 
and where each layer abstracts and ‘protects’ the layer it surrounds.  

Each layer acts as a functional unit providing well defined services through appropriate interfaces. 
Computation and I/O are done as the control passes through each software layer. The result, is passed to the 
next layer. The components of each layer run on a number of physical or virtual machines, possibly in 
‘containerised’ mode. Because of limitations as to how many concurrent requests can be handled by a single 
machine, the components need to be scaled up dynamically, both vertically and horizontally. 

The unit of scalability can be that of an O/S process, a ‘Docker’ which is a group of ‘fenced’/isolated OS 
processes, a Virtual Machine/physical machine or of a whole machine cluster.  

 

Figure 3 - Onion Layered Architecture  

APIS for KPIs & analytics queries

External dashboards and apps
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Please note that the architectural view of Figure 3 is logical and not physical. It is complimentary to other 
architectural views for SELIS node, for example those presented in Deliverable 4.1. The names of the layers 
correspond to the key architectural subsystems/modules described in Deliverable 4.1. 

It shows that Scalability/performance are concerns dependant on the position and role of the 
subsystem/component within the overall architecture of SELIS node. More specifically: 

 Each layer can be scaled independently from other layers 

 Each layer scales as a result from increased demand coming from its surrounding layer. 

 Each layer uses different approaches to scale up (or down)- known as ‘horizontal scaling’. 

 

Example: The’ inner core’ components need to scale up (e.g. add more ‘worker’ processes) as the volume 
and/or rate of digested data increases. 

The KPI and analytics functions scale up or down based on the number of requests from the external 
dashboards and apps. 

The external dashboards and apps layer is handling interactions with the external dashboards and tools. It 
implements web/app server and reverse proxy functionalities. Correspondingly it scales up/down by adjusting 
the number of servers/proxies or the number of processes within each server proxy, according to the volume 
of client (dashboards/apps) requests. 

Similarly, monitoring of each layer is performed by different tools that measure different performance 
parameters. Such tools can be specific to the granularity of the monitored system, the technology employed 
(for example dedicated tools for monitoring Java VMs or Docker containers, or more general-purpose ones, 
such as network monitoring tools). 

Tools that monitor distributed deployments are particularly important. Kubernetes is an open-source system 
for automating deployment, scaling, and management of containerized applications. Kubernetes is such a tool 
that can be utilised to monitor Docker deployments or the whole underlying cluster infrastructure, and to scale 
it according to demand. 

 

2.4 Scalability and Performance Monitoring Solutions 

From the previous section, it can be concluded that each ‘onion layer’ in the architecture has different 
scalability requirements. Each layer therefore and each subsystem within layer addresses scalability differently. 

Different subsystems may have different internal architectures and different approaches to scalability. 

Some systems for example (in particular DBMSs) are only capable of replicating complete copies of a database 
onto multiple nodes, which restricts scalability to the capacity of a single node - this is vertical scalability. Other 
systems support horizontal scalability, or sharding, to scale data on to multiple nodes. 

The important criterion for scalability is that each layer scales to an adequate size and at an adequate rate to 
meet the requirements of the layer(s) surrounding it. 

We illustrate the above with the discussion of a ‘core’ subsystem, the Event log (described in deliverable 4.1). 

HBase (https://hbase.apache.org) is a main component of the prototype implementation of the Event Log. 
HBase is the Hadoop storage manager. It provides low-latency random reads and writes on top of HDFS, and it 
can handle petabytes of data. HBase supports auto-sharding, which simply means that tables are dynamically 
distributed by the system when they become too large. The basic unit of horizontal scalability in HBase is called 

https://hbase.apache.org/
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a Region, a contiguous, sorted range of rows that are stored together. In HBase the slaves are called Region 
Servers. Each Region Server is responsible to serve a set of regions, and one Region (i.e. range of rows) can be 
served only by one Region Server. 

However, for the Event Log HBase implementation to scale effectively, it requires another layer of scalability 
support. 

In the SELIS technical approach this is provided by the Kubernetes/Docker systems, reviewed in the following 
sections. Thus, the overall approach to Scalability is decoupled and layered, where each scalable component 
relies on the scalability capabilities of another scalable component. This is illustrated in the diagram below 

 

Figure 4 - Scalability Layers  

According to the above diagram each layer enables scalability for the layer above it. 

In the architecture definition document, (deliverable 4.1) it was decided that containerisation and a micro 
services approach would be the main architectural approaches used in the SELIS node. A container approach to 
scalability such as the one provided by Docker has several advantages for particular types of architectures such 
as those based on microservices. Containers are lightweight and more efficient (in terms of speed of creation 
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and resource consumption than for example virtual machines (Felter et al, 2014). If each component of the 
SELIS node is seen as a microservice, then the containerisation approach fits perfectly. However, such 
microservices are not isolated- they are interdependent and therefore they must communicate and 
synchronise with each other. Thus coordination (‘orchestration’) mechanisms are also required. In our 
approach, these are provided by the Kubernetes framework. Docker/Kubernetes is the main mechanism for 
scalability, in the next section we discuss mechanisms for scaling with them. Next, we will discuss how this 
approach is used to scale up the other SELIS node components. 

 

2.5 Scaling with Docker (6)  

Any (micro) service that handles additional load by increasing the number of containers of the service is 
considered “horizontally scalable”. There are two deployment modes when scaling a service: 

Parallel mode (default): all containers of a service are deployed at the same time without any links between 
them. This is the fastest way to deploy and is the default. 

Sequential mode: each new container is deployed in the service one at a time. Each container is linked to all 
previous containers using service links. This makes complex configuration possible within the containers start-
up logic.  

According to Docker documentation, parallel scaling should be used when the containers in a service work 
independently of each other and do not need to coordinate between themselves, they can be scaled up in 
parallel mode. 

Examples include: Stateless web servers and proxies, “Worker” instances that process jobs from a queue; 
“Cron”-style instances that execute periodic tasks. 

The default scaling mode in Docker is parallel, so no additional configuration is required to use this mode. 

Some services require coordination between different containers to ensure that the service functions correctly, 
e.g. traffic can be routed to them appropriately. When this is the case, sequential scaling is used. 

It appears therefore that parallel scaling is suitable for components that run in ‘stateless mode’, while 
sequential scaling is required for orchestrating components that are connected in a workflow such as the KPI 
and analytics calculations. 

With Docker, running services can be scaled up using the provided REST API, as in the following example 
(service is scaled to 2 containers) 

 

PATCH /api/app/v1/service/(uuid)/ HTTP/1.1 

{ 

  "target_num_containers": 2 

} 

$ docker-cloud service scale (uuid or name) 2 

Services can also be scaled using the command line interface (CLI). 

2.5.1 Monitoring & Alerting 

As a potentially large deployment of Docker containers, SELIS node will require tool support for monitoring and 
alerting. In this section, we survey potential monitoring and alerting tools at the Docker level. Additionally, 
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monitoring and alerting tools will be required at several other levels of scalability, for example, at the physical 
machine/server or VM level, at the physical cluster level and/or the Cloud level. 

Alerting should be related to conditions regarding the status of the deployment or the external inputs such as 
number of client requests. Alerts will be based on absolute thresholds (such as for example the actual number 
of containers) or runtime condition. For example, an alert rule can sate that if there are fewer than ten 
containers in our deployment (on average) for the last 5 minutes, an alert must be raised. Delta based alerts 
can be specified which trigger if for example the average stopped container count was four over the last five 
minutes. 

2.5.1.1 Docker Stats 

Docker client provides a rudimentary command line tool to inspect containers’ resource consumption. Docker 
stats provides statistics about CPU utilization for each container, the memory used and total memory available 
to the container fixed.. In addition, it shows total data sent and received over the network by the container. For 
a more detailed look at container stats you may also use the Docker Remote API via netcat This will present 
details of the metrics shown above for example you will get details of caches, swap space and other details 
about memory. 

2.5.1.2 CAdvisor 

CAdvisor provides a visual representation of the data shown by the Docker stats command earlier. A web based 
interface shows graphs for overall CPU usage, Memory usage, Network throughput and disk space utilization. 
You can then drill down into the usage statistics for a specific container. In addition to these statistics CAdvisor 
also shows the limits, if any, that are placed on container, using the Isolation section. 

2.5.1.3 Scout 

Scout is a hosted monitoring service which can aggregate metrics from many hosts and containers and present 
the data over longer time-scales. It can also create alerts based on those metrics. 

2.5.1.4 DataDog 

The DataDog agent collects and aggregates metrics across the entire Docker cluster. Such metrics refer to CPU 
usage, memory and I/O for all containers running in the system. In addition, you get counts of running and 
stopped containers as well as counts of Docker images. The dashboard view allows you to create graphs for any 
metric or set of metrics across the entire deployment or grouped by host or container image.  

Data Dog also supports alerting using a feature called Monitors. A monitor is DataDog’s equivalent to a Scout 
trigger and allows you to define thresholds for various metrics. 

2.5.1.5 Sensu Monitoring Framework 

Sensu uses the Docker Remote API to pull in the meta data for running containers, all containers and all images 
on the host. It then prints the values out using Sensu’s key value notation. The Sensu server will read the 
output values from the STDOUT and collect those metrics.  

Sensu allows the collection of as much detail needed about Docker containers and hosts. In addition, you are 
able to aggregate the values of all of out hosts in one place and raise alerts over those checks. One drawback of 
Sensu is difficulty of deployment as it requires to install, launch and maintain separate processes for systems 
such as Redis, RabitMQ, Sensu API, Uchiwa and Sensu Core.  

2.5.1.6 Prometheus 

Prometheus is a self-hosted set of tools which collectively provide metrics storage, aggregation, visualization 
and alerting. Prometheus is a pull-based server which expects monitored servers to provide a web interface 
from which it can scrape data.  

https://docs.docker.com/reference/api/docker_remote_api_v1.17/
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2.5.1.7 Sysdig Cloud 

Sysdig cloud is a hosted service that provides metrics storage, aggregation, visualization and alerting. By 
selecting one of the hosts or containers you can get a whole host of other metrics including everything 
provided by the Docker stats API.  

2.6 Scaling with Kubernetes 

Orchestration tools manage how multiple containers are created, upgraded, and made available. Orchestration 
also controls how containers are connected to build sophisticated applications from multiple, microservice 
containers. Kubernetes is a tool for automated deployment scaling and management of containerised 
applications. While there are other Docker orchestration environments such as Docker Swarm and Mesos, 
Kubernetes was selected to underpin the Docker container orchestration in SELIS node because it represents a 
comprehensive framework for the management of distributed systems. In particular, Kubernetes runs 
everywhere – on public cloud, private cloud, bare metal, making the deployment of SELIS nodes flexible. 
Kubernetes manages clusters, i.e. sets of machines, called nodes, that run containerized applications. A Pod 
represents a group of running containers on the cluster. Kubernetes’s API provides IaaS-like container-centric 
primitives, and also lifecycle APIs to support orchestration. Since the release of 1.2, Kubernetes supports 1000-
node clusters, with a reduction of 80% in 99th percentile tail latency for most operations (7). API 
responsiveness: 99% of all API calls return in less than 1 second. Regarding start-up times, tests have measured 
99% of pods and their containers (with pre-pulled images) to start within 5seconds. 

 

2.7 SELIS Node Subsystem Scaling 

This section discusses scalability techniques for the various subsystems and components of SELIS node. By the 
term ‘scalability’ we refer to horizontal scaling – ("scaling-out”) which involves the addition of more computing 
units (i.e. physical machines, virtual machines or containers) from a cluster of such units.  This contrasts to 
‘vertical scalability’ which refers to increasing the computing resources (i.e. adding more memory) in a single 
machine.  Horizontal scalability requires the use of specialised middleware such as load balancers. Different 
approaches to horizontal scalability are discussed below for each SELIS node subsystem. 

 

2.7.1 Scaling the Big Data Analytics Subsystem with Docker/Kubernetes 

Spark is the main technology used to implement the Big Data Analytics (BDA) subsystem of the SELIS node. 
Spark is an open source Apache project and an important data processing framework. It is used to run a diverse 
set of workloads ranging from analytics to machine learning both in batch and real-time mode. To execute 
workloads, Spark requires the deployment of coordinated ‘worker’ machines. Workload tasks are automatically 
balanced amongst workers. Thus, (containerisable) workers are the scaling mechanism. In this context, 
Kubernetes provides a native cluster scheduler backend for Spark. Thus, it is possible to spawn several Spark-
workers isolated from each other on the same machine or on different machines across the cluster. Efficient 
allocation of resources to worker containers is an active research problem. Methods such as in (Kyong et al, 
2017 improve scalability by partitioning the original scale-up server into small logical servers. 

2.7.2 Scaling the Service Management Subsystem 

The service management subsystem is used mainly by the administrators of the SELIS node, to maintain 
configuration parameters, thus the performance requirements are lower compared to subsystems with high 
transactional volumes. The service management subsystem will be developed using, Node.js a tried and tested 
technology for online (Web) applications. To achieve horizontal scalability, the service management subsystem 
will be containerised. Application containers based on Node.js will be relatively lightweight and have low 
orchestration requirements. They will handle mainly UI & related logic, while back end business logic will be 
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handled by the Big Data subsystem that has its own scalability management. Data services for SELIS node 
configuration data will be handled by a NoSQL like MongoDB- that again has its own scalability mechanism and 
is also containerisable. For load balancing purposes, the application layer will be fronted by a load balancer like 
Nginx that will work in conjunction with Kubernetes to effect horizontal scalability. Monitoring at the 
application level will be done by dedicated Node JS specific monitoring tool. 

 

2.7.3 Scaling the Knowledge Graph/Master Data Subsystem 

The Knowledge Graph containing the interlinked SELIS community node master data will be stored in the Neo4J 
Graph database management system. For horizontal scalability Neo4J employs a master-slave architecture, 
where Neo4J running machines (which can be containerised) form clusters. In a cluster, there are a master and 
a number of slaves that communicate with each other. A load balancer such as HAProxy, that the clients talk to, 
fronts the cluster. 

Regarding vertical scalability, Neo4j’s 3.X series with the use of pointer compression it is possible to store 
graphs of any size, overcoming the 34 billion node limits of previous versions. Additionally, index-free 
adjacency, allowing each node to locate adjacent nodes and relationships via a pointer hop, thus preserving the 
fast performance of Neo4j. This feature is available in Neo4j Enterprise Edition, nicely complementing its scale-
out clustering capabilities.  

To cope with performance requirements, the Neo4j Docker image comes with these capabilities to configure 
memory usage. The Enterprise Edition additionally provides a high-availability cluster. 

 

2.7.4 Scaling the Publish-Subscribe Subsystem 

The publish-subscribe component provides communications between external users of the SELIS node and the 
node itself, as well as some of the internal communications between the SELIS node subsystems. The publish-
subscribe subsystem handles the logistics data (‘publications’) entering the SELIS node. This includes streams of 
data for example from logistic sensor devices such as GPS data. Thus, adequate performance of the pub-sub 
system is imperative. 

Logically, the pub-sub system can be seen as a number of layers: The first layer is responsible for the I/O 
between the publishers/subscribers and the pub-sub system. The next layer is the broker pub-sub engine that 
matches published data to subscriptions. Finally, there is a backend/storage layer where publications are 
stored for processing purposes, e.g. analytics. 

These layers have different performance and scalability requirements and can be treated independently. 

The front end to the pub-sub can be handled by a high-performance stream processing engine such as Spark, 
S4 Storm or StreamMine. The pub-sub core engine can be based on an existing system such as StreamHub 
(Barazzuti et al, 2013), a pub/sub engine designed for operating on a public cluster or cloud. In (Barazzutti et al, 
2013) it is reported that StreamHub is able to sustain high-throughput workloads: up to 150 K subscriptions 
registered per second; and up to almost 2K publications filtered per second with a population of 100 K stored 
subscriptions, resulting in an output flow of nearly 400 K notifications per second to interested subscribers. 
Thus, StreamHub is horizontally scalable too. Finally, the backend can be handled by a high-performance data 
management engine which is part of the Big Data Analytics (BDA) subsystem. HBase is the main 
implementation candidate and responsible for storing publications in an Event Log for subsequent analytics 
processing. 
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2.7.5 Scaling Ancillary Services 

 Ancillary services provided by/running on the SELIS node include for example services for authorisation, 
authentication and access control. Internal SELIS node services are subject to the same scalability constraints 
and solutions as the above discussed SELIS subsystems, i.e. horizontal scalability with containerisation and 
front and back-end load balancing. If these services are external to the SELIS node such as for example an 
external authentication service, then suitable QoS requirements must be supplied to the service provider in 
order for the external service not to become a bottleneck for SELIS node operations.  

 

2.8 Conclusions and recommendations 

The architectural approach to scalability and performance management presented in this section, is compatible 
with the philosophy behind the concept of the SELIS node, as for example presented in Deliverable 4.1 (‘SELIS 
node architecture’). Essentially, the approach views the SELIS node as a shared information space surrounded 
by tools that process this information and then by further systems (apps/dashboards/UIs) that access the 
processed data.  

At any time, the performance requirements for storing, processing and accessing the data will vary, possibly at 
different rates along different layers. Relatively few end users might for example need to access the processed 
relatively large volumes of data, and vice versa. Such numbers will fluctuate as the supply chain performs. 
Addressing performance and scalability requirements independently, at each level creates agility and flexibility.  

The core subsystems of SELIS node have been designed for built-in scalability. Performance of the SELIS node 
overall can be evaluated using formal and systematic techniques as well as test conditions and data provided 
by the Living Labs.  

Analytically, the performance and scalability of the SELIS node can be obtained using methods such as 
execution traces, worst case/best case execution and statistical techniques such as regression analysis 
(Eskenazi et al, 2005). 

However, there are limits to the extent that such techniques will yield a complete picture of the scalability and 
performance characteristics of the SELIS node and is therefore important for it to be tested in realistic runtime 
conditions. 

With regards to monitoring tools, efficiency, compatibility and cost considerations need to be taken into 
account. Many of the tools surveyed in the previous section are offered as hosted services (not free). Other 
may require the installation of additional middleware that may have an impact on the performance of the SELIS 
node.  

Thus, the approach followed will impact the quality and the total cost of ownership of the SELIS product. 

The following table summarises how the business goals of SELIS create scalability and performance 
requirements and how these are met by the design decisions made in the design of the SELIS node 
and by auxiliary techniques and technologies for meeting scalability and performance goals.  

 

SELIS Business Goal SELIS 

Scalability and performance 

Requirements 

SELIS architectural design feature 

Supporting scalability/performance requirement 

Supporting business 
communities/ 

SELIS node capacity. Overall system 
throughput i.e. serving    maximum 

Architecture designed for horizontal scalability. 
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users of arbitrary size number of requests in any given 
time 

Use of Containerisation (Docker) 

Use of load balancers 

Achieving usability 
for end users (low 
latency, other SLAs 
such as availability) 

Response times, availability SLA 
(e.g. 99.999% availability) 

Optimal location of SELIS node (with regard to user 
base). Use of caching techniques. Use of 
replication/redundancy techniques. 

Cope with volumes 
and rates of 
incoming data 
streams and bulk 
data 

Data rate/throughput High performance data ingestion subsystem (Big Data 
Analytics subsystem) 

Table 2 - Mapping SELIS business goals to scalability and performance requirements 
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3 SCN Governance Requirements 

This chapter covers Data and Information Governance in SELIS Community Nodes. Governance on IT is a very 
wide field of operation, ranging from quality assurance to data ownership specifications to risk management, 
with a goal to effortlessly resolve conflicts that may arise in corporate environments such as the one in 
question. In multitenant, data-centric applications like the SCN, the issue is of elevated importance due to risks 
that may arise from data handling and processing from third parties. As such, SCN Governance is a matter that 
will be explored thoroughly, on all levels, beginning with the infrastructure to the actual data, while defining 
responsibility, required actions and causes of potential liabilities that should be prevented at all costs. 

The rise of IT solutions in business domains such as the supply chain or logistics has underlined the need for 
clear direction in governance solutions. Business stakeholders are rightfully in need of guarantees that sensitive 
data or business operations will not be accessible or tampered with by any unauthorized parties, while also 
providing comprehensive technical specifications and a roadmap of how this goal can be achieved. Naturally, 
the topic of IT governance has been developed extensively in terms of frameworks, standardization and 
tooling. Specifically, Standards Australia Committee published AS 8015-2005: Australian Standard for Corporate 
Governance of Information and Communication Technology in January 2005 (8) which was the basis for the 
international standard ISO/IEC 38500 (9) published in 2008 and revised in 2015. These documents provide 
guidance to those responsible with advising, informing or assisting governing bodies of organizations of any 
size, ensuring that management processes and decisions controlled by IT specialists are reflecting the 
requirements of business needs. The goal is to evaluate IT practices and principles, while boosting the 
confidence of executives in guiding and governing the use of IT in their respective organizations. 

The term governance is tightly coupled with concepts such as accountability, liability, privacy and resource 
availability. However, it should be clear the reader that “data governance” is defined as the exercise of control, 
authority and shared decision making over the management of data assets (10). It should be also clear that 
data governance in SELIS is not a static concept, but one that changes dynamically as new data enter or leave 
the SCN. For the purposes of this deliverable, data governance will be centrally performed, by the SCN Owner 
and audited by the SCN Members. 

 

3.1 Scoping Governance in SELIS 

It is necessary to provide a large enough but also clearly defined scope for data governance in this project. This 
is necessary due to the multitenant nature of each deployed Node, which might require an irregular 
governance approach. In established practices, devising an efficient data governance program starts with 
understanding the Business Model. In this scenario, one can begin at the EGLS level, which is then modelled 
and materialized by one or more Decision Support Systems. In each collaboration scenario, there should be 
multiple participants, interconnected by business agreements in any number of possible configurations. As 
such, there exist multiple data owners, potentially multiple data processors and consumers collaborating in 
one or more workflows. 

It is important to understand at this point, that in SELIS, infrastructure is shared along with resources. This 
generates a hybrid model that requires individual governance at member level but also at Node level as 
displayed in Figure 5 - Governance in a SELIS Community Node  Most DSS applications attempt to tackle a 
specific problem of the supply chain domain. To make this more tangible, we can use the example of the 
SARMED use case from Living Lab 3 that addresses Supply Chain Visibility as well as Optimizing Deliveries for 
regional areas in Greece. In this case, four types of stakeholders are included; Logistics Service Providers, 
Regional Agents, Truck Carriers and End Customers. Each one shares their resources in unique configurations 
with collaborators but also potential competitors, thus it is natural that data visibility and availability is dictated 
by proven practices which are approachable to business users but also sensible to implement and maintain by 
the technical teams responsible for SCN design and development. In that sense, data governance should be 
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applicable individually at a member level to designate specific data visibility levels depending on the consuming 
party but also at a Node level, for describing the required security and auditing policies, outlining the 
infrastructure and data governance for the Node holistically. 

 

 

Figure 5 - Governance in a SELIS Community Node  

It is therefore derived that besides the underlying, potentially conflicting business models that coexist in the 
same Node, the actual content along with its sharing requirements are crucial as well. The following section 
explores the topic in depth. 

When scoping governance in large scale constantly evolving projects such as SELIS, modelling the expected 
governance lifecycle is crucial. As a rule of thumb, most governance specifications begin within an information 
technology context. Data availability is usually classified in terms of what it represents in business terms, for 
example, a contract between two collaborating parties is usually considered confidential and should be 
secured, unlike a sheet of marketing information which is much less sensitive. There are countless types of data 
depending on the domain in question or the type of business, with varying degrees of sensitivity, but also in 
how each organization chooses to address it. Depending on the age, size and culture of a corporation or similar 
entity, the way that data is handled and circulated can be fundamentally different. This endangers consistency 
in multitenant environments such as SELIS and underlines the need for countermeasures to mitigate this 
potential risk. 

Existing software should also be an important area when scoping data governance in large-scale applications. 
Any imposed policies have to be compatible with enterprise-level applications that are already in-place, such as 
ERPs or SAP. Due to the SELIS architecture, as discussed extensively in Deliverable 4.1, such interactions have 
been handled via the use of “adapters”, or dedicated software modules that guarantee the interoperability 
between SELIS and its environment. 
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3.1.1 Content types in SELIS 

In Deliverable 4.1 – Open SELIS Platform Architecture Design, the content shared through any SCN has been 
categorized as “original” or “derived” data. This includes Master Data owned by participants, Business 
Intelligence data generated by analytical algorithms but also structured data exchanged in the Node as 
messages by external or internal systems. A primary task is to define which of the above are governed, how, 
and by whom. Given that security is a high priority subject, we can safely assume that SCN members will need 
visibility on any data governance activities, which should adhere to the highest possible extent to their internal 
practices. Hence, each participant has the responsibility to indicate the degree of sensitivity that encapsulates 
their data. 

According to (11), one can classify content according to its underlying access rules, as follows: 

 Open data, publicly available for everyone. 

 Community data, shared with a specific community, in this case the whole of a SELIS Community Node. 

 Partner data, shared with one or more partners across a community. 

 Internal data, shared only with the members of the owning organization, according to any internal 
access scheme. 

The above does Given the complex SCN lifecycle, this classification is subject to change over time, e.g. sales 
ranking of a specific SKU might be classified as internal for a given amount of time past its creation, but then 
change its access level to “community” as the information becomes “historical data” for future reference. 
Naturally, in real-life scenarios the changes will be much more  

Support for the proposed classification should be inherent on SELIS due to the componentry that enables 
content-based logic to be applied. 

 

3.1.2 IT governance 

As discussed previously, IT governance is a key requirement for most organizations due to the necessity of IT 
infrastructure in most supply chain scenarios. As collaboration environments embrace the shift towards 
digitization of their intellectual property assets, the establishment of a governing ruleset becomes 
indispensable. Essentially, IT governance is a collection of rules, procedures, claims, policies and processes that 
influence how business owners but also IT departments handle data, in order to reduce risks caused by 
potential data leakage or other incidents of similar nature. In the SELIS case, we can refer to this concept as 
platform governance. The latter should respect each participant’s autonomy while ensuring consistency along 
the SELIS Community Node. 

It would be useful to look at this from a business use-case perspective, to make the benefits clearer and more 
tangible. Consider the case of Collaborative Stock Optimization, where one or more retailers rely on product 
suppliers, logistics networks and SELIS prediction mechanisms to manage their stock levels effectively. This 
single ecosystem contains several smaller communities dictated by the collaboration agreements between 
participants, who are naturally competing against each other or share sensitive information. Without a clear 
governance directive in place, it is a matter of time until business assets are exposed to third parties. As such, 
the primary rationale for employing IT Governance is risk reduction via: 

 Enforcing privacy rules 

 Enriching data, leading to high data quality 

 Reducing liability caused by poor asset management 

 Limiting incorrect decisions due to poor data quality (e.g. Multiple copies of the same item, non-
synchronized instances of SKU stocks) 

 



D4.2. Cloud Infrastructure and Monitoring Platform 

© SELIS, 2016  Page | 35  

3.2 Responsibility & Accountability of Management 

In every data governance specification, for completeness’ sake, there should exist a clear direction on where 
the defined responsibility and accountability lies. To accommodate most enterprise scenarios, the SELIS Node 
comes preconfigured with three levels of authority clearance, as described in Deliverable 4.1, the SCN 
Administrator, Owner and Member. To achieve a commercial-grade service offering, the technical experts in 
the consortium have pre-configured the default accountability scheme, complete with permissions and 
assigned actions. In any contractual agreement, all parties involved should be explicitly informed on how their 
participation affects the Node’s lifecycle, especially when they play a core role in the deployed DSS application. 

An important aspect of measuring and employing any Data Governance plan, is to assess the readiness of all 
involved stakeholders to adopt and maintain it. Besides undertaking responsibilities, organization personnel 
are expected to have an acceptable level of understanding and familiarity with the need for Governance on 
their data. In many large-scale operations, this can be expected from high level executives, however, other 
types of corporate entities such as startups or SMEs might not have a clear plan on handling their digital assets. 
The subsequent requirement would then be to establish a series of training activities, to ensure that the 
criticality of handling operations that involve digital property is respected and aligned with their business goals. 
Ultimately, it is expected that upon the official start of SCN operations, all participants will be fully qualified to 
understand and evaluate the added value that data governance is providing to their collaborative workflows. 

The assigned responsibilities will be discussed in further detail in the following subchapters. The following text 
should be treated as general directives for the seamless operation of a typical SCN deployment. Real-life 
applications might expand or customize that content upon their specific requirements. 

 

3.2.1 SCN Administration authority 

The SELIS Community Node Administrator plays a critical role in guaranteeing the fluid operation of the 
deployed applications, while being in direct contact with SCN participants to quickly manage and resolve any 
data or business-related issues that might arise. Thus, the Administrator holds several responsibilities, mainly in 
assisting the business owners and making sure that all messages or updates on an administrative or compliance 
level are propagated to the respective contact points. The SCN Administrator is usually the mediator between 
the business owners and the SCN representatives, acting as a consultant specialized in the technicalities that 
arise with the Node’s usage. Responsibilities include: 

 Overall Data Quality: Asserting that any data that enters and is transferred throughout the Node meets 
the quality standards agreed in the Service Level Agreement between the SELIS Node Consortium and 
each participant. Usually, this establishes that data in the Node is complete, not duplicate and capable 
of being enriched with SELIS metadata. 

 Overall Infrastructure Quality: Verifying that the SCN hardware and software infrastructure is healthy 
and ready to operate. In case of outage, the SCN Administrator is expected to broadcast any service 
failures and restore functionality in the time-frame dictated by the SLA in place. 

 Governance readiness assessment: Responsibility to understand the SCN members’ readiness level to 
appreciate the benefits gained by employing a data governance plan in their collaborative 
environment. Actions include consultancy sessions with executives but also developers who are 
directly involved with DSS applications deployed in the SCN in question. 

 Access control administration: Via the administration components, such as the Node Management, 
they can accurately set access control limitations as metadata to all known types of messages, verifying 
the expected viewership rights on all kinds of messages. 
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3.2.2 SCN Member 

Any participants to an SCN that does not act as an owner can be considered a participant. Even though integral 
to the SCN’s operation, they can be considered not part of the core since their participation status can be 
altered as the Node evolves. This fact also reflects on their responsibilities as data governance agents as 
presented below. 

 Effectiveness of DG operations: Any SCN member, after having received the optional training, is 
deemed capable of assessing the effectiveness of data governance in applications they participate in. 
This includes using automated methods via aggregation tools such as visibility dashboards or KPI 
metrics. In problematic incidents, the member is expected to raise any unusual activity regarding their 
data to the SCN Owner or Administrator where applicable. 

 Data Quality: Every SCN member is considered liable to provide and maintain a consistent structure in 
their provided data. Software or hardware updates that cause any kind of functional change are 
expected to be discussed, agreed and tested before deployment in live environments. Included herein 
is also the responsibility to act quickly and effectively to any requests made by the SCN Administrator 
in matters of compliance or interoperability. 

 

3.2.3 SCN Owner 

The SCN Owner can be thought as the core of the Node. An organization surrounded by satellites, critical to 
employ all collaboration scenarios and who usually gains the primary benefit out of this process. They can be 
considered a member with elevated rights, a fact that attaches some additional responsibilities to the ones 
referenced under section 3.2.2. This includes: 

 Data governance overview: As a primary stakeholder, the SCN owning party is primarily responsible to 
execute the data governance plan, harnessing the SCN’s visibility platform to overview critical metrics 
on the underlying data. Tasks include auditing master data structures, ensuring processes are properly 
modelled, technical structures have semantical accordance to their business counterparts and 
confirming the effectiveness of governance operations. 

 Governance change plans: Due to the complex lifecycle of the SCN, mainly in stages of adding, 
removing or changing the status of any participant, any governance plans in place might require minor 
or even significant changes. Newly introduced types of content might contain a degree of sensitivity 
that calls for regulation and access control. Surely, decomposing and drafting a governance change 
plan is expected to be done in coordination with the SCN Administration team, but the SCN Owner is 
leading this task as the central stakeholder in this process. 

 Assessing the overall effectiveness of DG operations: As any type of governance, its effectiveness is 
not guaranteed unless measured and confirmed by the business owners. While this is also every 
member’s responsibility, the Owner has a more catholic overview of the data governance 
performance. Besides each member’s own measurable goals, the DSS applications aim to serve the 
participating community as a whole. In this case, the SCN Owner represents the community and 
quantifies the data governance results based on a number of KPI measurements. 

 

3.3 Security and Privacy Policies 

It is considered a given that security and privacy are at the top of the priority list for all enterprise software, 
especially ones that involve a third-party collaborative platform such as SELIS. Acknowledging that fact, the 
various development teams studied carefully security-related publications (12) and incorporated well known 
patterns in guaranteeing that access control is respected throughout the lifecycle of any piece of information. 
From a data governance perspective, it is imperative to determine what are the security requirements for 
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enterprise data, including privacy and access restrictions, enforce them and monitor their usage by periodically 
auditing logged activity to ensure no breaches have occurred. 

It is expected from data governance executives to actively participate in the development of security 
mechanisms throughout the Node, by guiding IT staff on how to properly implement business processes in 
software systems that respect and uphold data privacy. As soon as the development is complete, data 
governance (DG) executives collaborate with developers to test and sign-off the execution in terms of 
validating and supporting data privacy policies, processing and access controls. 

The default model in place categorizes users in various roles, each owning specific permissions that 
semantically annotate the actions in their disposal. This well-tested and effective approach was first introduced 
in 1996, (13) and used extensively in applications that rely on relational data access. Each SELIS Node, at the 
time of bootstrapping, is preconfigured with standard roles, based on the three different types of agents that 
coexist in every Node instance. Past that point, the SCN Administrator holds the responsibility to streamline the 
predefined roles and permissions in any way deemed necessary to depict the actual actors in every scenario. 
This approach can be extended in collaboration with the DSS application developers, in a way that they all 
come pre-configured with a substantial role and permission schema. 

 

3.3.1 Roles 

The default roles in any SCN deployment are similar to the ones described under 3.2. Besides the 
administrator, who can access all kinds of resources, the remaining roles can be affected by the EGLS 
applications but also be generic enough for use in different scenarios. In detail: 

 Administrator: This role overrides all limitations in place and provides elevated access to all resources 
and can perform all administrative, auditing and configuration actions in the SCN. 

 Data Owner: This role is assigned to each participant who provides read and write access to at least 
one resource owned by them. In order to uphold effectiveness, privacy and security requirements, 
each owner of the Data Owner role should be annotated with the types of resources they are owning. 

 Data Processor: This role is assigned to each participant who operates upon receiving data owned by 
third parties. It comes with read access to specific resources, fine-grained by specific permissions 
attached to the latter. Usually, this results in new resources, produced by processing the existing data, 
so anyone holding this role also has complete access to their derived information. 

 Data Consumer: A subcategory of the Data Processor role, the data consumer can be parallelized to a 
simple client who simply receives information owned by others. As above, the role is customized using 
specific permissions but is limited to read-only access. 

While these roles should serve most of the EGLS use-cases, an inherent feature of the SCN, and specifically the 
Node Management tool, is to create new roles as deemed necessary by each individual deployment. This is a 
useful tool to ensure compatibility with existing data governance policies, on a semantic but also functional 
level. 

 

3.3.2 Permissions 

Permissions, even though standalone, are usually contained in individual roles and not assigned atomically. 
They usually describe a type of activity that the holder can perform. Permissions can be generic, e.g. a 
permission can allow someone to read all resources contained in a SCN, but they can also be fine-tuned to the 
user’s requirements. In accordance to the roles specified in 3.3.1, permissions can be semantically annotated 
with one or more resources, permitting several types of manipulation to the respective information.  
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Even though predefined, permissions can be dynamically generated and made available to the SCN 
Administrator upon the addition to any resource on a SCN. The process is triggered by SCN lifecycle events, 
primarily the addition or removal of new participants, and, thus, new resources. 

Typical permission examples can be: 

 ReadResourceX: X is a variable, denoting the referenced resource. Depending on the configuration, 
this variable can mean an owner-dependent resource or the opposite, giving access to exactly the 
indicated information. 

 ReadAndWriteResourceX: Similarly, this permission expands on the previous one by adding write 
access to the specified resource. 

 Contributor: This permission is usually given to members of participating organizations to the SCN 
(usually under the Data Owner role) to explicitly state that they are capable of publishing data to the 
Node. This is usually issued to machine-controlled accounts such as external systems that can interact 
with the SCN. 

 Auditor: The permission is assigned to SCN participants who wish to perform official audits to 
information published in or generated by the Node. 

Similar to the roles section, it is expected that the Node Management tool of the SCN can generate permissions 
dynamically or upon request, enabling a multitude of different data access configurations. 

Resources are defined as the primary (raw input) and/or secondary (processed SCN output) entities involved in 
a SCN. For example, in the case of retail-driven stock-optimization, permissions could be used as follows: 

 ReadResourceSalesForecast: In this case, this permission would give access to the sales forecast 
(primary entity) published in the SCN. 

 ReadResourceStockAllocation: In this case, the permission would give access to the stock allocation, 
calculated by the SCN (secondary entity). 

Permissions can access all available resources of a SCN. When new resources are added (i.e. new resource 
added – Invoice), relevant permissions are automatically defined (i.e. ReadResourceInvoice, 
ReadAndWriteResourceInvoice). 

 

3.4 Service Level Agreement Management, Monitoring & Reporting 

The SELIS Community Node is an intricate organism, comprised of many subsystems and evolves constantly. 
While it can be considered a SaaS solution at its core, it can also be extended as an IaaS solution based on the 
format of the deployment among other things. Therefore, when researching ways of quantifying its service 
offering and the subsequent Service Level Agreements, one has to be very careful on correctly interpreting how 
both the user and the system interact with each other and what is expected from both sides to guarantee a 
seamless operation. 

The first obstacle arises considering that the SCN and its included services are developed by a number of 
distinct entities, therefore it becomes questionable to devise an SLA between a consuming and multiple 
service-supplying organizations. For the purposes of this text, we will consider the offering side as a single 
entity which holds complete liability over the SCN’s performance. 

Another problematic area is the dynamicity of the offered solution. As mentioned previously, SELIS is ever-
evolving in both its scale, its features but also in its topology, considering the satellite entities, from 
applications, to adapters, to actual participants. As such, scoping any provided SLA should be done with 
additional precaution in a way that all potential events are defined properly and acted upon. 
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Everything considered, this document will not include a valid Service Level Agreement for products developed 
by the SELIS project, as this effort would be very premature at the time of writing this deliverable. However, a 
list of key items is included that should be contained in any future iteration.  

 

 

Item name Item description 

SLA Objective Objectives include compliance with ToS, uptime guarantees, availability 
metrics, action plan upon failure. 

Availability Reasonable access to the hosted services by any registered user. 

Total Monthly Minutes Number of days per month * 1440 minutes per day. 

Maintenance Time Hosted services will become unavailable each month on a scheduled or 
unscheduled basis for routine maintenance to maximize performance. 

Downtime The total number of minutes that hosted services are inaccessible by users. This 
excludes any inability to access due to any of the following: 

 Maintenance Time 

 Network issues caused by the user’s Internet Service Provider 

 Unexpected events 

 Enhancing existing services 

 Failures in the user’s hardware, software or network connection 

 User’s actions or omissions 

 Anything outside the control of the SELIS consortium 

SELIS Network The network comprising of multiple SCNs and their componentry. 

Problem Response Time The time period after the SELIS consortium confirms a service disruption event, 
from the receipt of the information required from the user, until the SELIS 
Support Team to begin resolution and open an incident ticket in the SELIS 
network systems. Due to the varying diversity and severity of potential 
problems, Problem Response Time is not measured as the time between the 
receipt of the call and the resolution. The SELIS Support Team must provide 
progress updates to the user in reasonable frequency. 

Maintenance Notices SELIS consortium will communicate the date and time of scheduled 
maintenance that will cause service unavailability at least 24 hours in advance 
(or longer if practical). The user understands that there may be scenarios where 
the SELIS consortium will need to interrupt the hosted services without notice 
to protect the integrity of the network due to security issues, virus attacks, 
DDoS attacks or other unforeseen circumstances. 

Minimum Requirements The minimum requirements for any user to access the platform is a computer 
with an internet connection (broadband or better) and an Internet browser. 

Service Level Measurements Detailed instructions on how to measure the various Service Level metrics will 
be appended on the final distributed version of the SLA. 

Mobile Devices Requirements SCN applications are delivered on Mobile Devices over the http protocol. As 



D4.2. Cloud Infrastructure and Monitoring Platform 

© SELIS, 2016  Page | 40  

such the minimum requirements for mobile devices are: 

 Android (version 4.2 or higher) 

 iOS (version 8 or higher) 

 IoT sensors (GPS, LTE) depending on the usecase 

Service Credit A credit denominated in Euros, calculated as demonstrated in the final version 
of any SLA which may result in credit deposited back to a user’s account. 

Service Uptime Commitment The hosted services will have a guaranteed uptime percentage calculated based 
on the minutes of downtime per month. Any shortcomings on this guarantee 
will result in Service Credit for the affected user. 

Table 3 – Term definitions in the SELIS Service Level Agreement 

The listed items are the absolute minimum that should be covered in any Service Level Agreement between the 
SELIS consortium representatives and any participating organization or business entity. Actual SLAs will have 
the responsibility to define measurements and actions on various events, from Problem Response Times, to 
Uptime Commitments etc. 

The SCN Monitoring section focuses on monitoring solutions for large-scale enterprise cloud platforms such as 
SELIS. Monitoring results for SLA-specific items will be measured exclusively on the platform’s own modules 
and will be used as the common denominator for building Service Credit and measuring potential downtime. 

3.5 Measuring governance effectiveness 

As stated by (10), it is an undeniable fact that every new concept that is introduced to a working group gets 
quickly forgotten unless its effectiveness is measured. For this purpose, we outline some proposed metrics for 
measuring the effectiveness of the data governance programme from the perspective of various stakeholders. 
They can be assembled in the form of a digital questionnaire and posed to stakeholders in various stages of 
their membership. 

Index Report on information management maturity: Stated on a scale from 1–5, this metric is calculated 
collectively based on survey and assessment of various elements of the data governance and data 
management programme. 

Adoption Progress Report: Counts of individuals trained on Data Governance, counts of specific applications 
governed successfully and a count of issues escalated and/or resolved due to such policies. 

Stewardship Effectiveness: Another effective metric can be based on aggregating, counting the status, 
resolution outcome and time of resolution of issues submitted to data governance bodies. 

Data Quality: Data profiling can happen synchronously or asynchronously and collect results into a DQ index 
that represents an average of all of the data-quality profiling measures. 

Business Value: Extracting information from the business case and the business value gained by adopting data 
governance and data management to business success. Quantifiable and intangible benefits resulting from 
successful efforts that were governed, or through use of governed and well-managed data should always be 
reported. 
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4 SCN Security and Identity Management 

This chapter covers the information related to security’s aspects and measures suggested for SELIS Platform. 
The chapter is divided into three main topics: 

 Description of the security & access control principles (sub-section 4.1, 4.2 and 4.3). In this first part of 
this section is included also the description of the IAM solution proposal for SELIS Platform. 

 Recommendations for encryption, IOT Security, Logging and Data Gateway Security (sub-section 4.4) 

 Compliance to GDPR (sub-section 4.5) 

4.1 IAM general aspects 

Secure user access plays a key role in the exchange of data and information in each SELIS Community Node. 
Access protection must therefore meet increasingly strict requirements – an issue that is often solved by 
introducing strong authentication. Identity and Access Management is the process which, in the context of 
SCN, manages who has access to what information over time. Activity of IAM involves creation of identities for 
user and system. The main purpose of an IAM system is providing the right people with the right access at the 
right time, through proper management of user, role and permissions.  

IAM solutions should automate the initiation, capturing, recording and management of user identities and their 
related access permissions. The products should include a centralized directory service that scales as an 
organization grows. This central directory prevents credentials from ending up recorded haphazardly in files 
and sticky notes as users try to deal with the burden of multiple passwords for different systems. 

IAM systems should facilitate the process of user provisioning and account setup. The product should decrease 
the time required with a controlled workflow that reduces errors and the potential for abuse, while enabling 
automated account fulfilment. An identity and access management system should also provide administrators 
with the ability to instantly view and change access rights. 

IAM solutions allow administering users and their access rights flexibly and effectively, enabling multiple ways 
of cooperation. IAM is a prerequisite for the use of cloud services, as such services may involve outsourcing of 
data, which in turn means that data handling and access has to be clearly defined and monitored. To be able to 
meet current security requirements and react quickly if required, they need to identify and consolidate data 
sources and define a data lifecycle. 

In general, IAM tasks can be divided into three levels: 

 Governance: defines the regulatory framework and the compliance and review procedures. 

 Management: allows administration of identities, rights and authorization tokens. 

 Execution: ensures information review as well as synchronization at runtime. 

The principles underlying strong Identity and Access Management (IAM) used to manage access to resources in 
the cloud are essentially the same as in any network. 

The best practices for IAM are the same as for any system:  

 Rigorous password policy: strong passwords, frequent change, auditing and automatic policy 
enforcement. 

 Multi-factor authentication: Ideally this includes a hardware piece, such as the DoD CAC or RSA SecurID 
token, but using SMS or a smartphone-based authenticator app significantly improves access control. 

 X.509 certificate management: Critical for sound key management, this must include a Certificate 
Authority, whose certificate needs to be installed on all endpoints. 
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 Role-based access control (RBAC) with the concept of least privilege: Each user has only the read and 
write permissions required to fulfill his role. This also extends to carefully determining the fewest 
number of users with administrative privileges. 

 Separation of duties: For example, the administrative users who manage the public cloud account 
should be tightly restricted, hence the importance of associating encryption and key management with 
users; system administrators should not be able to decrypt any data or volumes. 

 

4.2 Infrastructure Security & Access Controls 

SCN infrastructure should provide secure deployment of services, secure storage of data with end user privacy 
safeguards, secure communications between services, secure and private communication with data consumers 
over the internet, and safe operation by administrators, data owner and data processor. 

The SCN’s requirements to control access to information assets should be clearly documented in an access 
control policy and procedures. Network access and connections should be restricted. 

The allocation of access rights to users should be controlled from initial user registration through to removal of 
access rights when no longer required, including special restrictions for privileged access rights and the 
management of passwords (now called “secret authentication information”) plus regular reviews and updates 
of access rights. 

Users should be made aware of their responsibilities towards maintaining effective access controls e.g. 
choosing strong passwords and keeping them confidential. 

Information access should be restricted in accordance with the access control policy e.g. through secure log-on, 
password management, control over privileged utilities and restricted access to program source code. 

All SCN infrastructure component must be hardened and configured securely, and the hardening/configuration 
baselines should be based on vendor best practices. Applications, systems and networks must be architected 
and configured with tiering and security zones, and access must be configured to only allow required network 
and application protocols.  

Administrative access must be role-based and granted on a need-to-know basis. Regular risk assessments must 
be done, preferably by an independent party. A policy and process must be in place for patching/security 
updates and can based on risk/threat assessments of new security issues. 

4.2.1 DMZ 

There are a number of different ways to implement a DMZ, there are also a number of different DMZ best 
practices. Here are the options which are proposed and should be applied for the SCN infrastructure: 

Devices placed into the public DMZ include: 

 All publicly accessible web servers, including any front-end database servers used by these web 
servers; 

 All publicly accessible FTP or file servers; 

 All publicly accessible collaboration servers; 

 Web and email security firewalls (to be placed in front of the servers noted above); 

 External DNS servers; 

 Intrusion Detection/Prevention Systems (IDS/IPS). 

Devices/Resources placed into the internal DMZ include: 

 SCN Core (IAM, Internal Pub/Sub, BDA, KPI DB, KnowledgeGraph) 

 Internal DNS servers; 
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 Internal web servers; 

 Internal FTP or file servers; 

 Appropriate appliance firewalls. 

As noted above, it is also typically recommended to isolate internally accessible resources from the main 
Internal network as well as their external-facing counterparts. This is an organizational decision, but it can 
further increase the security of a network by isolating any exploited internal servers from the main hosts within 
the network. 

It should be noted that a large percentage of threats don't come from the Internet but from internal users and 
because of this there needs to be a security mechanism in place that guards against these threats as well. This 
extension of the DMZ concept works just as well for these types of threats. In cases where these types of 
implementations are being deployed, it is recommended that the Internal and External DMZ zones be 
separated from each other.  

4.3 Application Security & Access Controls 

Application security principles are collections of desirable application properties, behaviours, designs and 
implementation practices that attempt to reduce the likelihood of threat realization and impact should that 
threat be realized. 

Security principles are language-independent, architecturally neutral primitives that can be leveraged within 
most software development methodologies to design and construct applications. 

Principles are important because they help us make security decisions in new situations with the same basic 
ideas. By considering each of these principles, we can derive security requirements, make architecture and 
implementation decisions, and identify possible weaknesses in systems. 

The important thing to remember is that in order to be useful, principles must be evaluated, interpreted and 
applied to address a specific problem. Although principles can serve as general guidelines, simply telling a 
software developer that their software must "fail securely" or that they should do "defence in depth" won't 
mean that much. 

4.4 Identity & Access Management solution 

Secure user access plays a key role in the exchange of data and information. Access protection must therefore 
meet increasingly strict requirements.  

Starting point is: wherever it is necessary to control access to resources for whatever reason, it is a 
fundamental pre-requisite that you be able to identify who (or what) is trying to access your protected 
resource. 

About Identity Access Management 

 is not implemented by a single technology; it is instead a composition of heterogeneous technologies - 

differing by maturity, scope, applicability and feature coverage - which require some 'glue' to fit 

together.  

 Is the process which manages who has access to what information over time.   

 Involves creation of identities for user and system. 

 Allow administering users and their access rights flexibly and effectively, enabling multiple ways of 

cooperation. 

 Is a prerequisite for the use of cloud services, as such services may involve outsourcing of data, which 

in turn means that data handling and access has to be clearly defined and monitored? Cloud model 

needs a secure access and technical solutions, ensure that the data stored in the cloud be made 

available only to authorized users. 

https://www.owasp.org/index.php/Fail_securely
https://www.owasp.org/index.php/Defense_in_depth
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It implements widely used federated identity standards, principally the Security Assertion Markup Language 
(SAML), to provide a federated single sign-on and attribute exchange framework.  

The main use case for SAML is Single Sign On (SSO): where users authenticate at one web site, access the 
resource of interest if they are authorized, and are then able to access additional protected resources at other 
web sites participating in the same SSO network without having to authenticate again.  

SAML enables the secure communication of authentication information from the first site to additional sites in 
different security/administrative domains, these sites can then decide whether the user is authorized to access 
the protected resource or not. 

A user authenticates with his or her organizational credentials, and the organization (or identity provider) 
passes the minimal identity information necessary to the service provider to enable an authorization decision. 
It also provides extended privacy functionality allowing a user and their home site to control the attributes 
released to each application. 

4.4.1 Basic Concepts 

It works the same as every other web-based Single Sign-on (SSO) system. 

 Web Browser– represents the user within the SSO process 

 Resource– contains restricted access content that the user wants 

 Identity Provider (IdP)– authenticates the user 

 Service Provider (SP)– performs the SSO process for the resource 

 

 

Figure 6 - General Architecture of IAM System 

The Access Control constitutes who has the access to a particular resource. It is necessary to deliver access 
control policy based on concerns about the privacy and security of data, depending on the user profile 
information. 

Identity provisioning is the act of enrolling user’s accounts or credentials to a cloud service, in secure manner 
and on an explicitly stated time. At the same time, that particular user account could be de-provisioned by 
cancel it if it is necessary.  Identity provisioning/de-provisioning is an appropriate advantage in many situations. 
After users, account provisioning to the cloud services, SCN users could authenticate to the Cloud service, by 
confirming that the access identity entities which were found in the provisioning process. Authentication 
requirement is essential as it eliminates the attack’s risks to enter into cloud services. Authentication is a 
mandatory part of access control and is concerned with establishing that claims made concerning a subject 
who is attempting to use a particular resource are authentic, i.e., true. Typically, this involves confirming a 
subject’s identity. This kind of information is essential before it can be determined that the subject is 
authorised to access the resource. 
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The Access control in the SELIS platform is centralised in the IAM system that it’s located in SCN. There are 
three actors, the users (other SELIS component, Application’ user and/or Supplier), the interface to users (DSS 
and ADAPTER), SCN and the IAM system (located in SCN). 

The authorisation flow is: 

1. The user asks for the access to a resource; 
2. The interface to users receive the request and ask to the IAM for the authorisation on behalf of users; 
3. The IAM system received the request through the SCN; 
4. The IAM system check the user authorization in the authorization list; 
5. The IAM system provide the feedback on the authorization (authorised/Denied); 
6. The interface to users asks on behalf of user for the information (e.g. order forecast). 

 

 

Figure 7 - Architecture and flow of IAM system to SONAE application 

Services need protecting, users need authentication, and identity providers know user information:  
IAM solution glues it all together 

 Identity federation 

Enable access scenarios that span security boundaries (cloud-based applications, multi-forest 
collaboration, heterogeneous platforms, partner extranets, etc.) without the need for redundant user 
passwords. With federation support in both Identity Provider (IdP) and Service Provider (SP) roles, 
Cloud Access Manager easily facilitates user access to web applications, regardless of where the users 
and/or the apps are located. 

 Policy-based access control 

Eliminate inconsistent, ad-hoc security and ensure that users can access only the applications they are 
authorized to use, based on IT-defined user roles. Roles and role membership can be assigned 
dynamically based on policies evaluated in real time, using existing identity data. Rules-based access 
control can be applied down to sub-regions of a web application, for enabling more granular 
authorization. 
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 Granular permissions 

It grants different permissions to different people for different resources. Applications can be 
integrated through Security Assertion Markup Language (SAML) security tokens. For example, we can 
create an IAM access control policy that grants the Subscriber role to a user for a particular Cloud 
Pub/Sub topic. 

4.4.2 The authentication Infrastructure 

It uses an authentication infrastructure consisting of: 

Identity Provider 

It’s the element responsible for authenticating users. It maintains and controls their credentials and attributes, 
disseminating this information to requests from entrusted organizations. It is composed of four components:  

1) Handle Service (HS): authenticates users along with the authentication mechanism and creates a handle 
token (the SAML assertion that carries the credentials) to the user. Allows an organization to choose the 
authentication mechanism.  

2) Attribute Authority (AA): AA handles requests for SP attributes, applying privacy policies on the release of 
these attributes (Attribute Release Policies - ARP). Allows the user to specify who can access them. Allows the 
organization to decide which directory service is used.  

3) Directory Service: (external to Shibboleth) local storage of user attributes.  

4) Authentication Mechanism: (external to Shibboleth) allows users to authenticate with the central service 
with only a login/password pair. 

The processing: 

 Accept a SAML authentication request from the Service Provider a user wants to access; 

 Authenticate the user against your organization’s existing authentication store(s); 

 Collect user data from your organization’s existing data store(s); 

 Apply policy to control what data is released to which Service Provider; 

 Securely transmit the collected information to the Service Provider. 

Key Features: 

 Out-of-the-box support for LDAP, Kerberos, JAAS, X.509, SPNEGO, Duo Security, and container-based 

authentication systems. 

 Out-of-the-box support for reading user data from arbitrarily-structured LDAP directories and 

relational databases and performing simple or complex transformations on the acquired data. 

 Fine-grained control over the data to release to a relying party system. 

 Excellent scaling, both in performance and manageability – a single instance can handle millions of 

authentication requests per day and can communicate with thousands of service providers. 

 Out-of-the-box high availability via client-side state management, plus additional options for database 

or memcache state. 

 Works with any compliant SAML 2.0 Service Provider implementation. 

 Supports the CAS 2 SSO protocol and some additional extensions. 
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 Extensive and carefully-managed APIs to allow the software to be extended to support custom 

scenarios. 

Service Provider 

The Service Provider is where the resources are stored, that are accessed by the user.  

It enforces access control on resources based on information sent by the Identification Provider. A single SP 
may be composed of several applications but will still be treated as a single entity by an Identification Provider. 
It has three main components:  

1. Assertion Consumer Service (ACS): responsible for receiving messages (SAML) to establish a secure 

environment.  

 Assertions are basic packets of information containing statements about a principal (which wants 

to access the protected resource) that an asserting party, ie, an IdP, claims to be true. The SP then 

uses this information to make access control decisions.  

 Protocols describe how packaged assertions are exchanged with SAML request and response 

elements and gives the processing rules that SAML entities must follow when producing or 

consuming these elements.  

 Bindings are mappings of SAML protocol message onto standard messaging formats and/or 

communications protocols, e.g., (HTTPS).  

 Profiles describe in detail how SAML assertions, protocols, and bindings are used together to 

support a defined use case. 

2. Attribute Requester (AR): responsible for obtaining and passing user attributes to RM.  

3. Resource Manager (RM): intercepts requests for resources and makes decisions to control access 

based on user attributes. 

The processing: 

 Intercept access to a protected resource or application entry point. 

 Discover the user’s choice of Identity Provider. 

 Issue a SAML authentication request to the selected Identity Provider. 

 Process the SAML authentication responses and extract rich user information. 

 Apply local policies and gather additional data. Pass rich identity information to application 

resources. 

Key Features: 

 Support for Apache and IIS web servers and FastCGI authorizers on a wide range of platforms, 

including Windows, Linux, OS X, and Solaris. 

 Excellent scalability in both user load and automated management of Identity Providers. 

 Support for virtualization of web servers and applications. 

 Works with all compliant SAML implementations. 
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 A variety of authorization and policy-oriented features. 

 

 

Figure 8 - IAM Flow Schema 

4.4.3 IAM security 

IAM is a on separate server that we manage on our network. Applications are configured to point to and be 
secured by this server. It uses open protocol standards like Open ID Connect or SAML 2.0 to secure SCN 
applications. Browser applications redirect a user’s browser from the application to the authentication server 
where they enter their credentials. This is important because users are completely isolated from applications 
and applications never see a user’s credentials. Applications instead are given an identity token or assertion 
that is cryptographically signed. These tokens can have identity information like username, address, email, and 
other profile data. They can also hold permission data so that applications can make authorization decisions. 
These tokens can also be used to make secure invocations on REST-based services. 

4.4.4 IAM Key Features 

 Single-Sign On and Single-Sign Out for browser applications. 
 

 OpenID Connect support. 
 

 OAuth 2.0 support. 
 

 SAML support. 
 

 Identity Brokering - Authenticate with external OpenID Connect or SAML Identity Providers. 
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 Social Login - Enable login with Google, GitHub, Facebook, Twitter, and other social networks. 
 

 User Federation - Sync users from LDAP and Active Directory servers. 
 

 Kerberos bridge - Automatically authenticate users that are logged-in to a Kerberos server. 
 

 Admin Console for central management of users, roles, role mappings, clients and configuration. 
 

 Account Management console that allows users to centrally manage their account. 
 

 Theme support - Customize all user facing pages to integrate with your applications and branding. 
 

 Login flows - optional user self-registration, recover password, verify email, require password update, 
etc. 

 

 Session management - Admins and users themselves can view and manage user sessions. 
 

 Token mappers - Map user attributes, roles, etc. how you want into tokens and statements. 
 

 Not-before revocation policies per realm, application and user. 
 

 CORS support - Client adapters have built-in support for CORS. 
 

 Service Provider Interfaces (SPI) - A number of SPIs to enable customizing various aspects of the server. 
Authentication flows, user federation providers, protocol mappers and many more. 

 

 Client adapters for JavaScript applications, WildFly, JBoss EAP, Fuse, Tomcat, Jetty, Spring, etc. 
 

 Supports any platform/language that has an OpenID Connect Resource Provider library or SAML 2.0 
Service Provider library. 
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4.5 Security mechanisms for SELIIS platform 

4.5.1 Big Data Framework Security & Access Controls 

There are two sides to any access control solution. The first is restricting data and operations from users who 
should not have access, and the second is granting access to users who should have access. Picking the right 
access control strategy can have a profound impact on how effectively users can leverage a datastore. To 
satisfy policy restrictions, coarse-grained access mechanisms often must restrict data that could otherwise be 
shared. Granular access control mechanisms are a tool that can be used to reduce data restriction without 
violating policies.  

The following best practices should be followed while ensuring granular access control: 

 balance complexity and granularity of access control.  

 use of fine-grained access controls requires an increased complexity in data labelling and security 
attribute management, while coarse-grained access controls demand data modelling.  

For example, database views can be used to protect databases that do not support row-, column-, or cell-level 
access controls, but users must then maintain the views. 

4.5.2 Encryption mechanisms 

The SEC.REQ.1. listed in 4.6.4.1 Flow Encryption and SEC.REQ.3. listed in 4.6.4.3 Integrity protection describe 
the general encryption requirement and in witch part of the SELIS platform this requirement has to be 
implemented. In this section we include a description of possible techniques that could be used in the specific 
contest. Other equivalent security measure could be used for technical reasons, the security measure has to 
guarantee the confidentiality and the integrity of the information exchanged between the SELIS’ components. 

Encryption mechanisms aim to reflect the business/usage requirements and the sensitivity of the SELIS data to 
be protected. Typically, data must be managed differently depending on its state or location, whether at rest, 
in transit, or in use while in the Cloud. While the security of data in transit benefits from mature encryption 
tools such as SSL, protecting data at rest while ensuring its availability presents additional and ongoing 
challenges. For structured storage, one of the more challenging problems is how to encrypt data while 
retaining the ability to read indexes and key fields which may need to be in plaintext. For all data, the goal is to 
enable secure access and collaboration while protecting against unauthorized access. Encryption solutions 
must be architected to achieve the goals of both data protection (confidentiality and integrity) as well as 
availability of the data, the service, and the capability to collaborate and share easily. As is the case with any 
play a central role in the architecture of encryption delivered through the cloud as well as any legal and 
jurisdictional requirements approach to implementing an encryption solution, considerations around key 
management will which must be complied with. 
At this scope, we should consider policy such as an access (segregation of the access to the SCN information 
between users, e.g. SONAE ERP - read and modify, supplier - read-only, SONAE users – read and modify, etc.) 
and other tags such as data classification (high business impact, top secret, etc.) and type of data (e.g. forecast 
information provided by SONAE DSS to users). This sort of solution could address the protection needs of data 
at rest and data in transit which would not be as dependent on VPN protection, physical protection, or many 
other confidentiality controls. Interoperability of encryption systems is an important consideration when 
implementing cloud solutions. Cloud encryption services protecting data at rest, in transit, or in use must 
effectively support the eventual need for decrypting encrypted data. Moving encrypted data into and out of 
the cloud without interoperable encryption solutions capable of processing the encrypted data wherever it is 
needed will result in disruption of business operations. Encryption and decryption cycles may fluctuate within 
different processing environments, by different users, and over varying periods of time. Scenarios where data 
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is encrypted for long-term cloud archiving or storage typically have only an infrequent need to decrypt 
protected information and only within a narrow range of environmental variation. 

In the description sections (in the notes sections are described when the requirements could be leave out) of 
SEC.REQ.1. (4.6.4.1 Flow Encryption) and SEC.REQ.3. (4.6.4.3 Integrity protection) are described the cases 
where encryption security measure is required (e.g. in the exchange of forecast information and location of the 
package). 

4.5.2.1 Encryption of Data in Transit 

The Data in Transit scenario includes the following situations: 

 Data transiting from an end user endpoint computer (e.g., laptop) on the Internet to a web-facing 
service in the cloud. 

 Data moving between machines within the cloud (including between different cloud services), e.g., 
between a web Virtual Machine and a Database. 

 Secure channels across boundaries such as hybrid topologies where there is a connection between a 
customer on-premise network and the cloud provider. 

The SCN cryptography for the data in transit scenario will be based on Transport Layer Security (TLS). This 
cryptographic protocol (in the form of https) provide communication security over the Internet and are the de 
facto encryption approach for browser-to-web host and host-to-host communication. It uses asymmetric 
cryptography for key exchange followed by symmetric encryption for content confidentiality. 

Also, IPsec is a transit encryption protocol, used for VPN tunnels that can utilize cryptography algorithms such 
as 3DES and AES. 

Protecting data in transit should be essential part of SCN data protection strategy. Since data will be moving 
back and forth from different locations, as mentioned the recommendation is that we always use SSL/TLS 
protocols to exchange data across different locations. In some circumstances, it could be possible to isolate the 
entire communication channel between our on-premises and cloud infrastructure by using a virtual private 
network (VPN). For data moving between on-premises infrastructure and cloud infrastructure, it should be 
considered appropriate safeguards such as HTTPS or VPN. If we fail to protect data in transit we could be more 
susceptible for man-in-the-middle attacks, eavesdropping and session hijacking. These attacks can be the first 
step in gaining access to confidential data. Larger data sets can be moved over a dedicated high-speed WAN 
link such as ExpressRoute. If the choice is to use ExpressRoute, you can also encrypt the data at the application-
level using SSL/TLS or other protocols for added protection. 

4.5.2.2 Encryption of Data at Rest 

SCN will manage different types of data at rest, each type must be treated with a different level of protection 
depending on their confidentiality. With respect to this scenario, we are going to detail the recommendations 
necessary for the variety of data. 

The data at rest scenario captures the use of encryption to protect the confidentiality of valued data while in 
storage. Storage takes many forms for cloud providers, including storage devices, databases, and a variety of 
unstructured objects. One of the challenges of encrypting structured database storage is how to encrypt data 
while retaining the ability to read indexes and key fields which may need to be in plaintext. There are multiple 
schemes, such as column-level encryption for structured data using Transparent Data Encryption (TDE), and 
dispersal techniques that split data and send pieces to various locations, so that if one repository is 
compromised the captured data yields no information. Data can also be at rest in a variety of unstructured 
forms such as spreadsheets, reports, folders, files, images, documents and emails. Encryption can be applied 
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through Digital Rights Management (DRM) schemes, native file system encryption, and application software 
development tools. 

The simplest but strongest form of encryption uses a “symmetric” key and is essential for protecting data, 
whether it is at rest on a computer or at rest on a server somewhere in the cloud. Generally, it uses the same 
key (or password) to encrypt and decrypt data, and is sometimes referred to as secret-key encryption. This type 
of technology is used to encrypt everything from an entire hard drive to an individual file. Once a file is 
encrypted, it can be sent or stored in the cloud — but a cloud provider would not have access to the data 
without having access to the original key.  

The primary advantage of this form of encryption is that it is fast and can be used to encrypt large volumes of 
static data. Symmetric keys are generally 128 or 256 bits in length. Some examples of symmetric key encryption 
systems include DES, TripleDES, Advanced Encryption Standard (AES), AES-256, Twofish, Blowfish, and RC5. AES 
is the most popular form and is approved for protecting classified US government information. 

The biggest limitation of symmetrical encryption algorithms like AES lies in their inability to adeptly share 
information across a network or with multiple parties. If multiple people need access to the same data, there 
must be a way to distribute the keys without the keys being intercepted. This makes it especially difficult to use 
across a network, because there generally are not secure ways to send the key across the network (without 
another layer of encryption). An additional downside of symmetric encryption is that often only the user has 
the key (not the maker of the algorithm or the device), so if a key is lost or a password is forgotten any 
encrypted data is likely to be unrecoverable. 

Hard drives can be encrypted with full disk encryption implementations available as an OS feature as well as 
self-encrypting solutions following the Trusted Computing Group’s OPAL standard.  

Data at rest refers to data while it is inside persistent storage in structured and unstructured forms such as 
databases and file systems. Security best practices indicate that: 

1. All data classified as needing protection should be encrypted while in storage. 
2. The use of encryption should be based on the sensitivity and value of the data (based upon SCN data 

classification requirements). For example, a possible data handling standard or policy might specify 
that the use of encryption is optional for lower value data but mandatory for high value digital assets. 

3. Access to stored data should be granted on a need-to-know and least privilege basis. 
4. All access to classified/encrypted data must be compliant with established access control policy. In 

some cases, the policy for who or what is granted access is defined by the owner or a delegated owner 
of the data; in other cases, the policy decision may be set by a custodian of the data, e.g. an IT 
department. 

5. In addition to procedural access control, a cryptosystem must support native integrity checking. 
6. It should be possible to compare some encrypted data (one-way hashed passwords) without 

jeopardizing the overall integrity of the cryptosystem. 
7. Once data is safely transmitted to a Cloud Infrastructure, it is stored in a secure way. 

Threats against end user devices may allow unauthorized parties to access personal information and sensitive 
data. To prevent such inappropriate disclosures, particularly of personally identifiable information (PII), data 
regarding competitive advantage and other sensitive data, the confidentiality of data needs to be secured on 
the devices. 

The primary security control for restricting access to sensitive information stored on end-user devices is 
encryption. Encryption can be applied granularly, such as to an individual file containing sensitive information, 
or broadly, such as encrypting all stored data. Encryption must be applied according to the different types of 
data processed by SCN: permanent data, transient data, sensitive and not sensitive data, functional data. 
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In the case of database infrastructure, primary keys are used for indexing and joining tables. Therefore, 
encryption may not be applicable. Sensitive data, such as personally identifiable information, should not be 
used as a primary key. Ensure that the encryption algorithm used is current and appropriate for the given data 
set. 

 

Data Description Type of Encryption 

Permanent long term storage of metrics and data Symmetric encryption 

Transient short term predictions and metrics not worth 
keeping 

Not encrypted 

Sensitive Data regarding competitive advantage and 
personal information 

Symmetric encryption 

Not Sensitive Data that has been agreed to be shared Not encrypted 

Functional Databases that support other systems, like DSS 
Applications 

Symmetric or Asymmetric 
encryption (it depends on the 
amounts of data) 

Table 4 - SCN data classification and encryption requirements 

4.5.3 Data in Use 

Data in Use refers to the actual dynamic processing of data, in addition to on-screen display and presentation 
of data. Processing needed to be done on readable, unencrypted data. For example, encrypted data needed to 
be decrypted prior to the CPU fetching the data from memory or storage. This created a serious vulnerability 
unless additional steps were taken to address storage of clear-text in system memory as attacks involving 
memory dumps could be executed and sifted through to locate the desired information. Also, this exposed an 
opportunity for an insider attack by cloud provider administrators and vendors. 

From a high-level functional description, it is desirable to protect data by presenting encrypted data in a way 
that enables it to be processed. What is needed is the ability to perform operations on cipher-text without 
needing to decrypt it first. Clearly such a solution is extremely desirable for cloud computing. Addressing the 
challenge of protecting data, while at the same time presenting it in a way that enables it to be processed, is 
still relatively new when compared with encryption-at-rest and in-transit. 
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4.5.4 IoT Security 

One of the possible access point to the SELIS platform could be through a IoT (e.g. a smartphone). The IoT 
security is a specific branch of security. For this topic, we could refer to OWASP IoT Security Basic Sets 
Guidelines. 

We can summarize it by describing the different categories through the security considerations and the related 
recommendations according to what is managed in SCN. 

Category IoT Security Considerations Recommendations 

Insecure Web 
Interface 

1. any web interface coding should be 
written to prevent the use of weak 
passwords; 

2. any web interface coding should be 
written to include an account lockout 
mechanism; 

3. any web interface coding should be 
tested for XSS, SQLi and CSRF 
vulnerabilities; 

4. any web interface has the ability to use 
HTTPS to protect transmitted 
information; 

5. any web interface coding should be 
written to allow the owner to change 
the username and password; 

6. consider the use of web application 
firewalls to protect any web interfaces; 

When building a web interface 
consider implementing lessons learned 
from web application security. Employ 
a framework that utilizes security 
controls to ensure that vulnerabilities 
are mitigated in code.  

Be sure to plan for eventual upgrades 
or security fixes to the framework as 
well. If you use optional plugins to the 
framework be sure to review them for 
security. 

Deploy and protect the web interface 
in the same way you would any web 
application. Utilize encrypted transport 
protocols if possible, being sure to 
validate certificates. Limit access in 
whatever ways possible. Assume users 
will not change configuration so deploy 
in a secure manner with strong 
credentials already in place. 

Insufficient 
Authentication/
Authorization 

 

 Ensure that applications are written to 
require strong passwords where 
authentication is needed 

 Ensure the application takes into account 
multi-user environments and includes 
functionality for role separation 

 Implement two-factor authentication 
where possible/required 

 Ensure password recovery mechanisms 
are written to function in a secure 
manner 

 Ensure that applications are written to 
include the option to require strong 
passwords 

 Ensure that applications are written to 
include the option to force password 
expiration after a specific period 

 Ensure that applications are written to 
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include the option to change the default 
username and password 

Insecure 
Network 
Services 

 

 Ensure applications that use network 
services don't respond poorly to buffer 
overflow, fuzzing or denial of service 
attacks 

 Ensure applications test ports are taken 
out of service before going to production 

Try to utilize tested, proven, 
networking stacks and interfaces that 
handle exceptions gracefully. Be sure 
that any test or maintenance 
interfaces are disabled or properly 
protected. Avoid exposing 
unauthenticated protocols (such as 
TFTP) or unencrypted channels (such 
as telnet) if possible.  

Consider the attack surface that device 
network services present. Turn off 
unnecessary services and deploy 
measures to protect required services, 
detect malicious activity, and react to 
an attack with measures such as lock-
outs or temporary firewall rules. 

Lack of 
Transport 
Encryption 

 

 Ensure all applications are written to 
make use of encrypted communication 
between devices and between devices 
and the internet 

 Use recommended and accepted 
encryption practices and avoid 
proprietary protocols 

 Consider making a firewall option 
available for the application 

Utilize encrypted protocols wherever 
possible to protect all data in transit. 

Where protocol encryption is not 
possible consider encrypting data 
before transfer. 

Privacy 
Concerns 

 

 Ensure only the minimal amount of 
personal information is collected from 
consumers 

 Ensure all collected personal data is 
properly protected using encryption at 
rest and in transit 

 Ensuring data is de-identified or 
anonymized 

 Ensuring end-users are given a choice for 
data collected beyond what is needed for 
proper operation of the device 

Data can present unintended privacy 
concerns when aggregated. As a rule 
collect the minimal amount of data 
possible. Consult with data scientists, 
legal and compliance teams to 
determine risk of data collection and 
storage. Consider implications of 
consent and the fact that IoT devices 
may not present an interface for 
collecting consent and may passively 
collect data about people other than 
owners and operators. IoT may collect 
information about individuals who 
cannot provide consent (such as 
minors) and data collection should be 
modified accordingly. 

Insecure Cloud 
Interface 

 Ensure all cloud interfaces are reviewed 
for security vulnerabilities (e.g. API 
interfaces and cloud-based web 

Cloud security presents unique security 
considerations, as well as 
countermeasures. We should refer to 
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 interfaces) 

 Ensure that any cloud-based web 
interface coding is written to disallows 
weak passwords 

 Ensure that any cloud-based web 
interface coding is written to include an 
account lockout mechanism 

 Implement two-factor authentication for 
cloud-based web interfaces 

 Ensure that any cloud interface coding 
has been tested for XSS, SQLi and CSRF 
vulnerabilities 

 Ensure that all cloud interfaces use 
transport encryption 

 Ensure that cloud interfaces are written 
to include the option to require strong 
passwords 

 Ensure that cloud interfaces are written 
to include the option to force password 
expiration after a specific period 

 Ensure that cloud interfaces are written 
to include the option to change the 
default username and password 

cloud solution about options for 
security mechanisms. 

Insecure Mobile 
Interface 

 Ensure that any mobile application coding 
is written to disallows weak passwords 

 Ensure that any mobile application coding 
is written to include an account lockout 
mechanism 

 Implement two-factor authentication for 
mobile applications (e.g Apple's Touch ID) 

 Ensure that any mobile application uses 
transport encryption 

 Ensure that mobile interfaces are written 
to include the option to require strong 
passwords 

 Ensure that mobile interfaces are written 
to include the option to force password 
expiration after a specific period 

 Ensure that mobile interfaces are written 
to include the option to change the 
default username and password 

 Ensure that mobile interfaces only collect 
the minimum amount of personal 
information needed 

Mobile interfaces to IoT ecosystems 
require targeted security. Consult the 
OWASP Mobile Project for further 
guidance. 

Insufficient 
Security 
Configurability 

 Ensure applications are written to include 
password security options (e.g. applying 
password policy) 

Security can be a value proposition. 
Design should take into consideration a 
sliding scale of security requirements. 
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 Ensure applications are written to include 
encryption options (e.g. Enabling AES-256 
where AES-128 is the default setting) 

 Ensure all applications are written to 
produce logs for security events 

 Ensure all applications are written to 
produce alerts and notifications to the 
user for security events 

Architect projects with secure defaults 
and allow consumers to select options 
to be enabled or disabled. IoT design 
should be forward compatible with 
respect to security - as cipher suites 
increase and new security technologies 
become widely available IoT design 
should be able to adopt these new 
technologies. 

Remember the security lifecycle of 
protect, detect, and react. Design 
systems to allow for the detection of 
malicious activity as well as self-
defending capabilities and a reaction 
plan should a compromise be 
detected. Design all stages of the 
lifecycle to be evolutionary so 
improvements can be added to a 
system or device future releases, 
updates, or patches. 

Insecure 
Software/Firm
ware 

 

 Ensure all applications are written to 
include update capability and can be 
updated quickly when vulnerabilities are 
discovered 

 Ensure all applications are written to 
process encrypted update files and that 
the files are transmitted using encryption 

 Ensure all applications are written to 
process signed files and then validate that 
file before installation 

Many IoT deployments are either 
brownfield (i.e. applied over existing 
infrastructure) and/or have an 
extremely long deployment cycle. To 
maintain the security of devices over 
time it is critical to plan for patches 
and updates. 

Confidentiality, Integrity, and 
Availability (CIA) are primary concerns 
when providing binaries and updates 
to edge devices. Encrypt updates 
before distribution, providing 
decryption keys along with download 
instructions to authorized devices. 
Updates should have cryptographic 
signatures using public key 
cryptography that can be verified by 
devices. A cryptographic signature 
allows for distribution of updates over 
untrusted channels, such as Content 
Delivery Network (CDN), peer-to-peer, 
or machine to machine (M2M). 

Devices should always validate 
cryptographic certificates and discard 
updates that are not properly 
delivered or signed. If unencrypted 
updates are utilized be sure that a 
cryptographic hash of the update is 
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provided over an encrypted channel, 
so the device can detect tampering. 

Provide a mechanism for issuing, 
updating and revoking cryptographic 
keys as well. Key management and 
lifecycle should be taken into 
consideration prior to deployment. 
This includes the SSL trust store, or 
root trust, on a device, which may have 
to be modified over the lifespan of the 
device. 

Poor Physical 
Security 

 Ensure applications are written to utilize a 
minimal number of physical external 
ports (e.g. USB ports) on the device 

 Ensure all applications cannot be 
accessed via unintended methods such as 
through an unnecessary USB port 

 Ensure all applications are written to 
allow for disabling of unused physical 
ports such as USB 

 Consider writing applications to limit 
administrative capabilities to a local 
interface only 

Plan on having IoT edge devices fall 
into malicious hands. Utilize whatever 
physical security protections are 
available. Disable any testing or 
debugging interfaces, utilize Hardware 
Security Modules (HSM's), 
cryptographic co-processors, and 
Trusted Platform Modules (TPM's) 
wherever possible. 

Consider the implications of a 
compromised device. Do not share 
credentials, application or 
cryptographic keys across multiple 
devices to limit the scope of damage 
due to a physical compromise. 

Plan for the transfer of ownership of 
devices and ensure that data is not 
transferable along with the ownership. 

Table 5 - Security Recommendations 

4.5.5 Security Logging 

An important aspect of the security is the logging of the actions and tasks. The SEC.REQ.4. listed in 4.6.5.1 
Security logging for insider and SEC.REQ.5. 4.6.5.2 Security logging for User describe the general requirements 
for the logging for internal and external users. The logging of the activities could be the same for the both types 
of SELIS users but it could be sunder in two different logging systems if necessary. 

Security Logging provides developers and operational personnel with APIs for logging security-related events. 
Logging is often neglected by developers when thinking of security considerations. However, proper logging 
practice can provide the crucial forensics needed to investigate after a breach, and perhaps more importantly, 
a change to detect security issues as they happen. Most developers are already familiar with using logging for 
debugging and diagnostic purposes, so it should be easy for them to grasp the concept of security logging as 
well. Security Logging aims to give developers an easy way to get started with logging security events, tracking 
extra forensic information like who (username), what (event type), and where (IP address, server name) 
needed for forensics. It also provides a means for classifying the information in log messages and applying 
masking if necessary. 
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4.5.6 Federated Identity Schemes 

A user authenticates with his or her organizational credentials, and the organization (or identity provider) 
passes the minimal identity information necessary to the service provider to enable an authorization decision. 
It also provides extended privacy functionality allowing a user and their home site to control the attributes 
released to each application. 

It enables access scenarios that span security boundaries (cloud-based applications, multi-forest collaboration, 
heterogeneous platforms, partner extranets, etc.) without the need for redundant user passwords. With 
federation support in both Identity Provider (IdP) and Service Provider (SP) roles, Cloud Access Manager easily 
facilitates user access to web applications, regardless of where the users and/or the apps are located. 

4.5.7 Data Gateway Security 

Cloud application will store sensitive data “in the clear”, this means that data it’s stored in an unprotected 
format. This is a big concern for Chief Information Security Officers (CISOs), compliance organizations, business 
decision makers, and everyone else in the project that understands how a data breach can result in the loss of 
sensitive information, damage of brand and company, and potentially cost money in exposure and possible 
legal costs.  

A cloud data gateway solution should provide a way for the SCN to encrypt sensitive information as it moves to 
any cloud application and then decrypt it again as data is delivered to end users. This protects the data from 
being accessed by other tenants in a Software as a Service (SaaS) solution, SaaS administrators, and other 
unauthorized personnel inside and outside of SCN. 

The approach should aim to protect sensitive data before it leaves SCN secure enterprise network. 

A suitable solution deployed between users and cloud applications and should act as a reverse proxy server 
that monitors all incoming and outgoing traffic (e.g., HTTP, SMTP and REST) between enterprise users and all of 
cloud applications. 

The gateway examines all outgoing cloud requests, in real time, to identify sensitive data, encrypt or tokenize 
that data, and then forward the modified request to the cloud application. Similarly, encrypted or tokenized 
data returning from the cloud application is converted, again in real time, in a text that can be read, prior to 
being displayed to the end use. 

The gateway should provide multiple forms of encryption and tokenization based on the level of protection 
needed. This includes AES-256 strong encryption, which is the highest level of protection available. It’s 
necessary identify which cloud data are considered sensitive, such as proprietary information, personally 
identifiable information, or other regulated data.  

When that data is posted into the cloud application, the gateway solution applies the encryption method 
selected to protect the data before it leaves the enterprise network. It’s able to do this while preserving the 
formats of the data, such email and phone number formats, and maintaining native application functionality 
such as searching, sorting, and reporting. 

A solution would be appropriate not only to protect structured data stored in cloud applications such as tables, 
rows, and columns of a database, but also to encrypt and tokenize email messages and attachments, including 
spreadsheets, PDF files, and JPEG graphic files.  

Finally, prior to uploading files into SCN cloud application, a malware detection capability should identify and 
block infected files from being uploaded, enabling SCN to protect against attempts by hackers to penetrate 
data-rich cloud environments. It should provide an audit trail of all activities, so that it can be possible to track 
what users are logging in, from what IP addresses, at what time, and what records they are accessing from 
cloud applications. In addition, could also secure remote and mobile access with devices such as Android, Apple 
iPhone, and Blackberry smartphones. 
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4.6 Compliance to GDPR 

The 27th of April of 2016 the European Commission and the EU Parliament approved the first parts of the new 
European Privacy framework composed, at this moment, by the Regulation (EU) 2016/679 (General Data 
Protection Regulation noted also as GDPR) and the Directive (EU) 2016/680 (on Prevention, investigation, 
detection or prosecution of criminal offences or the execution of criminal penalties, and on the free movement 
of such data). The full European Privacy framework is evolving, indeed the European Commission and the EU 
Parliament are working on a draft of new regulation to replace the Directive 2002/58/EC related to the Over 
the Top (OTT) services and guidelines provided by Working Party 29 (e.g. Guidelines on Data Protection Impact 
Assessment (DPIA) and determining whether processing is “likely to result in a high risk” for the purposes of 
Regulation 2016/679). 

The draft of the ePrivacy regulation is part of the same framework because the Article 1 of the draft say “The 
provisions of this Regulation particularise and complement Regulation (EU) 2016/679 by laying down specific 
rules for the purposes mentioned in paragraphs 1 and 2.” and the Article 27 about the starting effect of the new 
regulation say: “Directive 2002/58/EC is repealed with effect from 25th May 2018”, the same date of the GDPR. 

The European’s privacy law context is composed by many different parts. The fundamental of the European 
privacy is in the European Convention on Human Rights and in particular in the Article 8. The right of privacy is 
one of the fundamentals for the European citizens. Around this fundamental right was approved the GDPR that 
is a general regulation on data protection that can applied in all situations, in the management of sensitive data 
in an hospital to a management of personal data in a non-profit association. The GDPR include indication on 
general principles for the protection of personal data in information systems and in traditional processes. 

 

Figure 9 - GDPR 

The compliance to the GDPR include the respect of some principles in the design, development and 
management of the solution. The SELIS project is a European project that has involved many different 
European partners. From the current European Privacy Framework, we can apply in the SELIS project the GDPR 
for the material scope (Art. 2) and territorial scope (Art. 3).  

The applicable principles in the SELIS project are: 

o Principle 1: 

 

o Data Protection by Design and By Default. (Art. 25). 

o Principle 2: o Data Protection Impact Assessment. (Art. 35). 
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o Principle 3: 
o Data processing (Data minimisation, encryption and pseudonymisation). 

Processing of personal data (Art. 5), Lawfulness of processing (Art. 6), 
Security of processing (Art. 32). 

o Principle 4: 

 

o Data transfers. (Art. 44) 

o Principle 5: 

 

o Informed consent. Conditions (Art. 7), Information (Art. 13 and 14). 

o Principle 6: 

 

o Data subjects rights. 

4.6.1 Data Protection by Design and By Default for SELIS 

The SELIIS project started from some existing tools and software and it is developing some new functionalities 
in the existing tools and some new tools. For the application of the Data Protection by Design principle in the 
SELIS project we took in consideration some important aspects of the SELIS project: 

 The final version of the SELIS platform will be a TRL7; 

 The design team of SELIS project defined a list of general security principles that the design team 
applied during the design stage (see subsection 4.6.2); 

 Definition of some specific compliance requirements for partners tools and data outside the SELIS 
domain but that interact with SELIS platform (see subsection 4.6.3); 

 Definition of some specific technical requirements (see subsection 4.6.4); 

 Security testing for check the security status of the platform (see subsection 4.6.8). 

4.6.2 General security principles for SELIS 

4.6.2.1 Data minimisation, anonymization and pseudonymisation 

When designing a system that manage and processing personal data it should be taken in consideration the 
opportunity to collect and manage the minimum set of data necessary for the processing and, if it is possible, 
separate the data according to their criticality by focusing the critical data on a subset of systems. If it possible 
could be adopt anonymization and/or pseudonymisation techniques to reduce the critically of the managed 
data. 

4.6.2.2 Secure Design Principles 

When designing a system that requires meeting a security and privacy quality attribute, architects need 
consider the scope of security needs and the minimum required security qualities. Not every system will need 
to use all of the basic security design principles but will use one or more in combination because the existence 
of security in an application adds an additional layer to the overall system and can affect performance. That is 
why the definition of minimum security acceptably is need when a system is designed because this quality 
attributes needs to be factored with the other system quality attributes so that the system in question adheres 
to all qualities based on the priorities of the qualities. 

In order to comply with NIST best practices, the following design patterns should be taken into consideration 
when designing/developing new software modules. 
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4.6.2.3 Session Management 

Considered as a key aspect of the secure programming, Session Management techniques need to assure 
adherence against best practices and secure implementation. Weak mechanisms for the sessions handling are 
typical sources of several dangerous threats such as those based on the Man in The Middle paradigm and 
Session Fixation. These threats can compromise all aspects of security, immediately exposing trust factors, 
which are disruptive for the business. 

However, it is important to briefly report the bullet points which will be taken into consideration when 
evaluating technological choices in the matter of Session Management: 

 Usage of High-Entropy Randomization for the generation of tokens and sessions objects. 

 Protection against disclosure of session related information. 

 Weak configuration of existing Session Management components (i.e. Frameworks). 

 Lifecycle of the session object as per security best practices. 

 Evaluation of the “per-request” token as per Complete Mediation principle. 

4.6.2.4 Least Privilege 

The Least Privilege design principle requires a minimalistic approach to granting user access rights to specific 
information and tools. Additionally, access rights should be time based as to limit resources access bound to 
the time needed to complete necessary tasks. The implications of granting access beyond this scope will allow 
for unnecessary access and the potential for data to be updated out of the approved context. The assigning of 
access rights will limit system damaging attacks from users whether they are intentional or not. This principle 
attempts to limit data changes and prevents potential damage from occurring by accident or error by reducing 
the amount of potential interactions with a resource. 

4.6.2.5 Defence in Depth 

This principle has the goal of avoiding compromising a system due to the failure of a single component or 
system. For this matter should be mandatory the evaluation of segmented production environments, designed 
to host at least two distinct zones, such as DMZ and Backend, which shall host different layers of the same 
application. Additionally, this concept should be applied when implementing validation strategies, where 
client-side filtering is considered as an additional layer of validation along with the server side validation logic, 
which itself can be layered combining various techniques, such as White and Black Listing. 

4.6.2.6 Fail Secure 

The Fail-Safe Defaults design principle pertains to allowing access to resources based on granted access over 
access exclusion. This principle is a methodology for allowing resources to be accessed only if explicit access is 
granted to a user. By default, users do not have access to any resources until access has been granted. This 
approach prevents unauthorized users from gaining access to resource until access is given. 

4.6.2.7 Economy of Mechanism 

The Economy of mechanism design principle requires that systems should be designed as simple and small as 
possible. Design and implementation errors result in unauthorized access to resources that would not be 
noticed during normal use. 

Design decisions should be based on the Economy of Mechanism that mandates the easiest decision is often 
the most secure as well. Complex components should be avoided and when necessary a design review might 
be needed in order to evaluate functionalities splitting. Secure design requires the coding the lowest possible 
number of lines in order to reduce the likelihood of vulnerabilities being present within the code itself. 
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4.6.2.8 Complete Mediation 

The Complete Mediation design principle states that every access to every resource must be validated for 
authorization. As this principle drastically reduces performance in certain cases, rights should be validated via 
authorization checks all the time critical functions are called. Critical functions have to be evaluated during the 
design phase. 

4.6.2.9 Least Common Mechanism 

The Least Common Mechanism design principle declares that mechanisms used to access resources should not 
be shared. In order to respect this principle is required the usage of abstraction techniques to assure a certain 
critical functionality not to be shared between processes or users set on two different levels of privileges (i.e. 
guests and administrators). 

4.6.2.10 Psychological Acceptability 

The Psychological Acceptability design principle refers to security mechanisms not make resources more 
difficult to access than if the security mechanisms were not present. Design decisions and security decisions 
should have the lowest impact possible to end-users in order to increase the usability level. For example, the 
implementation of Passwords Policy as per security and usability requirements, should avoid requiring 
extremely long passwords and special characters as a default decision. 

4.6.2.11 Leveraging Existing Components 

This design principle mandates usage of existing and industry-known functionalities, libraries and software 
components in place of the implementation of new custom components that will provide an already available 
functionality. 

4.6.3 General Compliance requirements for SELIS 

4.6.3.1 Data Protection compliance for existing tools 

Id. COM.REQ.1.  

Scope Living labs and SELIS components 

Impacted Components: All existing tools and pre-existing parts of the SELIS tools 

Name Data Protection compliance for existing tools 

Classification C (Compliance) 

Description The partners’ existing tools used in the SELIS living labs or used as basis of the 
evolutions and developments for the SELIS platform have to be compliance with the 
existing pertinent (and approved) data protection European laws (GDPR, Directive 
680/2016 and WP29 guidelines). Each partner has to add to the law framework 
national or sector law(s) if necessary. 

Ownership The ownership for the compliance is in charge of the specific partner. 

Checks No controls are provided 

Notes For guarantee the compliance and the security of the pre-existing tools could be 

used indication from international standards e.g. ISO/IEC 27001:2013, ISO/IEC 
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27002:2013, NIST, OWASP, etc. 

4.6.3.2 Living labs’ personal data 

Id. COM.REQ.2.  

Scope Personal data 

Impacted Components: All SELIS’ living labs 

Name Living labs’ personal data 

Classification C (Compliance) 

Description The personal data used in the living labs has to be: 

 Simulated personal data (with the same characteristic of real data), or 

 Anonymized real personal data, or 

 Real personal data (collected with explicit consent from data subjects for 
the use in the living labs). 

Ownership The ownership for the personal data is in charge of the specific partner based on its 
role in the Living Lab(s). 

Checks No controls are provided 

Notes The coming into force of the GDPR will be 25 of May 2018. If the personal data are 

real data collected from data subjects it is necessary, use a consent form compliant 

with the GDPR. 

4.6.3.3 Informed consents 

Id. COM.REQ.3.  

Scope Personal data collected from data subjects 

Impacted Components: All SELIS’ living labs owners 

Name Living labs’ personal data 

Classification C (Compliance) 

Description In the case that the personal data used into living labs is real personal data collected 
from data subjects the consent has to: 

 Conformity to the Article 7, Article 8, Article 9, Article 10 (if applicable), and 
Article 11 (if applicable) of GDPR; 

 Include the information specified in Article 13 or Article 14 of GDPR in the 
informed consent; 

 Include description of the SELIS project, SELIS consortium, the SELIS project 
info (H2020 call number, topic and proposal’s number), and SELIS contact 
info; 
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Ownership The ownership for the personal data collection is in charge of the specific partner 
based on its role in the Living Lab(s). 

Checks No controls are provided 

Notes This compliance requirement is applicable only in case of the use of real personal 

data in the living labs. 

The coming into force of the GDPR will be 25 of May 2018. If the personal data is 

real data collected from data subjects it is necessary, use a consent form compliant 

with the GDPR. 

4.6.3.4 Data subjects’ rights 

Id. COM.REQ.4.  

Scope Process for the execution of data subjects’ rights 

Impacted Components: All SELIS’ living labs owners 

Name Data subjects’ rights 

Classification C (Compliance) 

Description Each partner has to set up a process for the execution of data subjects’ rights. 

Ownership The ownership for the personal data collection is in charge of the specific partner 
based on its role in the Living Lab(s). 

Checks No controls are provided 

Notes The process used for the execution of the data subjects’ right could be the same of 

the internal process of the partner. 

4.6.4 Technical security and privacy requirements for SELIS 

4.6.4.1 Flow Encryption 

Id. SEC.REQ.1.  

Scope Production Environment – Flow between all Components 

Impacted Components: All SELIS’ components involved in the exchange of data 

Name Flow encryption 

Classification S (Security) 

Description The flow of personal data between each component need to be managed with 
encrypted data transmission protocols require an encryption, with a minimum key 
length of 256 bit and the use of certificates of trusted certification organizations. 
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In asymmetric exchange of data (e.g. by an xml file stored in a repository) have to 
be used an equivalent protection of confidentiality of the data (e.g. by and public 
and private keys). 

Ownership The ownership for the definition of the technical solution for this requirement is in 
charge of the SELIS Design team and each partner for its ownership(s). 

Checks SELIS Design team 

Notes When the data exchanged is: 

 a common data (not personal or sensitive data); or 

 an anonymized personal data; 

this requirement could be leave out. 

4.6.4.2 System to System authentication 

Id. SEC.REQ.2.  

Scope Production Environment – Flow between all Components 

Impacted Components: All SELIS’ components 

Name Authentication 

Classification  S (Security) 

Description The communication between different components of the Platform have to happen 
only by a mutual authentication between components. 

Introduce the control that the component of the system could receive the data only 
from trusted source/s (e.g. authorized IP for the connection) 

Ownership The ownership for the definition of the technical solution for this requirement is in 
charge of the Business-e and the SELIS design team, each partner for its 
ownership(s). 

Checks SELIS Design Team 

Notes When the data exchanged is a common data (not personal or sensitive data) this 

requirement could be leave out. 

4.6.4.3 Integrity protection 

Id. SEC.REQ.3.  

Scope Production Environment – Flow between all Components 

Impacted Components: All SELIS’ components involved in the exchange of data 

Name Integrity protection 
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Classification  S (Security) 

Description The integrity of the data exchanged by components must be guarantee (e.g. include 
a hashing of the exchanged data or files). 

The implementation of this security requirement is not required for the TRL 7 
version. 

Ownership SELIS Design team 

Checks SELIS Design team 

Notes When the data exchanged is a common data (not personal or sensitive data) this 

requirement could be leave out. 

4.6.5 SW Platform Security 

4.6.5.1 Security logging for insider 

Id. SEC.REQ.4.  

Scope Production Environment – All new management / Back Office consoles accessible 
by the insiders 

Impacted Components: All internal SELIS components 

Name Security Logging for insider 

Classification  S (Security) 

Description All components have to be configure for trace and send logs to a specific SIEM or 
Log Collector (not included into Platform). 

In details, it’s required that the SW Platforms provides the following type of logs: 

 Login successful 

 Login failed 

 Logout 

Ownership TBD 

Checks TBD 

Notes The implementation of this security requirement could be changed with a 

temporary solution (e.g. local logging of the OS, Database, etc.) for the TRL 7 

version. 

When the data exchanged is a common data (not personal or sensitive data) this 

requirement could be leave out. 



D4.2. Cloud Infrastructure and Monitoring Platform 

© SELIS, 2016  Page | 68  

4.6.5.2 Security logging for User 

Id. SEC.REQ.5.  

Scope Production Environment – All external interfaces accessible by the users 

Impacted Components: All external SELIS components 

Name Security Logging for User 

Classification  S (Security) 

Description All external interfaces have to be configure for trace and send logs to a specific SIEM 
or Log Collector (not included into Platform). 

In details, it’s required that the SW Platforms provides, at least, the following type 
of logs: 

 Login successful 

 Login failed 

 Logout 

The implementation of this security requirement is not required for the TRL 7 

version. 

Ownership TBD 

Checks TBD 

Notes  

4.6.5.3 Secure Software development 

Id. SEC.REQ.6.  

Scope All new SW Platforms, components or functionalities 

Impacted Components: All new SELIS components 

Name Secure Development 

Classification  S (Security) 

Description Software code must be implemented considering the “Secure Coding Development 
Best Practices” in order to avoid software defects / vulnerabilities. 

Ownership Design team 

Checks No controls are provided 

Notes Could be follow the OWASP Secure Coding Practices (see www.owasp.org). 
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4.6.5.4 Password Policy for Users 

Id. SEC.REQ.7.  

Scope Production Environment – All external interfaces accessible by the end customers 

Impacted Components: All components with user interface 

Name Password Policy for Users 

Classification  S (Security) 

Description All component(s) directly accessed by external users (e.g. Internet exposed 
customer login forms) have to enforce password policy. 

In detail, it’s required that the password complexity has at least: 

 Minimum password length (at least 8 characters) 

 At least: 

o 1 lowercase characters 

o 1 uppercase characters  

o 1 of special characters (!, $, …)  

o 1 of numeric characters  

 Simple password check (default value: on): the password must not include 

parts of the username, the user has to be prompted to set a strongest one. 

 Number of admitted wrong passwords (max 3 attempts): this functionality 

will act during the users’ logon, if the number of wrong submitted password 

exceed the set one, the user will have to follow a different and strong way 

for the login in order to ensure that it is a user and not a computer is trying 

to access into user's account (e.g. it’s add a CAPTCHA to try again the login 

or the account have to be locked for 30’).  

 Account unlock: if an account has been locked cause the exceeding of the 

wrong password it’s required to implement reset password capabilities (e.g. 

by a secret question, mail verifying, etc.) 

 Password reset: if an account should be reset, secure mechanisms of 

password reset must be implement, such as: 

o request of another piece of information along with each password 

reset (e.g. date of birth); 

o ensure that only the owner of the email address can reset the 

password, by emailing a one-time link on the user’s mail account. 

Ownership SELIS components’ owners 

Checks No controls are provided 

Notes The implementation of this security requirement is not required for the TRL 7 

version. 
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4.6.5.5 Password Storing for Users 

Id. SEC.REQ.8.  

Scope Production Environment 

Impacted Components: All components with user interface 

Name Password Storing 

Classification  S (Security) 

Description The passwords that are saved on DB locally to the SW platform (e.g. Customer 

passwords) must be hashed at least with SHA-2@256-bit algorithm. 

Ownership SELIS components owners 

Checks No controls are provided 

Notes The implementation of this security requirement is not required for the TRL 7 

version. 

4.6.6 Hardening 

Id. SEC.REQ.9.  

Scope Production Environment - All technical infrastructure (SO, Database, middleware, 
etc.) 

Impacted Components: TBD 

Name Hardening 

Classification  S (Security) 

Description The operating systems, databases, middleware and application have to be hardened 

based on the producers’ guidelines. Not necessary services, ports and so on have to 

be closed/disabled. Default users and passwords have to disabled/cancelled. 

Ownership Design team (each partner for its ownership(s)) 

Checks TBD 

Notes The implementation of this security requirement could have a partially 

implementation for the TRL 7 version. 

4.6.7 Antivirus 

Id. SEC.REQ.10.  

Scope Production Environment - All Operating Systems 
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Impacted Components: TBD 

Name Antivirus 

Classification  S (Security) 

Description An Antimalware/antivirus SW has to be installed on all Virtual or Physical servers 

required to supply the SELIS platform and/or services. 

Ownership Design team (each partner for its ownership(s)) 

Checks TBD 

Notes  

4.6.8 Security testing 

4.6.8.1 Penetration Testing 

Id. SEC.REQ.11.  

Scope SELIS Platform and Living labs 

Impacted Components: TBD 

Name Penetration Testing 

Classification  S (Security) 

Description The final version of the SELIS platform has to test with a Penetration Test and 
Vulnerability Assessment. 

Ownership TBD 

Checks TBD 

Notes The scope and the attack(s) scenario will be define before the testing. 

 

4.7 Summary of Security Recommendations  

Security and privacy recommendations are summarized to follow when planning, reviewing, negotiating, or 
initiating a cloud service arrangement. 

 

Areas Recommendations 

Governance Extend organizational practices pertaining to the policies, procedures, 
and standards used for application development and service provisioning 
in the cloud, as well as the design, implementation, testing, use, and 
monitoring of deployed or engaged services.  
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Put in place audit mechanisms and tools to ensure organizational 
practices are followed throughout the system lifecycle. 

Compliance  Understand the various types of laws and regulations that impose 
security and privacy obligations on the organization and potentially 
impact cloud computing initiatives, particularly those involving data 
location, privacy and security controls, records management, and 
electronic discovery requirements.  
Review and assess the cloud provider’s offerings with respect to the 
organizational requirements to be met and ensure that the contract 
terms adequately meet the requirements.  
Ensure that the cloud provider’s electronic discovery capabilities and 
processes do not compromise the privacy or security of data and 
applications.  

Trust  Ensure that service arrangements have sufficient means to allow visibility 
into the security and privacy controls and processes employed by the 
cloud provider, and their performance over time.  
Establish clear, exclusive ownership rights over data.  
Institute a risk management program that is flexible enough to adapt to 
the constantly evolving and shifting risk landscape for the lifecycle of the 
system.  
Continuously monitor the security state of the information system to 
support on-going risk management decisions.  

Architecture  Understand the underlying technologies that the cloud provider uses to 
provision services, including the implications that the technical controls 
involved have on the security and privacy of the system, over the full 
system lifecycle and across all system components.  

Identity and Access 
Management  

Ensure that adequate safeguards are in place to secure authentication, 
authorization, and other identity and access management functions, and 
are suitable for the organization.  

Software Isolation  Understand virtualization and other logical isolation techniques that the 
cloud provider employs in its multi-tenant software architecture, and 
assess the risks involved for the organization.  

Data Protection  Evaluate the suitability of the cloud provider’s data management 
solutions for the organizational data concerned and the ability to control 
access to data, to secure data while at rest, in transit, and in use, and to 
sanitize data.  
Take into consideration the risk of collating organizational data with that 
of other organizations whose threat profiles are high or whose data 
collectively represent significant concentrated value.  
Fully understand and weigh the risks involved in cryptographic key 
management with the facilities available in the cloud environment and 
the processes established by the cloud provider.  

Availability  Understand the contract provisions and procedures for availability, data 
backup and recovery, and disaster recovery, and ensure that they meet 
the organization’s continuity and contingency planning requirements.  
Ensure that during an intermediate or prolonged disruption or a serious 
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disaster, critical operations can be immediately resumed, and that all 
operations can be eventually reinstituted in a timely and organized 
manner.  

Incident Response  Understand the contract provisions and procedures for incident response 
and ensure that they meet the requirements of the organization.  
Ensure that the cloud provider has a transparent response process in 
place and sufficient mechanisms to share information during and after an 
incident.  
Ensure that the organization can respond to incidents in a coordinated 
fashion with the cloud provider in accordance with their respective roles 
and responsibilities for the computing environment.  
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5 SCN Architecture Decisions 

This section addresses work done relating to Subtask ST4.2.1 – Resources and Data Management as well as the 
overall scope of T4.2 Cloud Infrastructure. For the deliverable, it addresses the Cloud Infrastructure description 
and Cloud Platform setup.  

This section will highlight the decisions made regarding the SCN architecture. The purpose of the decisions 
made, and solutions chosen is to support the existing components and services as defined by D4.1. The goal is 
to take the concept and design the underlying infrastructure and hosting support for the SCN application and 
components, thereby enabling it to become a commercially viable SCN prototype that incorporates the non-
functional requirements such as Performance, Scalability, Monitoring, Security, Data Protection and more. In 
this manner the architecture decisions, design and technologies must support the SELIS design in its current 
form but have flexibility to accommodate an ongoing iterative design process. The decisions covered in this 
section are related to cloud infrastructure, orchestration, access scenarios and the logical division of certain 
services such as Pub/Sub, Adapters and IAM components. 

 

5.1 SCN Cloud Service Model 

The Cloud Model refers to the very top-level architecture strategy for a given software environment. If we take 
a set of “bare metal” hardware (i.e. a set of servers and storage hardware) as a starting point and then explore 
how a customer might make use of these, it will set the context of the discussion to follow.   

If the customer takes the set of bare metal hardware and deploys it in their own premises, using their own IT 
infrastructure and their own IT professionals to set it up and manage it, this is known as “On-Premise” (as the 
servers are on their premises). The advantages of this are total control and ownership – there is no reliance on 
3rd parties, but it does mean a significant initial outlay of cost as well as ongoing costs in terms of IT 
infrastructure (network connectivity for example) and IT support staff. 

If the customer rents the bare metal servers from a 3rd party, this is known as Infrastructure-as-a-Service (or 
IaaS). The consumer no longer worries about the hardware and associated management but can focus on what 
they want to do on/with the hardware. Reduced initial costs, reduced maintenance costs – but still a 
requirement for IT professionals to make use of the available hardware. 

Most enterprise level software solutions are no longer simply installed onto bare metal servers, there is usually 
some middle-ware regarding virtualisation, containerisation, orchestration and so forth. As an effort to reduce 
the skill requirement and management overhead for a customers’ IT staff this can be a worthwhile approach. 
This is known as Platform-as-a-Service and is targeted at customers who have a strong software development 
skillset and requirement, without any interest in the supporting frameworks for that development. 

Finally, at the highest level of abstraction, there is Software-as-a-Service. This is a model that most end-users 
are familiar with. At this point, the customer has handed over complete (or almost complete) maintenance to a 
3rd party vendor. This removes or significantly reduces the need for IT professionals and allows the consumer to 
simply use the SCN product as a service, with little to no interaction on a development or management level. 
The consumer must have a high level of trust in the 3rd party vendor, their partners and how they secure their 
data. 

The reality is that many organisations choose to go with a hybrid of some of the above – abstracting what they 
safely can, or need to, while maintaining some elements themselves, or even deploying manually On-Premise. 
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5.1.1 SCN Cloud Model Requirements 

A major initial requirement for IBM was to identify the type of cloud business model required to support the 
SCN application design, up to and including, its current state of development. It is imperative that the cloud 
infrastructure supporting the cloud business model adapts to the SCN application design and development. the 
reason being that the primary purpose of the cloud infrastructure and cloud model are to support the SCN 
application and ensure it is usable by Living Lab consumers via all required access scenarios. With that in mind 
one the first workshops that IBM held was on the topic of cloud business model type. We identified the need 
for a status check to get clarity and consensus from all the application developers so as to inform and drive 
decisions regarding cloud infrastructure topology, orchestration and supporting frameworks, automation, 
deployment, performance and security, all of which IBM needed to incorporate as design factors to properly 
support the SCN functional which the Design Team are developing. The pertinent decision-making factors and 
cloud model options that were discussed are outlined below. 

 

Figure 10 - Software Model  

 

On the left, there is a distributed set of nodes using any combination of on-premise (OnPrem) or cloud 
vendors to host the node. The big data analytics can be detached from the node to allow the computationally 
intensive work to be decoupled from the otherwise lightweight node. Information between nodes is shared 
across the internet securely using the StreamHub Pub/Sub messaging system designed in WP3.  

On the right, there is a SaaS (Software as a Service) model. In this model, each node is hosted in the same 
central location. Each node is its own separate logical entity but can make use of some shared resources from 
the hardware level (BDA compute, storage, network etc.) right up to some high-level software components 
such as firewalls and security frameworks. Nodes will share information across an internal network within the 
SaaS infrastructure. 

The differences, advantages and disadvantages depending on the end user requirements, are outlined in Table 
6 - SCN Model Comparison below. 

 

 

 Decoupled Services and Nodes Software as a Service 
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 Distributed Lightweight Nodes Software as a Service 

Node Hosting Customer can choose: OnPrem, Cloud Vendor, or Hybrid 
of both 

Customer cannot choose, uses service 
as-is. 

Bespoke 
Configuration 

Customer has complete control to design and configure 
as they see fit. 

Customer is limited by certain 
constraints set by the SaaS provider 

Big Data Hosting Customer can choose: OnPrem, Cloud Vendor, or Hybrid 
of both 

Customer cannot choose, uses service 
as-is. 

SELIS Network of 
Nodes 

Joins SELIS network of nodes on public internet. Internal Virtual SELIS network. 

Deployment and 
Configuration 

Customer must deploy and configure – requires in house 
IT professionals and expertise. 

Deployment & configuration carried 
out by SaaS Administrator 

SELIS Network Customers own & manage their own nodes, SELIS 
Network admin owns & manage SELIS Network 
infrastructure. 

SELIS Network is managed by SaaS 
Administrator 

Shared Resources SELIS Network components SELIS Network components, security, 
hardware, orchestration etc. 

Security & Data 
Protection 

Customer has more control of security and data 
protection policies and implementation. 

Customer relies upon security and data 
protection policies of cloud vendor. 

Table 6 - SCN Model Comparison 

To achieve consensus from the resulting discussions, IBM sought clarity on which cloud model it should base 
future infrastructure decisions on. The feedback that IBM received was that SaaS was the cloud business model 
to focus infrastructure design upon. 

 

5.2 Software as a Service (SaaS) Implications 

 With this requirement identified, there are now some general infrastructure implications spanning 
orchestration, security, monitoring, governance, performance and scalability which are addressed in further 
sections: 

 

 SaaS model requires substantial shared infrastructure for compute and storage requirements. The 
Proof of Concept environment in ICCS was upgraded for this purpose . 

 Although the option chosen was a single, centrally hosted option, development still needs to be 
agnostic of the hosting option chosen. With that in mind, no dependency will be built in to ICCS’s 
infrastructure. This allows the developed platform to be deployed on any major cloud vendor.  

 The SaaS model has implications with regard security and data protection, as all customers information 
will reside in one central location. Steps must be taken to ensure secure segregation of this information 
& access.  

 Administration & management will need to take place at a service level, not just at a single node level. 
As such all development of these tools and frameworks will be cover the scope of multiple nodes. 

 Due to the sharing of compute and storage resources, the possibility of an impact to a nodes 
performance by a neighbour node must be considered.  
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 The orchestration and security solutions chosen must be enterprise level to support large volumes of 
users and a number of SCNs. This increases the need for a stable, supported and well documented 
solution that scales and performs well under the strain of a full SaaS offering. 

 The SaaS model requires substantial use of shared resources. This is from an efficiency and 
management perspective. Some components are core to each individual SCN but there is scope to 
share resources in these areas: 

a. Hardware, Infrastructure, Hypervisor 
b. Container Management & Orchestration 
c. Compute & Big Data Analytics  
d. Security, Identity Management and Access Management 
e. Web Services and User Interfaces 
f. Certain Databases 
g. Node-to-Node connectivity 

 

5.2.1 SaaS Model Top Level Architecture 

At a very high level architectural level the SaaS model falls into several basic sub-categories, each of 
which will require its own approach, management, etc. Figure 11 shows how these various components relate 
to each other. Figure 11 is a simplified version of Figure 2. The notable difference is Figure 11 shows how the 
architecture supports multiple SCNs but does not show the internal components of each SCN. The various 
elements of this diagram are covered in subsequent sections of this document as outlined below. 

 

Figure 11 - SCN SaaS Architecture  

The key concepts represented in this diagram, and how they relate to other sections of this document are 
outlined as follows: 
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SCN Supporting Infrastructure and Orchestration  

This refers to the hardware, storage, hypervisor, VMs and orchestration layers that the following categories will 
all rely upon. These are in the grey boxes in Figure 11 More details on the major part that orchestration plays in 
the SCN SaaS architecture are in the Decision: Kubernetes Section. 

 

SCN Components 

These are the components that will be deployed for each individual node. Most of these are containerized and 
lightweight. They include (but are not limited to) components like the Knowledge Graph, Node Management, 
Internal Pub/Sub, BDA Endpoints, State Services and so on. These are in the purple box in Figure 11. The 
decisions and solutions that allow several distinct SCNs to be hosted together yet remain isolated and separate 
is discussed in the Decision: Kubernetes Section. 

Shared Components 

These components will be deployed only once for the entire SaaS offering. These include things like, identity 
management, access management, web services, storage & databases, network services & firewalls. These are 
represented by the yellow box in Figure 11. More details about the relationship between shared components 
and SCN components can be found in the SaaS Model - Shared Components vs SCN Components  Section. 

 

User Access 

Users access the SELIS Service via a web browser which connects to the DSS Business Applications. This access 
will reside behind a firewall layer and is secured with standard practices outlined in the SCN Security and 
Identity Management Section. More details on User Access is in the User Access Scenarios Section. 

 

Adapter Service 

The adapter service needs to provide an interface between the outside world and the SCN from a data source 
perspective. Customers will likely have existing methods and software for tracking their data and each 
customer will have a specific and unique format and transmission method. Format refers to considerations like 
naming schemes and data schemas and transmission method could be anything from HTTP rest to uploading 
CSV files using FTP. The adapter service needs to address all possible combinations allowing organizations to 
ingest data from their internal services into the SELIS node in a format the SCN can understand. This is in the 
orange box in in Figure 11 and more details can be found in the Data Access Scenarios  Section. 

 

Cloud Platform Security Layer and Components 

Security is a wide topic and is represented here by the cloud platform security layer (in red) between the SELIS 
Service and the public internet but also by the Identity Management components (In the Shared Components 
Section in yellow). These and other topics are discussed in more detail in the SCN Security and Identity 
Management Section. 

 

External PubSub Components 

The external PubSub is the backbone of the SELIS network, a virtual sharing space that allows SCNs to connect 
to each other and share information across nodes according to pre-arranged sharing agreements. Due to the 
possibility of future expansion to OnPrem (discussed below) this component is being designed to be viable for 
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connecting nodes that are in the same infrastructure (SaaS) or if nodes are distributed across the internet 
(OnPrem). For that reason, the external PubSub is a somewhat separate and distinct service. This is also a 
shared component and therefore is in the yellow box in Figure 11. More details on this can be found in the 
External Pub/Sub Service  Section. 

 

Monitoring Components 

The monitoring components (in blue) represent the components of a wide-ranging monitoring solution that 
will cover everything from hardware infrastructure, virtual infrastructure individual componentry and services 
as well as an overall SCN monitor and finally an SELIS Service Dashboard. More details on this can be found in 
the SCN Monitoring 

 

5.2.2 On-Premise Support 

Although the development approach chosen was SaaS, the OnPrem option will also be considered and 
designed for as a deployment option. There is also a possible legal or policy requirement that data not leave a 
particular premise or internal infrastructure and, in those cases, OnPrem would be the only viable option (Port 
Authorities, Customs Authorities, for example). For that reason, it was decided that the development of 
individual components would be done in a manner that still allows this approach in the future. The design 
allows for the component development remain the same from either approach, but the surrounding 
deployment, installation, configuration and management tools would need to be customised for the OnPrem 
option. This is because the end-user interaction would require a more tailored user interface and experience 
than the cloud administered option and would have a different set of end-user requirements. 

 

5.2.3 Multi-Tenancy 

Multi-Tenancy falls into two categories for this project – different organisations and companies and different 
users within those organisations. For the OnPrem model, the user-level multitenancy is the only context that 
needs consideration but for the SaaS model the design needs to account for multiple users from multiple 
organisations all sharing the same software space. Most components have not been specifically designed with 
SCN multi-tenancy in mind, therefore an “infrastructural multi-tenancy” approach has been taken. Each node 
will be its own unique set of components within a shared orchestration. However, each of these nodes will be 
isolated and separated ensuring no cross-interaction can occur between nodes at a network or storage level. 
This will be discussed in more detail later in this document. From an access perspective, this will be transparent 
as the web interface will simply join a user to the SCN it is a member of. 

 

5.3 Orchestration Frameworks  

This section relates to decisions made regarding the orchestration frameworks. The orchestration frameworks 
support almost all the internal components, shared or otherwise as well as providing functionality for a range 
of requirements such as Security, Scalability and Performance. The chosen orchestration solution will be the 
single most critical element in the overall cloud platform.  

 

5.3.1 Requirements 

Docker provides another layer of abstraction providing virtualisation at an operating system level in addition to 
the abstraction provided by virtualisation at the hardware level. Docker represents the top contender for state 



D4.2. Cloud Infrastructure and Monitoring Platform 

© SELIS, 2016  Page | 80  

of the art microservices technology. It uses various isolation technologies that are already present in the Linux 
operating system to run isolated and separate containers. This allows small, lightweight applications to be run 
in their own micro-environment without the overhead of starting and maintaining a new virtual machine and 
the various resource and management overhead that goes with it.  

The SCN design is based heavily on this concept and almost all components are designed to run within Docker 
containers. Docker provides additional benefits for the development cycle as the various component owners 
are able to customise and build their applications as Docker Images and then push these to a central SCN 
Docker Registry. In that manner, new builds and versions of components are easy to distribute.  

The components in their containerised form are packaged as Docker Images. These are essentially snapshots of 
the filesystem and resources required to run the component along with the various customised scripts, tools 
and applications that will run inside them. Finally, there are some configuration entries that define how all the 
parts will start, run and interact internally. Given the SCNs dependency on Docker, a comprehensive Docker 
management solution will be required.  

 

5.3.2 Decision: Kubernetes Key Features 

While Docker provides many benefits as described above, it alone is not suitable for enterprise level software 
microservices (14). The process of starting, stopping, deploying, monitoring containers is highly manual and 
limited. This is where the area of orchestration becomes useful. There are a variety of state of the art 
orchestration frameworks in use currently worldwide but the most prominent and noteworthy are Docker 
Swarm and Kubernetes. Kubernetes is the most widely adopted, although the most complex to implement – 
but that is due to its feature rich nature and suitability for enterprise level deployments. Docker Swarm is far 
simpler to implement and is completely integrated with the existing Docker frameworks while still providing 
many of the features that Kubernetes provides. A comparison of the relevant features and benefits of each 
potential solution are below. 

 Kubernetes Docker Swarm 

Official Documentation Covers essentials, edge cases 
often not covered 

Substantial 

Community Support Substantial Substantial 

Deployment Procedure Complex, Time Consuming Simple, automated 

REST API Yes Yes 

Command Line Interface Yes Yes 

Web UI Yes No 

Dynamic DNS Yes No 

Load Balancing Service Yes No 

Container Auto Scaling Yes No 

Table 7 - Kubernetes vs Swarm 
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Despite the overhead regarding deployment and complexity, Kubernetes is more suited to an enterprise level 
service offering like SELIS due to its native support of features such as Load Balancing, Auto Scaling, and 
Dynamic DNS service and more not mentioned here. Therefore, Kubernetes was chosen as the orchestration 
framework for the SELIS service. 

At an extremely high level, Kubernetes turns what is essentially a set of containerised applications into 
manageable services. A brief rundown of the features and how they relate to the SELIS Service are:  

 

 Cluster Management – this makes it easy to add Docker-enabled hosts to a cluster and add and 
remove new clusters. Clustering allows for a division of resources at a high level. As shown in Figure 12 
the architecture is divided into several services and sections including (but not limited to) Adapter 
Service, Shared Components and individual SCNs. In this manner, a cluster can be dedicated to one 
specific Service or area.   

 Container Management – Running containers, allocating to available nodes, allocating resources 
within nodes. The container management benefits several areas within the SELIS design from 
performance and scalability through to deployment and update management. 

 Resilience – Restarts bad-state or crashed containers by monitoring container responsiveness and 
availability.  

 Automatic Scaling – Will scale applications under load by adding more containers, which directly aids 
scalability of the SELIS Service. 

 Load Balancing – Automatically load balances across running containers also helps with performance 
and reliability of the components within the SELIS Service.  

 Setup – can connect to a variety of persistent storage back ends and inject properties into the 
containers. The SCNs rely on a variety of database and storage systems that need to be joined to the 
containerised components using them which is simplified by this functionality.  

 Virtual Networking – Ensures internal facing services are always at the same url even in different hosts, 
deployments etc. This is useful both for connecting SCNs to common services such as Identity and 
Access management but also with regarding connecting internal services within an individual SCN. 

 External Services – automatically configures NAT and reverse proxies to expose internal services 
externally. This will be relevant with how the external Pub/Sub systems are configured to be accessed 
externally. 

 Namespaces – this allows a logical division of sets of running containers through the use of virtual 
networks. This is of particular importance as it allows more than one SCN to run in the same cluster yet 
remain isolated and separate from each other. This has a variety of security and data protection 
implications.  
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Figure 12 - Kubernetes Cluster Topology  

Figure 12 - Kubernetes Cluster Topology shows a basic overview of the Kubernetes namespace topology that 
the SCN Service will employ. This representation shows two SCNs (one red, one blue) running inside a single 
Kubernetes cluster. Each SCN is running two services (which are the front ends to components). Each 
component is, as previously mentioned, containerised, so there are 1 or more containers per service. 
Kubernetes runs these containers in “Pods” which are still container runs -times but managed by Kubernetes. 
Pods can be automatically replicated to account for scaling for load or to replace pods that crash or are in a bad 
state.  In this manner, Kubernetes addresses some of the Performance and Scalability requirements outlined in 
the SCN Performance and Scalability Requirements section. 

Additionally, services & pods can be divided up into “Namespaces”. This allows resources and applications to 
be isolated and separated. In this implementation, each SCN’s components will be placed in its own unique 
namespace, preventing any SCN-to-SCN communication or information sharing unless it is done through the 
Pub/Sub formal sharing agreements. As can be seen from the diagram, a single component/service can be 
spread across multiple nodes as resource availability dictates. This reduces the need for a 1-to-1 dependency 
between virtual machines and SCNs. One large (blue) SCN with a total of 7 containers and one small (red) SCN 
with only 4 containers can both reside on 2 virtual machines. The large (blue) SCN makes use of the resources 
on both virtual machines whereas the small (red) SCN needs only some of the resources on one virtual 
machine. 
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Figure 13 - SCN Service Model in Kubernetes  

As touched on earlier, Kubernetes provides a feature, Services, which allows individual containers (or pods) to 
be made part of a replica set which reside behind a service. The benefit of using services is that the service can 
be made independent of the containerised applications that support it, in particular regarding accessing the 
service either from within the Kubernetes cluster, or from outside it. This means that if another system has a 
dependency on a service, changes can be made (adding or removing pods, deploying new versions and so on) 
without concern that the IP address or hostname of the service will be changed, or require management. 

Figure 14 gives an insight into the services deployment within an SCN as implemented by Kubernetes. The state 
service relies on the knowledge graph. It is accessed by the DSS application suite which may reside outside of a 
Kubernetes cluster. Therefore, Kubernetes will expose the state service externally on a DNS subdomain of the 
cluster. This is considered “public” from the perspective of Kubernetes but obviously still resides within the 
cloud offering networking and security governance. 

The State-Service will access the knowledge graph through a service, also found via DNS. However, the 
Knowledge Graph service is only accessible internally by other applications within the same namespace.  

The load balancing and services are implemented using virtual networking which is carried out by a 
combination of proxies running (containerised) as pods on each node as well as a DNS server (also 
containerised) as a pod. This is all managed centrally by the Kubernetes Master which hosts some management 
applications and state databases of the cluster overall. Figure 14 shows the layout of some of these Kubernetes 
internal components. 

Kubernetes also allows a significant amount of control regarding compute failover and replication. It is possible 
to define applications as to span replications across multiple nodes ensuring that if any single node fails, no 
applications will be lost completely. In addition, Kubernetes will monitor both node and container level 
resource usage and rules can be set regarding processes or containers that have been deemed to overstep the 
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allowed resource usage – i.e. running at over 90% CPU for a certain amount of time could be considered “bad 
state” and the container will be restarted (while replica containers maintain service availability). 

 

 

Figure 14 - Kubernetes Components  

 

 

5.3.3 Supporting Frameworks 

While Docker provides the functionality for containerisation and Kubernetes extends that functionality into 
service & deployment-based topologies, there is still a requirement for additional orchestration and 
abstraction frameworks. As mentioned earlier, Kubernetes itself is quite complex to deploy and in its native 
form. The deployment is highly manual and interactive as well as time consuming and this extends to some of 
its top-level configuration actions also. Kubernetes does come with its own, highly powerful, command line 
interface but again, it’s time consuming to extract information from it and to perform certain actions. 

To address the problems above, Rancher has been chosen. Rancher highly simplifies and automates the 
deployment of a Kubernetes cluster and also the addition of new nodes to existing clusters. As well as 
simplifying the deployment and expansion of Kubernetes clusters, Rancher provides the ability to logically 
separate individual clusters, thus allowing further isolation of data and resources. Rancher also provides the 
ability to provision Kubernetes in a high-availability manner in which both the back-end data and master APIs 
that manage Kubernetes are secured against individual node failure. Finally, Rancher itself can be deployed in a 
similarly highly available manner, ensuring that in the event of a node failure, Rancher will remain active and 
data will not be lost. 

However, in addition to these tasks, it automates the deployment of some other non-critical applications that 
will or may be used in the SELIS environment. These components are similarly containerised and are deployed 
automatically into Rancher’s infrastructure. This infrastructure in itself provides some orchestration on a 
simpler level than Kubernetes and therefore is suitable for components that do not require high standards for 
availability and performance. Examples of these are things like automation frameworks that may be used for 
deployment actions. 
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It should be noted that the entire set of frameworks as described will be deployed in virtual machines that are 
managed by Openstack. Openstack provides a layer of abstraction on top of the hypervisor, allowing a variety 
of virtualisation technologies and types to fall under a single point of control. It is important to note here 
however, that the project is using Openstack only because that is the tool of choice of ICCS, where the first 
SCNs will be deployed. The SELIS vision dictates that SELIS not be dependent on the infrastructure it is 
deployed to, thus allowing it to be deployed in any On-Premise or Commercial Cloud Vendor. Some minor 
interaction between Openstack and SELIS orchestration tools may occur, but these will be kept generic, simple 
and minimal to ensure they can be adapted to equivalent frameworks in other environments or providers, or 
eliminated with no impact to the project overall.  

 

5.3.4 Cloud Platform Automation Tools 

In a microservices environment such as this, which is dependent on containerised applications that will have 
short lifecycles and fast upgrade turnaround times automation is not just useful, it is a necessity. To aid with 
deployments, upgrades, configurations, on-boarding and a variety of other activities related to administration 
and maintenance of the cloud service and the microservices running within, a set of automation tools in 
addition to Rancher and Kubernetes will be engaged. In the initial stages of development these will be 
evaluated and may be discarded or kept depending on suitability. Some tools potential tools to be investigated 
are: 

 

 Jenkins – An automation/pipeline framework with a huge number of plugins for various technologies. 
Interface via a web UI, can string complex series of tasks and events together 

 Chef/Ansible – Use Scripting Languages to automate infrastructure changes and deployments 

 Puppet – Automatically deploy resources & configurations as required from a central repo to a vast 
number of clients. 

 Git – Although primarily used for source control for software development, it can also be used for 
version control for configurations of any software component that allows uses configuration files 
(Kubernetes, Rancher, Docker, Puppet, Jenkins etc.) 
 

5.4 User Access Scenarios 

The access scenarios shape the external facing elements of the SaaS architecture. At a very high level this is 
represented by the section in red in Figure 11. The elements that need consideration here are the user access 
scenarios (via browser or mobile device), the data sources (IoT, satellite, offsite databases etc.) and external 
SCNs (onPremise for example). The user access scenarios dictate the manner in which users can interact with 
the service from the public internet over http and therefore dictate some of the http-based security measures 
that must be taken. The data sources will access individual SCNs through the adapter service and this will cover 
a wide range of connection and data types, requiring an equally wide range of security solutions. Finally, 
external SCNs will connect via the Pub/Sub system which will already have a clearly defined set of security 
measures covered both in the SCN Security and Identity Management section and D3.4 Privacy Preserving 
Content-Based Publish Subscribe.  
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Figure 15 - Access Scenarios  

Figure 15 - Access Scenarios shows the SELIS architecture with a focus on the access scenarios. 

 

5.4.1 SELIS User Access Requirements 

End Users 

The end user will log into the SCN service from a centralised landing page such as www.SELIS.com or similar 
and enter their credentials. The login will be handled by the DSS application suite and verified against the 
Identity and Access Management (IAM)Components discussed in more detail in the SCN Security and Identity 
Management section. The web service will be secured via SSL and verified through the use of certificates from 
a trusted verifier.  

 

http://www.selis.com/
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Figure 16 - Web Access  

The user will be authenticated against a central web services component, however behind that, as shown in 
Figure 16, the DSS application suite will have to connect to the correct SCN based upon the user’s 
authentication details. This will require some coordination between the IAM components and the DSS to 
ensure users are routed to the right SCN. The user will have access to the KPIs, graphs and other applications 
that the DSS provide. 

 

Administrator 

The Administrative is obviously similar to the End User in terms of how they access the DSS Business 
Applications and log in, but they will have additional access. The DSS will control its own internal administrator 
access and privileges but the IAM components will also grant the Administrator access to an interface on the 
SCN itself through the Node Management component. This will allow the user to manage the information 
sharing agreements that are central to the SELIS vision. It will also provide a management interface for identity 
and access control within the SCN in question. 

 

Site Operator 

This refers to the administrator who will manage the SCN service overall – not just a single node. The access 
scenario for this type of user is quite broad as they will require back end access to all the components and 
orchestration, such as hypervisor interfaces, Kubernetes dashboards, monitoring dashboards, ssh access to 
virtual machines, access to automation frameworks and so on. This will require an additional layer of security 
with its own independent access management and identity management and a layer of isolation via VPN. This 
is likely outside the scope for this project as this will likely differ drastically depending on the hosting type and 
location and there is a requirement to ensure the project remains agnostic of any particular hosting option or 
cloud vendor etc.  

 

5.4.2 User Access Decisions 

To facilitate the various user access scenarios outlined above, a standard approach was taken to enable secure 
access by users to the DSS Business Applications Dashboard. This requires the usage of DMZs, reverse proxies, 
certificates and SSL as described in the SCN Security and Identity Management Section. The components to 
support these will be deployed in a containerised form on a dedicated Kubernetes cluster as a layer between 
the internal SCNs and related services and the public internet.  
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5.5 Data Access Scenarios  

 

5.5.1 Requirements 

The SCN ingests data from a variety of sources. This covers areas like satellite info tracking ships, to IoT devices 
in warehouses to GPS trackers in trucks. In addition, however it covers ingesting data from internal data stores 
such as databases or other internal logistics management applications. It can even cover data that is manually 
added via logs, documents or spreadsheets. Due to the variety of sources this ingestion must be done on the 
public internet, which means there must be significant protection and security in place. Components dealing 
with data ingestion will need to support a high standard of encryption as well as interface with the identity and 
access management components. It will be critical to confirm the source of the data is authentic and entitled to 
publish data this particular node under this particular organisation. The way this data is ingested needs to meet 
three key requirements: 

 Highly Adaptable to many data sources 

 Scalable and performant to deal with any volume of data, at irregular intervals 

 Secure & Identity Verified 
 

5.5.2 Decision: Adapters as a Service 

For performance and security reasons, it was decided to logically separate the infrastructure that supports the 
adapters from the rest of the SCN. As discussed in the Decision: Kubernetes Key Features Section, this is 
accomplished by placing the adapter service and its various internal components within a separate Kubernetes 
cluster. If there are any performance strains put on the adapter systems it will not impact any of the core SCN 
functionality. Therefore, is considered to be an independent Adapter Service. 

Each ingestion type will require a single customised application that will allow the user to either connect to a 
data source, allow a data source to connect to it, or to manually deliver the data. It will then convert the data 
to an SCN consumable format, specifically consumable by the internal Pub/Sub system. Given that each 
ingestion method will be relatively straightforward it, it was decided that these applications be containerised. 
This allows a container to be provisioned on an as-needed basis to deal with a once-off batch ingestion but also 
allows for elastic scalability for ongoing streams of data.  

From the users’ (in this case an administrator) perspective, they will see the service as a suite of potential 
applications to choose from, which they will then customise with their specific authentication, configuration 
and data templates. 

The adapter service can also leverage the auto-scaling feature and namespace isolation features. This allows 
the data to be isolated from a data protection perspective as well as provides the functionality for elastic 
scaling as needed. 

 

5.5.3 Security Requirements 

The security for the Adapter Service falls into some sub-categories.  

 A standard user can connect inward using ftp, ssh, HTTP/REST or similar to upload data on a once off or 
ongoing basis, identity verified by username/password managed by the SCN IAM services.  

 The adapter can connect outward and connect to an external database or other data source. This could 
be done by key, key exchange or username and password and this requires coordination with the IT 
infrastructure and administrators for the external source.  
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 A device such as IoT or GPS could connect inwards to the adapter, and this would likely be done on a 
key exchange basis, managed both by the SCN IAM services and the IT owner of the external devices. 

These requirements are addressed in the SCN Security and Identity Management Section. 

 

5.6 External Pub/Sub Service Access Scenario 

 

5.6.1 Requirements 

While external data from the adapter service will then in turn enter the SCN through the Pub/Sub system, 
another context to consider is that in addition to an SCN being a sharing platform for its internal members, 
SCNs can share information with other, external SCNs. This is done via the external Pub/Sub system. In the SaaS 
model, this communication still occurs internally within the SaaS environment. However, in circumstances 
where an SCN that lies outside this particular SaaS offering (e.g. an on-premise SCN or an SCN SaaS offering in a 
different geographical region) this communication would need to occur over the public internet. The external 
PubSub service would need to manage the network of nodes connected to it, once again interacting with the 
IAM systems within each node to ensure that the PubSub service trusts the identity of the nodes connecting to 
it.  

The External Pub/Sub relies on software supplied by DU Dresden and is based on an existing design known as 
StreamHub. The StreamHub Pub/Sub system has been referred to as a “Pub/Sub Cloud Service”. The concept of 
which is that there is a highly available highly scalable Pub/Sub service hosted in the cloud and publishers and 
subscribers interface with this service via connectors, which are small lightweight applications providing an API 
for publishing or subscribing. 

For the SCN Service, the connectors will be hosted within each SCN as a containerised application that will be 
accessed by internal components.  

 

5.6.2 Decision: External Pub/Sub Service 

It was decided to isolate and separate the External Pub/Sub into its own service for two reasons.  

Firstly, it has the potential to come under heavy load, managing communication between a large volume of 
entities. Therefore, it is worth separating it out as a performance optimising strategy, to ensure no 
performance impact to the SCNs themselves due to shared resources.  

Secondly, there is the potential to add another external SCN into the network at a future point – for example 
an On-Premise SCN or an SCN or SCN Service hosted in another geographical location. For security and network 
access it makes sense to host it as its own service. Connections will always be made to the Pub/Sub or Adapter 
Service, but never to the SCN itself. 

The Pub/Sub Service itself will be again hosted in its own Kubernetes cluster making use of the existing 
Kubernetes and Rancher orchestration frameworks and features discussed in the Decision: Kubernetes Key 
Features Section. It will require some interaction with some of the common services in the SCN Service in 
order to access the sharing agreements that will allow it to decide who can subscribe to what messages. 

The Pub/Sub Service allows for internal nodes to connect but it will also allow for external connections. This 
means it will have an interface available to the public internet, which will need to be protected with the 
appropriate firewalls, DMZs, proxies etc. discussed in the SCN Security and Identity Management Section. 
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5.7 SaaS Model - Shared Components vs SCN Components  

 

5.7.1 Requirements 

The benefit of the SaaS model to the end user, as discussed earlier, is that minimal management, outlay cost 
and IT staff are required to make use of the service. However, these benefits can and must be carried over to 
the architectural design. With all the SCNs in one location under one SaaS umbrella, it is of upmost importance 
from a cost, performance and deployment and administration perspective to save on resources where possible. 
In a theoretical environment with hundreds of SCNs, it would become unrealistic to simply design an 
architecture for on SCN and replicate that each time. 

 

5.7.2 Decisions 

The first step in this process was to identify components that were: 

 Complex to deploy vs simple 

 Likely to have heavy workloads or light 

 Persistent Storage/State vs Transient 

 Require configurations specific to an SCN or can be genericized 

Once examined with these criteria, the goal is to place each component either into the category of a “Shared 
Component” which was deployed once and used by many SCNs or an “SCN Component” which will be deployed 
for each unique SCN in the service.  

 

Shared Components 

The Identity and Access Management (IAM) components are a complex set of services that have an equally 
complex configuration and deployment process. For this reason, it was decided that there would be a single 
IAM deployment for all SCNs. The solution chosen will need to manage not just different users and different 
user levels but also different organizations for each individual SCN too.  

Where possible, existing frameworks such as Kubernetes and Docker will be used, but it is possible that not all 
components within the IAM service will be containerized so some manual setup may be required.  

The DSS Application layer will also be made part of the shared components area. The reasons for this are 
similar to that of the security components. The DSS Application layer runs in eBOS’ GVT Dashboard. The 
dashboard depends on a framework is written in .Net Core and runs on Microsoft Windows Server. From an 
automation and deployment perspective this presents additional challenges. It is not plausible to integrate this 
deployment into the existing Kubernetes, Rancher and Docker framework as it is all Linux based. Deploying 
multiple copies of the framework to multiple nodes would be a complex deployment challenge and without the 
support of Docker and Kubernetes it would be extremely hard to scale the applications in an efficient way. For 
this reason, this was also chosen to be a shared component, to the extent the technology allows. 

It should be noted that .Net Core does have support on Linux operating systems but the DSS Business 
Applications have not been designed or tested within this type of deployment. It could be considered a possible 
route of development when the project is more mature.  

 

Finally, the Big Data Analytics components were assessed to be a hybrid of both. This topic is covered in more 
detail in D4.4, but for the purposes of this deliverable it is worth noting that the compute-layer components 
that are agnostic of a specific SCN and its community are categorised as a shared component, whereas the 
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scripts and recipes that make use of the compute layer are tied to the SCN itself and thus are deployed with 
each SCN as needed. 

 

SCN Components 

The remaining components are all containerized. This means that deployment is highly automatable and very 
straightforward. This also means the internal components are highly scalable and highly shrinkable, so although 
many SCNs are deployed, there is minimal resource overhead in doing so. The internal components include 
(but are not limited to): 

 SCN Node Management  

 Internal Pub/Sub mechanism 

 External Pub/Sub connector 

 Knowledge Graph 

 KPI Service 

 State Service 

 Big Data Analytics Recipes and Scripts 

 Certain Storage and Databases 

 

Except for the BDA Storage solutions these containerized applications will be orchestrated by Kubernetes and 
part of a Kubernetes cluster. This is the main area where the benefits of using Kubernetes will be seen. Each 
SCN that is deployed will reside in its own namespace, which then allows complete isolation from other SCNs. 
The internal networking of Kubernetes will allow services such as the KPI and State service to be exposed to the 
DSS Application layer on a DNS address unique to that node. Components themselves are quite lightweight and 
if the load is low, then a single container will likely be sufficient and the overhead minimal. When load 
increases then Kubernetes will respond by adding more containers as needed. If any application instance hangs 
or crashes, Kubernetes will restart it. For redundancy reasons, it might be a good idea to provide 2 containers 
for certain critical components such as the pub/sub as there is some downtime while containers are restarted. 
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6 SCN Monitoring 

SCN platform monitoring and alerting are essential non-functional aspects of the overall SCN development and 
prototyping process. They not only provide a means to assess and inform the evolving technical design in 
relation to functional and operational viability but are also key to realising the commercialisation aspirations of 
the SELIS project. It is how the Living Lab Requirements, Capacity Building Inputs, Industry Best Practice, SELIS 
Vision, SCN Technical Componentry and Development Roadmap can be continually assessed and informed as a 
sum of many collective parts to provide an optimal customer service offering. 

Monitoring and alerting are important for maintaining the standard of any operational service. It is how 
administrators can understand the performance and security status of a service at any given time. In addition 
to triggering potential manual interventions, it also facilitates the triggering of automated actions to address 
performance or security related alerts to provide a self-healing and pre-emptive aspect to the service 
maintenance and administration framework.  

The strategy proposed by IBM can be summarised by saying that the intention is to design a monitoring 
solution starting from the consumer perspective of the SCN service and then working inwards to monitor and 
alert upon only those application, infrastructural and cloud platform components that are most relevant to 
service level expectations of users of the SCN and which align with industry best practice and the requirement 
for SCN administrators to understand the operational state of an SCN at any given time. 

To design and deploy the best tailored monitoring solution for the SCN, it is important to consider three main 
aspects: 

 

1. Purpose Why we need to monitor and 
alert 

2. Context What we need to monitor and 
alert 

3. Technology How we need to monitor and 
alert 

 
The scope of monitoring relevant to this document can be further defined by applying the above aspects to 
distinct areas of the SCN architecture: 
 

Cloud Platform  
SCN Common Service Elements 

(Supporting multiple SCN’s) 

Core Applications 
 SCN Specific Application Elements 

(Dedicated per SCN) 

Bare Metal Servers Business Application Instances 

Virtual Hypervisor KPI Database Service 

Docker Hosts & Containers Knowledge Graph Components 

Kubernetes Orchestration Internal Node Management Components 

External Pub/Sub Message Routers Internal Pub/Sub Message Router 

.Net Core/IIS Web Framework Event Log Service 

Big Data Analytics Infrastructure State Database Service 

Intra-Node Identity & Access Management Services Node Identity & Access Management Services 

Data Source Adapters Service SELIS & Event API/Engines for BDA Interface 

Common Virtual Machines Dedicated Virtual Machines 

Table 8 - SCN Monitoring Areas 
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6.1 SCN Monitoring Requirements 
 
IBM have been extensively experimenting with several monitoring solutions is an effort to find the right matrix 
for the SCN service and its constituent parts to provide the necessary visibility across the different monitoring 
contexts. The investigations into finding the right solutions were led by the following high level requirements. 
The monitoring solution for the SCN needs to: 
 

 Support open standards interconnectivity (Diverse API, Codex etc.) 

 Be extensible and customisable with regards to monitoring templates. 

 Support a varied array of components and applications. 

 Be lightweight with minimal impact on SCN resource usage. 

 Provide historical and real time statistical reporting and event management with alerting. 

 Have analytical capabilities on captured data to drive better insights and provide dynamic graphs. 

 Can present relevant monitoring information in an easily accessible manner. 
 

Additionally, monitoring requirements can be further elaborated on and derived from other chapters in this 
document such as SCN Performance and Scalability Requirements, SCN Governance Requirements, SCN 

Architecture Decisions and SCN Security and Identity Management. 
 

6.1.1 SCN Microservices Monitoring Compatibility 

Microservices type architectures, such as that being designed for the SCN prototype, have specific 
characteristics that in turn require specific monitoring and management challenges to be addressed. At a high 
level, some typical characteristics are; design organised around business capability, need for automated 
deployments and management, horizontal scalability and decentralized control of languages and data. When 
IBM were considering the most efficient and comprehensive monitoring solution for the SCN prototype, the 
following four main target areas within the SCN microservice architecture (See Figure 17 - SCN Microservice 
Architecture Monitoring Scope) were identified as in scope and in need of monitoring mechanisms tailored to 
their particular characteristics and roles in the overall SCN design stack: 
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Figure 17 - SCN Microservice Architecture Monitoring Scope  

SCN Microservices Architecture Monitoring Challenges 

When considering the monitoring solution for the SCN service, IBM have identified the following challenges 
and factored them into the monitoring solution we are proposing. 

Containers such as those provided by Docker can be the equivalent of black boxes when it comes to monitoring 
and management. Simply monitoring CPU or memory consumption on the container host will not provide 
sufficient visibility on application performance inside the container. The rate of change and application scaling 
in the SCN microservices environment will need a monitoring solution that will in turn need to scale 
accordingly. Microservices environments can also be complex with intricate dependencies, multiple 
components, databases and runtimes to name a few. The modular and loosely coupled nature of the 
architecture could potentially give rise to latency between components that needs to be carefully monitored. 
Another major challenge is that the data flow across decoupled components need to be captured and 
visualised. 

 

Container Monitoring 

Containers are fundamental to the SCN prototype architecture and as such require specific monitoring 
consideration that traditional monitoring frameworks might not provide. In addition to the basic resource 
usage per container that can be derived from querying the Docker host operating system such CPU, disk I/O 
and memory usage, the following container metrics would also be important to capture: 

 Number and status of containers 

 If, where, and when a container has been moved to another cluster node 

 Number of containers on a given node 

 Traffic peaks at a given time 

 Orphan volumes and networks 

 Free disk space and inodes 

 Ratio of container to virtual Ethernet devices that are attached to Docker bridges 

 Nodes Up/Down 
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6.1.2 SCN Monitoring Methodology 

The IBM approach is to monitor by design, not as an afterthought. The monitoring solution should grow along 
with the SCN development. As with other non-functional aspects such as security and data protection, 
monitoring should be intrinsic to the design methodology for the SCN and evolve with it. The primary focus 
should be on the end user perspective and how service availability and performance present from the end 
user’s perspective. To understand this the end user facing service interfaces and API’s should be monitored. 
Continuous assessment of both application and underlying infrastructure performance is essential and 
monitoring Docker host and container performance only would not be sufficient, the applications within 
containers must also be monitored and assessed. Monitoring of SCN microservices should be data informed. 
For example: 

 Capacity/Saturation Levels (Utilisation of network, compute and storage resources) 

 Number of application or container instances required to support service 

 Throughput of API’s (Demand for service, number of requests) 

 API responsiveness (How long to serve the request to user or dependent component) 

 Number and type of API errors, frequency of service restarts 

 Availability of service dependencies and frequency of build deployments 
 

 

The use synthetic tests in conjunction with monitoring to help surface and pre-empt potential configuration 
issues, stress points or bottlenecks before they impact users in a real-world service scenario is important and 
should form part of any monitoring solution design for a service such as the SCN. The method will also involve 
automating the scalability, provisioning, alerting and events management of the monitoring solution as much 
as possible in such a way as it can dynamically adapt to any changing requirements of the applications and 
service demands. If the application needs to scale to meet demand, the monitoring solution should scale with it 
so that consistent levels of monitoring are achieved. 

 

Monitoring the SCN as a Unique Entity 

Although the SCN will be a new and unique entity comprised of varied functional and non-functional 
componentry, the ambition is to present these decoupled components as a single unified service. The 
monitoring service will endeavour to follow suit and present the monitoring statistics and events in a unified 
and centralised way. It is highly likely given the range of components and complexity deployed across the SCN 
micro services architecture that more than one monitoring tool or technique may have to be implemented. 
However, the aim will be to present the collective monitoring outputs and data in a consolidated number of 
single window views relevant to what systems administrators and end users may need to see. This may range 
from a basic need to know if an SCN is down completely, or if a specific function or operation is not working, 
right through to understanding the key inputs and outputs of an SCN and the expected points of failure. The 
aim being not just to have reactive monitoring, but also proactive monitoring to feed manual or automated 
interventions to keep the SCN running in an optimal state. 

 

Consistent Levels of SCN Monitoring Service 

There is a need to ensure that the level and standard of the SCN monitoring is consistent and repeatable for 
SCN nodes and is independent of any Cloud Hosting Provider on which an SCN may be deployed. All Cloud 
Providers offer varying degrees of “off-the-shelf” monitoring options, however the choices and standards vary 
greatly and consistent levels of monitoring cannot be guaranteed. Therefore, it is necessary to design and 
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deploy a tailored monitoring solution that meets the unique requirements of the SCN. Essentially monitoring 
becomes an additional SCN element that needs to be deployed. 
 

Flexible Monitoring Implementation and Integration Options 

The SCN micro service architecture is being designed in such a way as it can be deployed in various 
infrastructure and cloud model scenarios, also including on premise deployment if specifically required by a 
consumer. The implementation options for the accompanying monitoring service must also follow suit and 
provide options for Cloud, Server and Container based service models. This will provide maximum flexibility to 
meet any requirements that might arise from considerations such as: 

 

 Cloud based SaaS Service versus dedicated on premise SCN deployment. 

 Monitoring cost considerations. 

 Monitoring support and maintenance considerations. 

 Individual SCN consumer security or compliance requirements 

 

 

 

 

 

6.1.3 SCN Monitoring Requirements - Aspects 

Security & Compliance 

This is one of the most vital considerations for any service whether on premise or cloud based. Monitoring will 
provide a means to continually assess the SCN security and data protection baselines and events. Some 
examples of security monitoring could include checking of application or operating system patch levels, 
unauthorised access attempts, anomalous network activity, network and file encryption levels, file and 
database tripwire integrity checks or password policy reviews. 

 

Availability and Performance 

Availability refers to the basic tenet of monitoring, i.e. from a customer perspective is the service as whole, 
(and all necessary constituent components) up and available to serve their needs. The overall performance 
aspect of the SCN will also need to be continually monitored to ensure it is providing the expected levels of 
service to end users and prove that service level agreements are being met. Key performance monitoring 
indicators will serve as the catalysts for either manual or automated interventions to pre-empt and/or address 
potential bottlenecks or service disrupting issues. Examples of performance indictors could be web page 
response times, big data analytics query execution times, file upload/download rates, PubSub message queue 
lengths, number of PubSub messages published or subscribed to, Docker hosts and containers resource usage, 
data source ingestion adapter operations or SCN internal network utilisation and latency statistics. 

 

Scalability Related Resource Monitoring 

Scalability monitoring will ensure that there is always sufficient compute, memory, network and storage 
capacity to support any manual or automated scale up requirements triggered by potential performance 
monitoring alerts or events. Potential aspects to be monitoring could include CPU, RAM, Network Utilisation 
and Storage metrics on bare metal servers, Docker Hosts and Containers and Big Data Analytics Platforms. In 
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addition to scale up considerations, scalability monitoring will also provide visibility for potential scale down 
operations, supporting true SCN resource elasticity. This will help conserve resources and streamline operating 
costs usually associated with misjudged or bloated resource allocations. 

 

Metering & Billing 

Understanding SCN application and resource usage and consumption on a per community basis, or even on a 
per user basis within a given community, provides for future flexibility should service charging models based on 
actual usage be required. This type of monitoring would also be integral to supporting Service Level Agreement 
reporting. 

 

Component Usage Assessment 

Monitoring data flows and application component usage within the SCN can provide valuable insights in several 
areas. It can indicate that a certain component is not being heavily used and perhaps why? Does the 
component support a function that no one really needs or wants, or perhaps does it indicate that there is a 
design level or functional problem with the component? This can help shape the functions of the SCN towards 
what is most relevant to the consumer and help streamline development and operating costs by not supporting 
the continued presence or development of a feature or component that is seldom used.  

 

 

6.2 SCN Monitoring Decisions 

This section discusses decisions made so far on what needs to be monitored, which have been based on the 
requirements mentioned previously and from the continually evolving prototype design and development 
processes. It is worth noting that the context for both the monitoring requirements and decisions are 
influenced by the following points: 

 

Point 1 - The main high level areas for monitoring for the SCN fall into four categories: 

 Cloud Hosting Infrastructure 

 Business Applications (DSS) 

 SCN Core Applications 

 Big Data Analytics Supporting Infrastructure 

 

Point 2 – The monitoring decisions consider the fact that there will be a hybrid of shared and dedicated cloud 
infrastructure and associated services supporting SCN operations. Please refer to the SCN Architecture 
Decisions section for more information on shared versus dedicated components.  

 

6.2.1 SCN Cloud Hosting Infrastructure 

It is important to note that SCN Hosting infrastructure here refers to components specific to the SCN service as 
being developed in SELIS PoC environment and does not include the general hosting infrastructure under the 
control of a given cloud provider. SCN hosting components in scope include: 

 

Bare Metal Servers - Monitoring Scope 
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Server availability (Up or Down?) Hardware errors or failures Firmware revisions 

Network and storage connectivity 
to associated fabrics 

Remote management API 
availability 

Lights-Out-Management 
accessibility 

 

Virtual Hypervisor & Virtual Machines - Example Monitoring Scope 

Hypervisor level statistics for Host 
Nodes & Virtual Machines 

Virtual cluster (vCell) health 
metrics, alarms and events 

vCell connectivity to supporting 
network and storage fabrics 

Inter-node network interface 
connectivity 

External network connectivity as 
required 

Distributed resource scheduling 
status and events 

Network vSwitch utilisation, 
throughput, errors and events 

Datastore availability and 
utilization and IOPS 

Storage cluster status and related 
metrics 

vCPU contention ratios VM host reallocation count High Availability alarms & events 

 

 

 

Operating Systems - Example Monitoring Scope 

CPU and memory utilisation Disk utilisation and I/O stats Key system and application 
processes/daemons available 

System load averages and 
critical system load thresholds 

Network throughput, 
utilisation and errors 

Uptime 

 

Docker Hosts and Containers – Example Monitoring Scope 

Host memory statistics Host network statistics Docker daemon availability 

Host filesystem/disk I/O statistics Container metrics Host CPU statistics 

 

SCN Security & Compliance - Example Monitoring Scope 

Verification of operating 
system and application 
patch levels installed 

Password expiration and 
complexity settings 

User access logs events 
(Successful logins and 
unsuccessful logins) 

Open/listening 
application sockets or 
network ports 

Encryption 
standards/protocols/ciphers 
versions implemented 

OS, Application, Cloud 
Platform lock-down 
configurations 

Remote access and 
authentication 
configurations 

Security related events 
(Failed logins, account 
lockout etc) 

Checking for the presence 
of known application 

Authentication, 
accounting and access 

Machine Learning for 
anomaly detection from 

System and network 
monitoring to indicate 
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exploits auditing monitored data possible DoS attacks. 

 

6.2.2 Business Applications (DSS) 

The business applications represent the main customer facing web based aspect of the SCN Service. They 
present the custom dashboards, graphs and data and overall UI interface to the SCN user. Examples of 
elements that may need to be monitored include:  

 

Example Monitoring Scope 

Windows Server availability, CPU, 
memory and network usage 

Necessary network ports open 
and available 

IIS Server availability, pages served, 
response times and errors 

MS SQL Server availability, 
dbstats, connections, 
transactions and resource usage 

.NET Core framework monitoring 
and supporting OS level 
resources 

Connectivity to internal SCN core 
applications and ports 

 

 

 

6.2.3 SCN Core Applications 

The internal core applications include knowledge graph, pubsub system, KPI and state database service, event 
log service and node management software. Examples of items that would need to be monitored relating to 
the internal core applications include: 

 

PubSub - Example Monitoring Scope 

REST API Interface Resource 
consumption at 
Docker host level 
(CPU, Mem, 
Network, Disk I/O)  

Number and size of 
backlog queue 
messages 

 

Number of 
messages 
delivered to a 
defined endpoint 

 

Number of pull 
message 
operations 

 

Cost of operations 
per topic measured 
in bytes 

Published message 
sizes 

Count of 
acknowledged 
message requests 

Count of 
unacknowledged 
message requests 

Node connection 
point to external 
broker networks 

 

Knowledge Graph - Example Monitoring Scope 

Neo4j Metrics 
Monitoring 

Resource 
consumption at 
Docker host level 
(CPU, Mem, 
Network, Disk I/O)  

API and network 
connectivity to 
related and 
dependent SCN 
components 

Nei4j Query 
Monitoring 

 

Java metrics at OS 
Level 
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Node Management Software - Example Monitoring Scope 

MongoDB Metrics Monitoring Resource consumption at Docker host 
level (CPU, Mem, Network, Disk I/O) 

API and network connectivity 
to related and dependent SCN 
components 

 

Data Adapters Component 

The SCN is being designed in such a way that it can take in data feeds from a variety of different external 
sources including IoT, databases, ERP systems, existing analytic platforms or plain files etc. This data source 
ingestion aspect will be facilitated by a range of connectivity adapters configured to work as a unified Adapters 
as a Service component. It will be necessary to monitor the adapters service to ensure that both the adapters 
themselves and the remote client endpoints are up and running as required. The adapters component, 
although essential to core SCN data source ingestion, will be staged in such as a way from a cloud 
infrastructure perspective so as its specific operations will not affect the performance of the other SCN core 
applications and operations. It also makes good security sense to stage the adapters service in its own 
dedicated zone. 

 

6.2.4 Big Data Analytics Supporting Infrastructure 

The SCN has been designed in such a way that it can interface, via embedded scripts and API’s, with big data 
analytics platforms to run machine learning queries that may be required to support a given SCN users 
requirements. In such scenarios, it is important that the big data platform be monitored to ensure that it is 
performing within expected parameters relevant to service level agreements. Aspects pertinent to the big data 
platform include Hadoop, Spark, HBASE and HDFS including JVM metrics, active jobs, used cores, map reduce 
and worker metrics etc. Connectivity interfaces between the big data platform and other necessary SCN 
application components also needs to be monitored. 

 

Big Data Analytics Supporting Infrastructure - Example Monitoring Scope 

HDFS Metrics Yarn Metrics MapReduce 
Counters 

Zookeeper Metrics Spark Metrics 

 

6.3 State of the Art Monitoring Solutions for the SCN 

This section will discuss some of the different state of the art monitoring solutions that IBM have been 
assessing to address the SCN monitoring challenge. We will attempt to convey the reasons, advantages and 
technical considerations that led us to investigate these options to meet the monitoring and alerting 
requirements. The overall monitoring solution may be a blend of several best of breed technologies that we 
will continue to research and develop in line with the evolving SCN architectural design.  
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Figure 18 - SCN Monitoring Solution  

Figure 18 - SCN Monitoring Solution shows several of the state of the art open source based monitoring 
solutions that IBM have been investigating, Elasticsearch (In green) for application, containerisation and 
orchestration monitoring and Zenoss (In yellow) for lower level infrastructure monitoring, such as bare metal 
servers and virtual machines. Also, depicted in the diagram are the monitoring solution deployment options 
which are: 

1. Server or container deployed on same cloud hosted infrastructure that is supporting the SaaS based 
SCN service itself. 

2. Cloud based service options hosted by Elasticsearch or Zenoss respectively that the SCN hosted service 
would connect to instead of using a locally deployed solution. 

For the purposes of the current work in progress IBM are using option 1 container based deployments on site 
in the SCN PoC environment for reasons of expediency and cost. The features and metrics of server/container 
on site deployment versus cloud options are the same for both solutions, it’s simply a matter of where the 
monitoring product is deployed. It should be noted that ultimately two different monitoring solutions may not 
be required, for example one product such as Elasticsearch could provide coverage for all areas. However, IBM 
felt it was prudent at this stage of the ongoing SCN development to research and try more than one option and 
assess the merits of each against the requirements of both the application and infrastructural level monitoring 
areas.  

Indeed in Figure 18 - SCN Monitoring Solution you will notice that there are lines going from the adapters 
service rectangle to both monitoring options. This is because to comprehensively monitor the adapters service 
may require both application and infrastructure level monitoring. For example, to monitor the application level 
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API or software connectivity adapter itself and the network level monitoring to ensure that the IP of the 
remote data source endpoint is up and accessible. 

A further point relating to the cloud firewall depicted in the diagram. The monitoring solutions for the SCN will 
be able to extend to monitoring firewall devices, however the need to do this via the SCN monitoring solution 
will be assessed on a cloud provider basis. It is planned that the SCN is designed in such a way as it can be 
deployed on any cloud platform. All cloud providers offer options for firewalls and IDS systems as part of 
hosted services agreements. In most cases the monitoring for these firewall services or devices is provided as 
part of the service contract and indeed many of the devices have built-in monitoring and alerting capabilities. 
The ultimate comprehensive security monitoring solution for the SCN may be a hybrid of cloud provider 
monitoring and internal SCN bespoke application and infrastructure monitoring solutions. For example, 
monitoring and alerting of the SCN Identity and Access Management Systems using Elasticsearch’s machine 
learning and knowledge graph features to identity threats using anomaly detection, combined with cloud 
provider firewall and IDS monitoring and alerting outputs. 

 

6.3.1 Zenoss Core Enterprise Monitoring 

Zenoss Enterprise Monitoring originates from the open source development and still retains a freely available 
open source version called Zenoss Core. The commercial option is essentially the same core build, but with 
access to commercially maintained plug-ins and support. The freely available option comes bundled with an 
extensive amount of out of the box monitoring plug-ins and templates. Zenoss Core can provide a fast and easy 
way to implement infrastructure level monitoring and gain valuable insights quickly. 

 

 

 

 

 

Zenoss Key Features: 

Mature and well supported product, both from commercial and open community perspectives. 

Based on best of breed open source technologies and products such as OpenTSDB, MariaDB, Logstash, 
Redris, HBase, RabbitMQ, Nginx, Celery, Zookeeper, Python and Zope Application Server. 

Very easy to deploy and configure. Options exist to deploy in a traditional server based installation, as a 
VMWare VApp or as a Docker image deployment. Docker being the preferred option for ease of 
deployment and maintainability. Also has a cloud based service option that can used for a reoccurring fee. 

Comes with a custom tool called Control Center that can be used to administer one or many Zenoss 
deployments in standalone or cluster configurations that are deployed via Docker. 

Supports a wide variety of agentless based monitoring for operating systems, virtual machines and 
hypervisors, Docker containers, web services, network services and databases. 

Works out of the box, resources can be added and monitored within minutes of standing up a Zenoss 
monitoring installation. Is also extensible and customisable. 

Intuitive and feature rich user interface allows easy access to graphs, metrics and reports and 
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administrative aspects such as configuring devices, templates, alerts and reports etc. 

Has minimal impact on monitored devices and applications as it uses the monitoring target’s native 
functionality rather than requiring agent installs. For example, Linux and Docker can be monitored using an 
SSH based template or by using an SNMP based template accessing OS native SNMP packages. Windows 
and associated services can be monitored using a WMI based template. Apache can be monitored by 
querying the native error and event monitoring built into that application as can many other applications 
such as database servers and hypervisor API’s etc. 

 

6.3.2 Elasticsearch 

One of the main challenges of monitoring an SCN is the diverse range of applications and associated 
components whose performance and metrics must be monitored, analysed and presented as a consolidated 
view of an SCN node’s operating status. This requires a solution to be used that is open standards compatible, 
sufficiently extensible and customisable to be able to collect data from a variety of data sources and log 
formats, analyse it and present the resulting information in an easy to view and unified way. One such suite of 
open source products that can meet these requirements is Elasticsearch, including Kibana and Logstash. These 
three products were formerly known as the ELK stack and are typically deployed together to provide an end-to-
end monitoring solution as explained in the following sections: 
 

6.3.2.1 Logstash 

Logstash is open source and is ideally suited to environments such as the SCN prototype where data from 
varied and disparate applications must be derived and centralised, filtered and passed on to an upstream stash 
for subsequent searching and analytical processing. It is essentially a data agnostic and scalable processing 
pipeline that performs three main functions: 

Data Ingestion: Takes in event data in a streaming manner from a wide variety of sources, formats and data 
shippers. Including data stores, databases, applications, web applications, log files, IoT devices, 
messaging services, big data frameworks, social media feeds and network devices. 

Data Filtering: Once the data arrives at logstash through the pipeline it can be filtered and transformed to a 
common format for subsequent searching and analysis. The logstash data transformation process 
can avail of a large library of filters and codecs to parse events data and structure it into required 
fields and values for delivery to upstream data stashes such as Elasticsearch. In addition to 
structuring data, options also exist to derive geographic location from IP address, encrypt event 
data transfers and hide personally identifiable information or mask certain fields containing 
sensitive information. It also helps to facilitate the data de-normalisation process that is required 
for subsequent Elasticsearch search functions. 

Data Output: Once logstash has processed event data as required, its final function is to pass that processed 
data on to a stash. This “stash” could one on many destination options such as a database, a 
monitoring solution, a messaging service, a HTTPS endpoint or simply to stdout or a CSV file for 
example. However, in the SCN context the stash being considered is Elasticsearch, which will be 
explained in more detail in the following section. 

 

6.3.2.2 Elasticsearch 

Elasticsearch is an open source document-oriented search engine and the “stash” of choice that IBM 
recommends for the SCN log file analysis solution. It’s a NoSQL engine tailored to handle full text searching on 
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large volumes of raw data, which would typically be fed to it via the Logstash data pipeline. It can facilitate 
extremely fast data discovery and insights from large amounts of data that more traditional SQL based 
database management systems could not provide with the same speed and flexibility.  

 

Elasticsearch Key Features: 

Ability to do fast precise searches against large volumes of data. The basic unit of information in 
Elasticsearch is a document, which is somewhat analogous to a row within a table of a traditional relational 
database. This document is described in JSON format and several documents can belong to an index. 
Documents must belong to a type (e.g. GetCount) within a given index. 

Easy to add and retrieve documents in the Elasticsearch stash. RESTapi and JSON are standard, but 
programmable interfaces for Java, Python, Ruby, PHP, Perl and C# are also supported for client connectivity. 

Schema independent, stores entities as JSON documents with full field indexing that facilitates extremely 
fast search operations. Also attempts to auto detect and index data structures.  

Full text search capability with customisable options for conducting faceted or stemming searches for 
example. 

Provides for a highly distributed, scalable and load balanced deployment if required. Multiple Elasticsearch 
nodes can be clustered to provide distributed fault tolerance and high performance. Provides for indexes to 
be divided into multiple segments called shards (Containers) that allows for horizontal scaling if need be. 
These shards can also be duplicated to become replicas that can reside across multiple nodes in a cluster 
deployment scenario to protect data from single node failure. Once a cluster has been instantiated there is 
automatic load balancing of shards across nodes, replication between shard replicas and document 
distribution across shards. 

Minimises the chance of data loss by implementing per-operation persistence. Changes are written to 
transaction logs on multiple nodes in a cluster that can be used to complete a transaction in the event of 
node failure. 

X-Pack Add-ons - The out of the box capabilities of Elasticsearch are extensive, but additional features are 
possible by purchasing a license for X-Pack and deploying it to provide enhanced features such as 

 Security – Adds user and role based access controls, cluster wide encryption of data from node 
level right down to field level and audit logging. 

 

 Alerting – For performance, security and informational purposes. Receive automated alerts on 
user logins, if a product is being mentioned on social media, if a software component is nearing 
end of life or has a vulnerability warning, if sensitive fields are visible in application logs or if the 
overall performance of Elasticsearch has degraded and a root cause analysis is required. 

 

 Monitoring – Additional monitoring of the Elasticsearch stack is provided by X-Pack. Increased 

visibility of security, performance and usage statistics for Elasticsearch clusters, nodes and indices 
and Logstash and Kibana operations. 

 

 Reporting – Allows for manual or scheduled report generation from Kibana with optional email 
transmission. Reports can also be generated and optionally transmitted based on predefined 
triggers. 
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 Enhanced Graphing & Discovery – Adds Knowledge Graph capability to the Elasticsearch stack 
using the native distributed query and indexing features to identify potential relationships between 
documents in the stack repositories and visualise them in graph form. Has positive implications for 
addressing security and fraud detection issues and for also for bringing value-add to 
commercialisation considerations in helping to discover insights that might be useful in 
understanding customer demographics and trends etc. The graphing features are both UI drive and 
API driven, which facilitates the graph API to be used from other applications if required and 
allowed. 

 

 Machine Learning – This feature extends and further utilises the datasets available to Elasticsearch 
to provide anomaly detection to aid root cause analysis. This can provide additional intelligent 
insights in the areas of IT Operations (A drop in application requests), Security Analytics (Unusual 
user activity) and Business Analytics (User behaviour patterns on an e-Commerce site).  

Versatile Deployment Options – Can be deployed and run as server based install, Docker image or connect 
to remote cloud based solution. 

Enhanced Docker container monitoring available via additional tools designed to integrate with 
Elasticsearch such as Metricbeat and cAdvisor. 

 

6.3.2.3 Kibana 

Kibana is a browser based visual user interface to the Elasticsearch framework. It is how captured data and 
analytical insights can be easily viewed in the form of knowledge graphs, maps, charts for example. The Kibana 
platform not only allows for searching and viewing in graphical form, the user can interactively create and 
share dynamic dashboards that display changes to Elasticsearch queries in real time. 

 

 

Visualise and explore Elasticsearch data Indices 

Supports histograms, line graphs, pie charts and sunbursts 

Can use optional Elastic Map Service to visualize geospatial data or location data 

Supports time series analysis and visualisation 

Has Knowledge Graph function that can be used to analyse and discover data relationships 

Can explore anomalies that have been surfaced using optional machine learning X-Pack feature 

Ability to embed Kibana dashboards in other web sites and to share links 

Dashboards can be shared to a wider audience in controlled and safe manner 

Reports can be easily exported to PDF and CSV formats. 
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6.4 SCN Prototype Monitoring Examples 

This section provides some examples and screenshots of the types of monitoring that has been incorporated 
into the cloud infrastructure and monitoring stack that IBM have designed for the SCN prototype. In addition to 
Elasticsearch, additional tools such as Weavescope have been built into the stack. Weavescope is a topology 
and monitoring knowledge graph tool that provides unique data insights and graphical representations of the 
topology and performance of the orchestrated SCN hosting infrastructure. 

 

  

Figure 19 - Graph View Kubernetes Pod Topology Plus Drill Down with Metrics 

 

Figure 19 above shows one example of the topology graphing possible with the SCN infrastructure and 
orchestration layers as provided by the Weavescope component, in this case it depicts the topology of the 
Kubernetes pods deployed to support the SCN infrastructural and monitoring components. Kubernetes pods 
are logical management groupings of applications within a Kubernetes environment or cluster, usually grouped 
together in terms of their function or purpose. It is possible to click on any of the pods shown in the diagram to 
drill down to get finer grained details on component relationships, performance metrics and resource 
consumption details, in addition to seeing the overall status and health of a pod. This drill down view is shown 
in Figure 19. 

In addition to knowledge graph type views, it is also possible to view the data in other ways such as in table 
format as shown in Figure 20 below: 
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Figure 20 - Table View of Kubernetes Pods Topology 

 

The following two diagrams show screenshots taken from the Elasticsearch monitoring built into the SCN 
infrastructure stack, using its Kibana web based interface, showing Docker Host level metrics. 

 

 

Figure 21 - Overall Docker Host Containers Overview from Elasticsearch Monitoring 

Figure 21 shows a high-level overview of the status of the deployed containers running across all 10 Docker 
Hosts in the environment example. It is also possible to drill down to view the statistics and metrics on a per 
host basis as shown in the following screenshot in Figure 22: 
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Figure 22 - Single Docker Host Containers Overview from Elasticsearch Monitoring 

 

 

It is also possible with Elasticsearch to view data in more granular table format as shown in Figure 23 below: 

 

Figure 23 - Table View of Docker Host Containers Overview from Elasticsearch Monitoring 

 

 

The last two diagrams below show different levels Kubernetes configuration monitoring that is possible using 
Elasticsearch. Whereas the previous screenshots depicted Docker Host/Container level monitoring views and 
metrics, Figure 24 below gives an example of the type of Kubernetes level specific information possible with 
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Elasticsearch starting with high-level information on Kubernetes clusters, nodes, pods and deployments. It is 
then possible for the user to drill down to very specific per component or cluster metrics. An example of such 
an information drill-down can be seen in Figure 25, which shows the next level down in terms of looking at 
monitoring metrics specific to Kubernetes pods. It is possible to go deeper in the information levels, but the 
screenshots provided should be sufficient to show the kind of functionality and visibility that the SCN 
monitoring stack can offer to help maintain the SCN infrastructure and services. 

 

 

Figure 24 - Kubernetes Overview Monitoring Outputs from Elasticsearch Monitoring 

 

 

Figure 25 - Kubernetes Pod Specific Monitoring Outputs from Elasticsearch Monitoring 
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7 SCN Infrastructure and Monitoring Prototype 

At this stage of development, many of the internal components are not yet in a state to be deployed into a 
prototype environment. This section will refer to the infrastructure already in place and some initial test 
deployments of certain components. In addition, it will describe experimental deployments of some of the 
orchestration and monitoring solutions that IBM have performed outside of the prototype environment itself.  

 

7.1 Practical Research 

At the time of writing this document, the various internal components of the SCN are still in development, 
making them unavailable for deployment in an integrated SCN environment. However, to further progress 
research in the orchestration and security problem spaces, a number of experimental deployments were 
carried out in order to assess the merits of different tools and installation types. These are outlined below. 

OpenShift is a Kubernetes cluster that is layered on top of OpenStack but this is aimed more at application 
development environments where it allows application changes to be checked in, built and deployed to a 
Kubernetes cluster automatically. This is beyond the scope of what was needed in SELIS.  

Kubernetes provides functionality for a manual install and requires running a series of scripts and manual 
configuration steps to set up the cluster, the administration dashboard and the plugins that build on the core 
functionality. The manual install is extremely involved and requires a lot of manual steps. In addition, making 
changes after the install proved equally manual and it was decided that in order to use Kubernetes, additional 
orchestration and automation would be required. 

Rancher is a Docker management platform. However, it also automates the deployment of Kubernetes 
clusters. Rancher provides direct access and control of the Kubernetes cluster once it is deployed as well as 
automation for making changes to it after the fact. This is where the focus of the experimental environment 
was aimed. A three-node cluster was created, and some simple containerized applications installed into it. It 
was decided to test the cluster with applications that would likely become part of the SCN platform at some 
point. To that end, initial applications were kube-dns (which will handle the service DNS discovery), 
Prometheus (which handles some basic monitoring for Kubernetes itself), Node.js (which the CLMS node 
management component will leverage), MongoDB (also leveraged by CLMS node management component) 
and Jenkins (which will be a major component for automation and administration. All of the mentioned 
applications were deployed behind load balanced services and in such a way as to scale automatically or 
manually. 

 

7.2 SCN Infrastructure and Monitoring Prototype Deployment  

The goal of the PoC Prototype Deployment was threefold: 

 Provide a resilient infrastructure to support SCN Components with regards to 
o Orchestration 
o Performance 
o Scalability 
o Reliability 
o Certain Security and Data Protection Aspects 

 Provide a resilient monitoring solution for: 
o Infrastructure 
o Orchestration 
o SCN Components 

 Provide Initial Security Frameworks 
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7.2.1 SCN PoC Prototype Subsystem Specifications 

The Prototype Cloud Hosting Environment will be on ICCS’ infrastructure in Athens. The environment is made 
up of 8 physical servers, each with 256GB of RAM and two Intel Xeon 2.2GHz CPUs. Each physical server also 
has four 3TB SATA disks and one 400GB SSD. The internal network is at 10GB/s and the external connection is 
1GB/s. Access to the environment is only available through a VPN. However, this VPN is provided by ICCS to 
protect their own network – it is not to be considered part of the SCN prototype and not considered as part of 
the security design. 

 

7.2.2 SCN Infrastructure Prototype Deployment 

To facilitate these goals, a more detailed architecture plan was required, which is represented in the diagram 
below. This diagram, while still detailed still does not include all elements of the deployment as such a diagram 
would be difficult to read due to the high number of components, sub-components and communication paths. 
However, this diagram does indicate a number of key points: 

 Rancher is deployed on three VMs, as per the high-availability requirements that Rancher lays out, 
ensuring redundancy and availability 

 All three Rancher nodes connect to a standard MySQL database, ensuring that all state data related to 
Rancher is backed up separately from the Rancher cluster. 

 Rancher is used to set up two “environments” each of which will hold a Kubernetes Cluster. One will be 
used for the deployment of monitoring and other tools, and one will be used for individual SCNs and 
their respective internal components. 

 To maintain redundancy and high availability, each Kubernetes cluster has three virtual machines 
dedicated to managing the Kubernetes state database (known as ETCDs) and two virtual machines 
dedicated to orchestration tasks such as scheduling and pod health monitoring (known as Masters). 
This follows the documented and recommended deployment strategy for Kubernetes. 

 The two clusters (Master and ETCD) for each environment are both load balanced by Rancher itself 
using containerised applications that run in Ranchers own internal orchestration systems. 

 Each Environment/Cluster is further divided into multiple namespaces. For the SCN instances, each 
namespace is reserved for one specific SCN, for example Namespace A is for DHL, Namespace B is for 
Sonae and so on. For the monitoring cluster, namespaces can be used to group certain applications 
together (one for ELK, one for data gathering applications, one for Weave Scope etc.). 

 Applications deployed to either environment will likely be group under a “deployment” which is an 
overall schema to describe an application, the containers and components it relies on, how they start, 
and other information such as port numbers, networking, storage, authorisation and more. 

 Within each deployment is at least 2 pods, where each pod represents a single instance of the 
application 

 A deployment is spread across multiple nodes, ensuring that if one node fails, the pod in the remaining 
nodes remains active. 

 Pods communicate within deployments directly, but to communicate across deployments (or 
namespaces) communication goes through services. Each deployment can have one, many or no 
services associated with it.  

 Communication between services and networks outside the cluster are done via Ingress load balancers. 
“Public Access” in this context simply refers to anything not managed by Rancher or Kubernetes. The 
reality is this environment resides behind a VPN and is not accessible via the Internet directly. 
 
 

It is worth noting that there are some elements not shown in this diagram: 
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 There are more than 2 nodes per environment/cluster, and they are not arranged in such a 
restricted “paired” manner. The reality is that Kubernetes will distribute pods and deployments 
across nodes in order to meet the various requirements each deployment has. If it is not possible 
to achieve this with the current number of nodes, it will declare this in the event log and the 
administrator will add more nodes. 

 Each environment/cluster also has a namespace called “kube-system” that contains pods and 
components that Kubernetes itself relies on to manage the cluster. Also, in this namespace are 
some pods that Rancher uses to help manage Kubernetes. These are not shown. 

 Each namespace has a variety of deployments, services, replica sets, daemon sets, pods, config 
maps and secret keys. It is not possible to show them all in the diagram. 

Deployment Process 

The deployment process followed some basic steps: 

1. Prepare the Node – install updates, required libraries, dependencies, applications and Docker. 
2. Install and configure MySQL on a dedicated node 
3. Install and run Rancher on each of the three nodes as per the high availability model by launching 

Docker images manually 
4. Connect Rancher to the MySQL server 
5. Configure Rancher Access Controls 
6. Create Environments in Rancher UI (customised for Kubernetes high availability) 
7. Add nodes to respective Kubernetes environments in Rancher UI and by launching Docker images 

manually on respective nodes. In order to ensure Kubernetes is deployed in high availability mode, 
nodes must be labelled to declare their intended purpose (i.e. compute, orchestration or storage) 
 

At this point, any deployed Kubernetes clusters are empty aside from the internal “kube-system” components 
mentioned earlier. 

Deployment Specifications 

 VM Specs: 
o CPU: 4vCPUs 
o RAM: 8GB 
o Disk: 100GB 

 Ubuntu Version: 5.4.0-6ubuntu 16.04.5 

 Docker Version: 18.02.0-ce 

 Rancher Version: V1.6.14 

 Kubernetes Version: V1.8.5 
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Figure 26 - SCN Deployment Architecture Plan  
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7.2.3 SCN Monitoring Prototype Deployment 

The monitoring deployment falls under two categories: 

 Weave Scope 

 ELK (Elasticsearch, Logstash, Kibana) 

Weave Scope is visibility tool for Kubernetes resources, pods, processes and network traffic within the cluster 
as well as provide an overall topological view of the cluster resources. 

ELK is deployed to do more detailed, customisable monitoring of the everything from the nodes within the 
cluster, pods and processes running on it and applications that will be deployed within the cluster. 

 

Deployment Process 

For all components and sub-components, the deployment process is the same – a combination of 
configurations made using the command line tool to Kubernetes (kubectl) and YAML files. A YAML file is a 
hierarchical markup language file that can be used to define structures, resources and configurations for 
deploying applications to Kubernetes. A single YAML file could contain information defining services, ports, IP 
addresses, Docker images, versions, commands to run, restart and failure policies, pod distribution, resource 
allocation and many more. Elastic (the developers of ELK) and Weaveworks (the developers of Weave Scope) 
provide some basic YAML definitions which were customized and configured with other open source resources 
to perform the deployment. The sample YAML file below shows the simple configuration of the Kibana Service. 
In the file you can see it simply provides some labels and identifiers, specifies the component that the service 
will interface with and what type of traffic and what port will be used. YAML files for deployments and actual 
application components are more detailed and complex. 

 

1 - Sample Yaml File 

 

The configuration of the complete monitoring deployment is thus defined as a set of YAML files residing in a 
simple directory structure. This directory is in turn source controlled in Git ensuring changes to configurations 
are tracked and roll-backs are possible. Kubernetes also allows for roll-backs of some of its more complex 
deployment structures, providing a second layer of protection against problematic configuration changes.  

 

apiVersion: v1 

kind: Service 

metadata: 

   name: kibana 

   labels: 

      component: kibana 

spec: 

   selector: 

      component: kibana 

   ports: 

   - name: http 

     port: 80 

    targetPort: http 
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Componentry 

Each of the monitoring solution deployed have a number of sub-components, which are outlined below. 

 ELK Stack – Version 6.1.2 
o Elasticsearch Client - The interface to the Elasticsearch cluster 
o Elasticsearch Master - The controller for the Elasticsearch cluster 
o Elasticsearch Data – The storage back-end for the Elasticsearch cluster 
o Kibana – The Dashboard Graphical Interface for data stored in Elasticsearch 
o MetricBeats – The data gathering tool that sends system and Kubernetes metrics to 

Elasticsearch 
o Curator – An application to remove outdated indexes (data) from the Elasticsearch cluster 
o Kube-State-Metrics – An add-on to Kubernetes which MetricBeats relies on for Kubernetes 

metrics. 

 Weave Scope – Version 1.7.3 
o Weave Scope Agent – Runs on each node in the Kubernetes cluster, providing access and 

metrics to the application 
o Weave Scope Application – Gathers all the metrics from the agents and provides a GUI 

interface to the user showing topology maps, graphs, metrics and shell access to both nodes 
and containers. 

 

 

Figure 27 - Weave Scope View of ELK 

Figure 27 - Weave Scope View of ELKis an example of the topological view that Weave Scope can provide. In 
this example it shows some of the individual pods that make up the ELK monitoring cluster and how they relate 
to each other. The blue fill area represents the memory usage of that pod. It can be seen that there are two 
master, two client and two data pods that are all part of the Elasticsearch cluster. Each pod is connected all 
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other pods in the cluster. However, Kibana which is the graphing UI front end for Elasticsearch will only connect 
to the cluster via the client pods. It can also be seen that the two data pods are using significantly more 
memory than the rest as they are devoted to the storage of raw monitoring data. 

In addition to the deployed applications, Kubernetes and Rancher automatically deploy some supporting 
applications: 

 Tiller – Runs within the Kubernetes cluster and allows Rancher to control changes and deployments 
within it 

 Kube-dns – Provides a DNS service for pods inside the Kubernetes cluster 

 Grafana & InfluxDB – These run as a combination and provide some basic internal monitoring as used 
by Rancher and Kubernetes. These are integrated into the Rancher UI and the Kubernetes Dashboard. 

 Kubernetes Dashboard – Provides a GUI showing detailed information about the Kubernetes cluster 
including: 

o Namespaces 
o Nodes 
o Volumes 
o Roles 
o Deployments 
o Daemon Sets 
o Pods 
o Replica Sets 
o Services 
o Config Maps 

The table below provides an overview of the ELK and Weave Scope resources within Kubernetes and how they 
relate to each other. Any components related to Kubernetes or Rancher have not been included to keep the list 
to a reasonable size. 

 

Resource 

Type 

Resource Name Location Namespace Dependency Dependency 

Type 

Service weave-scope-app Cluster weave weave-scope-app Deployment 

Deployment weave-scope-app Cluster weave weave-scope-app-

69486999c6 

ReplicaSet 

ReplicaSet weave-scope-app-

69486999c6 

Cluster weave weave-scope-app-

69486999c6-j89dc 

Pod 

Pods weave-scope-app-

69486999c6-j89dc 

Node3 weave n/a n/a 

Daemon-Set weave-scope-agent Cluster weave weave-scope-agent-* Pods 

Pods weave-scope-agent-* All Nodes weave n/a n/a 

Service kibana Cluster elk kibana Deployment 

Service elasticsearch Cluster elk es-client Deployment 

Service elasticsearch-discovery Cluster elk es-client Deployment 

Deployment metricbeat Cluster elk metricbeat-5998c6bfb9 ReplicaSet 
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Deployment kibana Cluster elk kibana-6ffbcb978d ReplicaSet 

Deployment es-data Cluster elk es-data-d7bb4d87 ReplicaSet 

Deployment es-client Cluster elk es-client-dd4cd656 ReplicaSet 

Deployment es-master Cluster elk es-master-ddf685c79 ReplicaSet 

ReplicaSet metricbeat-5998c6bfb9 Cluster elk metricbeat-5998c6bfb9-

9xzc9 

Pods 

ReplicaSet kibana-6ffbcb978d Cluster elk kibana-* Pods 

ReplicaSet es-data-d7bb4d87 Cluster elk es-data-* Pods 

ReplicaSet es-client-dd4cd656 Cluster elk es-client-* Pods 

ReplicaSet es-master-ddf685c79 Cluster elk es-master-* Pods 

Pods metricbeat-5998c6bfb9-

9xzc9 

Node8 elk n/a n/a 

Pods kibana-* Node2 elk n/a n/a 

Pods es-data-* Node8,9 elk n/a n/a 

Pods es-client-* Node8,9 elk n/a n/a 

Pods es-master-* Node3,9 elk n/a n/a 

Daemon Set metricbeat-ds Cluster elk metricbeat-ds-* Pods 

Pods metricbeat-ds-* All Nodes elk n/a n/a 

Job Curator Cluster elk curator-1519344060-

scwzb 

Pods 

Pods curator-1519344060-

scwzb 

Node8 elk n/a n/a 

Table 9 - Monitoring Resources in Kubernetes 

7.2.4 Using the Infrastructure and Monitoring Prototype  

Administration of the Rancher & Kubernetes Clusters 

The administrator accesses and configures the infrastructure through three main interfaces: 

 Rancher User Interface 

 Kubernetes Dashboard 

 Kubectl command line interface. 

The combination of these three tools allows the administrator to see an overview of the deployment and 
resource status as well as make changes to the cluster (via Rancher), to Kubernetes resources (via the 
Kubernetes Dashboard) or to the low-level configuration (via kubectl and YAML files). 

Using the Monitoring Solutions 

Weave Scope is accessed via the browser through a Kubernetes proxy to enable secure access. There is no 
configuration required by the user through the UI, it is simple to browse to the view required and access 
resources or connect to nodes or containers. 
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The UI for the ELK stack is handled by Kibana which is also accessed via the browser through a Kubernetes 
proxy. Kibana is highly configurable and requires some initial setup. It is possible to import some pre-defined 
indices and graphs from Elasticsearch based on the data available, but these must be customized. Each 
component will require a customised dashboard and the SCN as an overall entity will also require one or more 
custom dashboards. 

7.2.5 SCN Infrastructure and Monitoring Prototype Next Steps 

The next steps Infrastructure and Monitoring Prototype require direct interfaces with other work pages within 
SELIS.  For each component that needs to be deployed within the infrastructure, IBM are working with the 
developers of that component to help them define a deployment plan that covers requirements for replication, 
resiliency, storage, configuration and more. These requirements will be defined by the developers in a set of 
YAML files to enable deployment in a similar manner to the monitoring solutions.  As with the component 
development, the definition of the deployment plan will be iterative, becoming more comprehensive as the 
components are further developed and tested. 

In a similar manner, applications deployed within the infrastructure need to be interfaced with the monitoring 
solutions. Through the workshops discussed earlier, initial steps have been taken to understand what metrics 
from individual components require monitoring and how these can be brought together to form a unified 
monitoring overview of and SCN and the SELIS service. IBM is working with developers to help them define 
what metrics are a priority and how they will be extracted from the components and relayed to the monitoring 
infrastructure. 
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8 Summary and Conclusions 

In this deliverable we presented the requirements, decisions, technologies and implementations of solutions 
supporting SELIS Cloud Architecture and Monitoring. We began with an outline of the SELIS vision and how it 
relates to this deliverable, how work here relates to other deliverables and the methodologies used in the work 
presented here. 

We continued by outlining the requirements before us from a Governance, Performance, Scalability and 
Security perspective. These requirements help set the context for decisions made regarding architecture. 

The Governance Section helped set the scope of Governance within SELIS and helped define what it means for 
this project by drawing in examples from living labs. This covered areas such as stakeholders, responsible 
parties, policies, roles and Service Level Agreements.  

The Performance and Scalability provided some background on the subject matter at hand and how these 
areas relate to the context of SELIS and the various architectures, technologies and components within. This 
section outlined some requirements, but also provided some potential solutions including Docker and 
Kubernetes and the means to address the challenges described. 

The Security Section addressed some of the security requirements that relate to SELIS. This section covered 
both good practices and standard technologies as well as discussing some software solutions to address 
specific challenges regarding Identity and Access Management such as, Shibboleth, outlining the benefits and 
how these solutions can integrate into the SELIS Service.  As above, this section outlined a wide range of 
requirements and decisions but also discussed some practical solutions and technologies. 

The Architecture section represents a series of decisions based on a combination of sources; the requirements 
outlined above, requirements as defined by the applications and component developers, the recommendations 
of The Design Team, feedback from the living lab and research on state of the art technologies and existing 
standards. In this section, we showed the rational for choosing the SaaS model and the implications that 
decision had. We also showed some further decisions that were made as a result of this, specifically regarding 
the orchestration and the decision to use Kubernetes, decisions to separates services and areas, and the 
division of what resources can be made available to all SCNs rather than on an individual basis. 

The Monitoring section sets the various contexts that monitoring can fall into and joins these up with the 
architectural decisions and component requirements of SELIS. Within this section, the state of the art 
monitoring tools available at the time are discussed, ultimately resulting in a decision to use Weave Scope and 
the ELK stack. Further discussion is included on how these solutions can be applied to the various monitoring 
contexts that SELIS requires. 

Finally, we included an implementation report detailing the practical work done regarding experimental 
research deployments as well as actual SCN test deployments that bring to life some of the topics discussed in 
this document. 

With the work done in this task we believe we have provided a solid foundation of non-functional designs and 
frameworks that will support the other SELIS components and thus the SELIS vision. 
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