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Executive Summary 
The SELIS platform architecture design document serves as the basis for all further technology and infrastructures 
developments in the project, providing the overall perspective of the SELIS Community Nodes. The technology 
designs presented in this document also bridge business and technical aspects, drawing expertise and resources 
from both the business users’ perspectives and the technology infrastructure specialists and SCN deployed 
applications developers. The work presented herein is the result of a large number of internal discussions of the 
SELIS Design Team that have also been communicated to the consortium where applicable. 

The deliverable includes a detailed specification for the numerous components that comprise the SCN. During 
the previous year, there were significant efforts in both articulating and fine-tuning the Community Node 
componentry, in a way that it is clear to everyone why they are necessary, what they represent, what they are 
capable of and how they communicate with each other. The process reflected on the latest developments in the 
fields of big data and analytics in the open source community, but also considered the cost benefits and the 
intended delivery environment, so to support the SEILIS vision and objectives. As a result, the identified 
“principal” components are represented by the Pub/Sub message broker, the Big Data Analytics engine, the 
Knowledge Graph, the Event Log, the State and KPI Services, the Node Management and the external Adapters.  

Each SELIS Node is intended to run a number of Decision Support applications. The specificity of these 
applications will not be addressed in detail in this document, on the basis that there are dedicated deliverables 
for this purpose which are intentionally addressed in Work Package 7. These applications are the essence of the 
services offered by the SELIS Community Node, as the project’s value lies almost exclusively on the interactions, 
collaborations and user aimed functionalities they enable. The SELIS Applications are exploiting the SCN 
distributed functionality and infrastructural services, being the result of orchestrating the Node Components. 
Hence, they accomplish what is made possible in a cost-efficient and scalable manner by employing the discussed 
core Platform services, which thereby are setting a fertile ground for mutually trusted collaborative workflows, 
optimisation and decision making. 

The deliverable also takes into consideration key requirements commonly found in enterprise applications, such 
as security, performance and scalability. Strategically, the SELIS platform is positioned for subsequent 
commercialisation, hence addressing these aspects is an imperative in order to publish a commercially viable 
and exploitable solution. At the same time, considerable effort was put into delivering an innovative solution for 
the logistics domain. The intended fusing and combining of key SCN componentry aim to address the identified 
integration gap in the transport and logistics supply chain, and represent advancements over and above the 
existing state of the art, with the end goal of triggering a shift towards greener and more interoperable logistics 
transactions in the modern globalized market. It is the intention of the SELIS consortium to protect these 
advancements and associated innovation with minimum 4 patent filings at both EU and US patent offices, in turn 
addressing a fundamental aspect towards a successful commercialisation prospect.  

Looking at the project holistically, this deliverable serves as an important introduction to its technical aspects. It 
is establishing an important baseline supporting upcoming deliverables that will rely on parts of the SCN stack. 
Additionally, it provides an important foundation and correlation between software and business requirements, 
as seen in Work Package 5 regarding specific DSS applications such as workflow optimizations, capacity planning 
or supply chain visibility. Aspects of Work Package 6, especially capacity building and improvement feedback 
systems, are addressed via researching commercial cloud platforms in terms of overall compatibility with the 
SCN infrastructure, including monitoring, elasticity and scalability concerns. Finally, we use a hands-on approach 
to validate the proposed architecture by referencing actual flows from prototyped Living Lab use-cases as 
presented in Work Package 7. Such interactions evidence the importance of the 4.1 deliverable in the context of 
the overall SELIS project. 
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Disclaimer 

The content of the publication herein is the sole responsibility of the publishers and it does not necessarily 
represent the views expressed by the European Commission or its services. 

While the information contained in the documents is believed to be accurate, the authors(s) or any other 
participant in the SELIS consortium make no warranty of any kind with regard to this material including, but not 
limited to the implied warranties of merchantability and fitness for a particular purpose. 

Neither the SELIS Consortium nor any of its members, their officers, employees or agents shall be responsible or 
liable in negligence or otherwise howsoever in respect of any inaccuracy or omission herein. 

Without derogating from the generality of the foregoing neither the SELIS Consortium nor any of its members, 
their officers, employees or agents shall be liable for any direct or indirect or consequential loss or damage 
caused by or arising from any information advice or inaccuracy or omission herein. 

 

Copyright message 

© SELIS Consortium, 2016-2019. This deliverable contains original unpublished work except where clearly 
indicated otherwise. Acknowledgement of previously published material and of the work of others has been 
made through appropriate citation, quotation or both. Reproduction is authorised provided the source is 
acknowledged. 
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 Introduction 

The definition, development and validation of the SELIS Platform Architecture is the result of a collaborative, 
iterative process with input from all technical partners. The involved partners offered their technical expertise in 
all stages of the process, towards the common goal of a modern, robust architecture, based on established 
technologies and open tooling. While this text focuses on delivering the infrastructure for a scalable, modular 
ecosystem of applications, another high priority was the ability to migrate any produced solutions to other 
commercially exploitable cloud platforms. 

The SELIS Platform Architecture began with defining the scope of a single SELIS Community Node, comprising of 
technical components and complete applications, but also describing a multi-node environment that supports 
inter-node collaboration, to accommodate extensive business collaboration scenarios. The deliverable has 
integrated input from the SELIS Living Labs, especially Labs 3 and 5 and utilized the prototyped applications as 
drivers for the developed components with support for the most important aspects of the produced solutions. 
The design decisions described herein were largely influenced by these applications, but were implemented in a 
more generic way that facilitate potential future extensions and good development practices. As such, the 
contents of this deliverable are subject to change until the final version. The commonly agreed purpose of a SELIS 
Node is to facilitate stakeholders who collaborate towards a common goal by employing a specific DSS, but our 
vision extends even further. Ideally, the SELIS Community Node can become an enterprise software platform 
that provides fertile ground for many collaborative scenarios to grow, as long as the required information and 
the underlying business agreements are in place. 

While the SELIS Node architectural structure and communication flows are considered of highest priority, this 
document examines inter-component interfacing and communication inside a single Node, on a technical level, 
and provides some realistic scenarios of multi-tenancy. Looking at the SELIS Node as a potential commercial 
solution/product, we are interested in its growth, adoption rates and other types of metrics that indicate the 
necessity of the project in today’s fragmented world of logistics. On this note, we perform a detailed analysis on 
performance and management requirements, based on common delivery models such as SaaS and PaaS. The 
analysis continues to the bigger picture of SELIS, including monitoring, analytics, availability and security 
guarantees. Each component contained herein has a specific purpose and undertakes limited responsibilities, in 
order to achieve modularity and separation of concerns to the highest possible extent. 

The purpose of this document is to describe and explain the architecture and functionality of the SELIS 
Community Node. To do so, we define “architecture” as the high-level building blocks of the Node and the way 
they are connected. Consider both static and runtime views:  A static view of the architecture shows how the 
building blocks/subsystems are connected to each other but not how they behave when ‘animated’. The runtime 
view shows how these building blocks collaborate to achieve a goal. 

However, in software, the ‘goal’ is always described in terms of a larger system to which the software system is 
embedded. This is especially crucial in multi-tenant systems, where multiple stakeholders share the same 
ecosystem to exchange information, sign off processes and acknowledge updates where privacy and security in 
data delivery is non-negotiable.  

To describe this goal, and therefore the purpose of a SELIS Node as a system and not as a collection of parts, we 
use an Architectural Use Case. The use case is described as architectural because it does not show in detail how 
the user interacts with the system but at a higher level and relative to how the user as an external entity interacts 
with the architectural building blocks. This will also be the way that the document drills down on its contents; 
beginning with the high-level architectural view of abstract, archetypical components that can be orchestrated 
to create secure data flows, towards the functional specification of these components, in a way that individual 
features are outlined without committing to any software implementation. Finally, as each component is 
defined, we focus on its characteristics whether it was developed externally or internally, as part of the project. 
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 Addressing the SELIS Description of Actions 

1.1.1 Task Description 

Decisions made during the design phase of the project’s technical components have a huge impact on the quality 
and the total cost of ownership of cloud hosted applications and services. T4.1 specifies the architecture of a 
SELIS Community Node (SCN), and the overall topology comprising a federation of SCNs. The architecture will be 
verified through a number of stakeholder workshops driven by the LLs, and extended to cover the whole SELIS 
infrastructural requirements. 

Subtasks: 

• ST4.1.1. SCN Conceptual design: Investigate the conceptual foundations for SCN particularly the way it 
addresses unique collaboration/information sharing requirements from the eight communities 

addressed. 

• ST4.1.2. Open Architecture Guidelines: ICCS will lead the definition of the open architecture main 

features based on open source software. The architecture will be using virtualization, and will address 

performance and scalability considering design decisions such as IaaS and a data center with a global 
network (e.g. AWS, Azure, Rackspace, Softlayer, etc.) as possibilities. Alternatively, and based on the 
merits of horizontal and vertical scalability, a multitenant architecture solution based on SaaS is 

considered. This will require less infrastructure to be deployed and better consolidation. 

• ST4.1.3. Detailed Performance and Management Characteristics: Focus is on a managed Data 
Management infrastructure as a design imperative. Capacity Performance and scalability issues with 

respect to overall SELIS Nodes architecture characteristics are analyzed and resolved. Network, speed, 
latency, performance, throughput, bandwidth, acceleration will have to be reasonable consistent 

commodities (in the main), and credible, and guaranteed in SLA terms. Resources Consumption and 
Service Portfolio Support involves, the organization of the IT capabilities, to support on demand services 
in a utility like model and to monitor meter and track resource usage. 

• ST4.1.4 Operational Characteristics of SELIS Nodes: The realization scenario considers that there will be 
a plurality of SELIS nodes comprising a complex stack to keep in sync and maintain. The solution design 

features that SMEs will own/manage their own network of nodes. The SELIS solution will have the ability 
to federate and deploy changes, fixes, patches, improvements etc., and a way for each of the nodes to 

digest these. An impetus for the SELIS solution is that it is "managed" on behalf of the SELIS Nodes users. 

1.1.2 Deliverable Description 

Platform Architecture Design, (a) SELIS Open Architecture & Solution Specification, Services and Components (b) 
detailed performance and management requirements (c) Operational Characteristics of the SELIS Nodes, API 
gateways, event based management, communications support for messaging, data storage components (d) 
support for resources deployment and the cloud, design and deployment options, componentization, 
virtualization (e) monitoring and performance management characteristics. 

Table 1: Deliverable’s adherence to SELIS objectives and Work Plan 

SELIS GA requirements 
Section(s) of present deliverable 

addressing SELIS GA 
Description 

T4.1 Open SELIS Platform 
Architecture 

1.2 Introducing the SELIS Platform 
Vision 

2.1 Architecture Overview 

Section 1.2 makes a first, high-level 
reference to the SELIS Platform, as well 
as the techno-economic landscape that 
led to its architecture, while section 2.1 
defends it in further detail. 
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ST4.1.1 SCN Conceptual 
design 

1.3 Data Governance, Design 
Foundations and Constraints 

Section 1.3 discusses critical design 
patterns and requirements found in 
enterprise applications leading towards 
the architecture proposed herein. 

ST4.1.2 Open 
Architecture Guidelines 

2 SELIS Open Architecture Guidelines 
& Solution Specification, Services 
and Components 

Chapter 2 provides an overview of all 
aspects that compose the SELIS 
Community Node as a system. Beginning 
with the overall architecture, it drills 
down to each individual component on 
both a functional and technical basis. 

ST4.1.3 Detailed 
Performance and 
Management 
Characteristics 

3 Detailed performance and 
management requirements 

Chapter 3 documents how the proposed 
architecture is aligned towards business-
proven clouds platforms from 
deployment to monitoring and scaling. 

ST4.1.4 Operational 
Characteristics of SELIS 
Nodes 

4 Operational Characteristics of the 
SELIS Nodes 

Chapter 4 utilises some examples of 
existing prototype applications, to verify 
and validate the software stack 
described in the deliverable. 

 

 Introducing the SELIS Platform Vision 

The concept of the SELIS Community Node is the brain-child of the project’s technical consortium. It is the 
primary means of achieving the project’s goals to the extent requested by stakeholders and pan-European policy-
enforcing authorities. The targets of digitization, automation, interoperability and eco-friendliness of supply 
chain operations that echo throughout the Living Labs were the driving force behind the technological 
advancements described herein. This chapter visits the concept of the SCN on a high level, focusing on the long-
term vision and system-to-system connectivity. 

SELIS’s unique value proposition is a shared European Logistics Intelligence Information and Collaboration Space, 
that unifies business, technology and capacity across the broader EU Transport and Logistics sector in support of 
green, efficient and profitable T&L. On a technical side, the SELIS digital platform constitutes an ‘out of the box’ 
technology enabling stakeholders in the logistics sector to create and maintain innovative collaborative 
environments referred to as SELIS Community Nodes (SCNs) via sharing resources (i.e. services, APIs, and data) 
including legacy systems. Figure 1 outlines the various components that the Platform offers while highlighting 
how the SCN Tools and the deployed applications enable stakeholders to focus on the actual collaborating 
scenarios, to ultimately achieve high-level goals. 
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Figure 1 High-level SELIS Platform Vision 

 

The following section defines the overall layered approach drawing on the vision document. It defines what each 
layer does at a high level and then describes how collaborative applications can be composed of individual 
components. Analysis is purposefully held on a high-level as all components will be described in detail from 
Section 2 onward. As defined in the vision document, SELIS nodes consist of several layers as shown in Figure 2. 

 

Figure 2 SELIS NODE technology stack and Layers1 

The first layer enables exchange of data between participants and applications within an information space. 
Importantly, this allows data to be collected from heterogeneous sources creating a single data space on the 
cloud, which physically consists of distributed connected data sources. We can define the required functionality 
of this layer as enabling: 

• Exchange of real time events 

                                                           
1 Image retrieved from the SELIS Vision section of Deliverable 1.1: Stakeholder needs analysis -Business Innovation Agenda (Processes & KPIs) 
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• Exchange of documents or large data structures 

• Enforce authorized access to other participant’s databases/web services 

In terms of technical infrastructure this means this first layer needs to provide: 

• Identity authentication system 

• Publish subscribe system for many-to-many communication of events with the ability to restrict who can 
subscribe to what. 

• Single-sign-on authorization system for services or data-sources so that participants can consume each 
other’s APIs. 

The second layer provides the supply chain context needed to understand this data. One can think of this as the 
structural layer where entities from different origins can be aggregated based on common characteristics then 
fused to provide a situational picture. For example, several supply chain events2 could be fused to provide a 
picture of where all goods and assets are. We can define the required functionality of this layer as enabling: 

• Aggregating and Joining temporally separated events. 

• Aggregating and Joining information from different sources (events, databases, services) 

• Saving or sending the results of this aggregation. 

The third layer provides predictive or descriptive analytics. While the previous layer performs low level 
processing. This layer concerns analysis of data content. We can define the required functionality of this layer as 
enabling: 

• Processing and statistical analysis of data.  
o Calculating aggregate statistics 
o Calculating KPIs 
o Fitting models to data 
o Statistical Querying  

In terms of technical infrastructure, the system requires a data processing engine capable of performing 
streaming or batch processing depending on the use-case. However, this will need to be configured with scripts 
and recipes which define: 

• Subset of data to be analyzed  

• Pre-processing, cleanup, format transformation 

• Statistical or ML processing 

• How the results will be exposed 

The fourth layer is a set of services for optimization or decision support and is entirely application specific 
although some services such as schedule, inventory or route optimization may be common. By studying the Living 
Labs’ requirements, the SCN can devise some algorithms or recipes to produce critical metrics measurements. 
This layer contains all measurements that can be offered as part of the core SCN package. 

The fifth and final layer is the application layer which provides actual benefits to end users. The application itself 
could be “invisible”, meaning that it doesn’t provide a user interface but consist of business logic which 
configures the lower layers, for example an information space for linking the back-end systems of multiple actors. 
Such an application might consist of: 

• A service which reads information from an internal system of some party (e.g. an ERP system), filters it, 
transforms the data and publishes it over the connectivity layer.  

• A service which subscribes to both these messages, fuses them and saves them to a database.  

• A service which analyses this data, and conditionally triggers some action.  

                                                           
2 e.g. given a message that states that a consignment is on a vehicle, and a message which states the position of the vehicle where is the consignment?  
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Alternatively, it could have a user interface for example a dashboard which shows performance KPIs. Such an 
application might consist of: 

• Service for big data processing  

• Service for publishing KPIs to all supply chain partners 

• UI which reads from database and displays graphs. 

Thus, it is clear that applications span multiple layers and actors. However, they are composed of smaller 
functions, or “micro-services”, which operate only at the level of a single layer and single actor. The larger 
applications result from the interaction and coordination of such “micro-services”. An abstract diagram of such 
an architecture can be seen in Figure 3. 

 

Figure 3 A microservices architecture 

Example of atomic functions, or “micro-services” can be grouped into types with common characteristics: 

Table 2. Microservices classification table 

Function name What it does 

Data source 

publisher 

• Obtains data from some source e.g. sensor or backend system 

• Transforms the data. 

• Publishes it to an information space.  

Logger 
• Subscribes to some events. 

• Optionally retrieves information from a web service 

• Performs some kind of transformation.  

• Saves the result to a database 

Event fusion/ 

aggregation 

• Subscribes to some events. 

• Joins events with each other or data in a database 

• Publishes the results 

Batch analytics 
• Retrieves data from database 

• Processes data 

• Saves and or generates event 

App

AppData	sources

Data	sources

Node

App

Node

Node

App

App

User	
interface

DB
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Effector 
• Subscribes to some events 

• If a particular event is detected and some condition satisfied. 

• Calls some service e.g. company system. 

User Facing 
• Provides interface to external GUI 

• Sends events to micro-services if requested. 

• Modifies database if requested. 

• Performs queries & calculations if requested 

Management 
• Kills, configures and creates micro services. 

• Creates and destroys information spaces. 

• Provides overview of services running on node. 

Node 

Configuration 

• Define participants 

• Define data schemas & translation rules. 

• Define data sharing rules 

• Define big data recipes 

• Define user facing applications 

 

At this point, it is useful to mention that preprocessing on the stakeholders’ data should be already completed 
in order to justify data validity or compliance with the requirements of the SELIS Platform. All along the SELIS 
Node, there are mechanisms in place that dictate ownership and viewership of the circulated information, 
resulting in completely isolated data access to everyone qualified to do so. Further analysis on the security and 
data access measures can be found under Section 1.3.2. 

 Data Governance, Design Foundations and Constraints 

The SELIS project, initially as a high-level proposition and then as a fully structured project is driven by need for 
innovation in the logistics sector. The market is globalized, successful and its further growth is a matter of 
strategic importance for European stakeholders. These characteristics lead to rising competition, in the form of 
startups or experienced actors who venture in technology to provide the tooling towards a seamless, automated, 
rapid and robust transport network. This economic landscape is one side of the equation however, as digital 
commerce has really taken traditional forms of commerce by storm. Looking at companies like Amazon, eBay, 
Taobao who have grown exponentially in just a few years following the web commerce business models, we 
can’t help but notice that software and internet accessibility has radically changed how people shop nowadays. 
Considering Europe’s priorities towards greener logistics and transportation networks, this becomes a 
considerable opportunity. 

What is still evident from the logistics landscape at this time is that mutually trusted collaboration is still 
problematic.  SELIS’ proposed solution is a platform designed to facilitate logistics workflows and processes in a 
secure, configurable environment. With that said, the development teams carefully studied how logistics 
businesses operate on a technical level, and identified the top priorities in terms of non-functional requirements 
for the produced software to be compatible with enterprise-grade standards. 

1.3.1 Privacy considerations 

If security and privacy were not a concern, the above context would be sufficient to support information sharing. 
However, they naturally are a concern when sensitive data is involved. This section aims to provide a high-level 
view of the privacy and security-related requirements as received by the Living Lab stakeholders and from the 
Design Team members’ experience when building enterprise software. The effort here and throughout the 
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document is to describe the topics as generically as possible since the development specifics will be documented 
in the upcoming deliverables.  

 More specifically:  

(1) Senders should not be able to impersonate another sender. 
(2) Only authorized parties should be able to participate in a space. 
(3) Private 1:1 messaging should be supported. 
(4) Only authorized parties should be able to retrieve information from web services. 
(5) Publishers should have fine grained control over who can subscribe to messages. For example, only 

allowing parties to subscribe to GPS updates about shipments they are party to. 

Security Criteria Possible implementation 

(1) Senders should not be able to 
impersonate another sender. 

Parties should have a public & private key pair. They sign 
messages using their private key. The receiver can use their 
public key to check that the message was signed by the sender 
and not tampered with. This is the standard practice in secure 
environments. Participant key-pairs should be generated 
during the bootstrapping phase and should refer to single 
actors. This means that an application that publishes GPS 
tracking signals would have a different identity than a visibility 
application even if they belong to the same organization. This 
helps guarantee data integrity by always being able to trace the 
origin of any piece of information. 

(2) Only authorized parties should be 
able to participate in a space. 

There needs to be a form of certificate authority or registry 
which links public key identities to the names of parties. 

SELIS Nodes should then also maintain a list of members. This 
leads to the proposition of a “Node key” or the default way of 
encoding data that is available for access throughout the Node. 
If all messages within a space are encrypted with a group key 
then only parties who possess the key will have listening rights. 
Brokers/subscribers can filter based on sender thus discarding 
and ignoring spam events from unknown senders.  

This concept is also known as a Digital Signature, and is highly 
associated with point (1). A matter of importance is the scope 
of these “signatures”, whether they are valid only for the 
purposes of the SCN or for the external environment as well. 
These matters 

(3) Private 1:1 messaging should be 
supported. 

It should be possible to encrypt a message with a public key 
such that only one participant can read it. 

(4) Only authorized parties should be 
able to retrieve information from 
web URLs 

There should be a single sign on system which means that 
parties can use their certificates/private keys to prove their 
identity. 

The service could then implement URL patterns /route level 
security. 
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Security Criteria Possible implementation 

(5) Publishers should have fine grained 
control over who can subscribe to 
messages 

This is handled by the Node Management module. The visibility 
is dictated by the publishers based on written contracts and 
applied by the Node administrator via the Node Management 
module. These can be expressed as: 

Restrictions on subscription predicates for example that party 

x can only subscribe to GPS updates about some set of 

consignments and only within some geographical area. 

Restrictions on exposed APIs for example a KPI dashboard 

would only show carriers details of their own performance 

relative the average performance.  

1.3.2 Secure data sharing in a common ecosystem 

Security is immensely important in collaborative business ecosystems such as the one discussed herein. The 
involved stakeholders are naturally very protective of their data as it might contain valuable information that 
should not be freely shared with their collaborators in the supply chain. Information such as costs, quantities, 
clients, stock quantities etc. is critical intellectual property and can be commercially exploited if it reaches the 
wrong hands. Thus, all developments in the technical stack of the SELIS Community Node should be compliant 
with the security requirements imposed by the existing standards and try to adhere to intellectual property 
regulations implemented by the individual stakeholders. 

Given the complex data flows that might erupt from the SELIS Node usage in real-life scenarios, data security 
should be consistent at all times among software components and human audits. This implies using secure 
encryption algorithms to maintain and guarantee that the only authorized applications, user process consume 
the data. The encryption happens on a system-wide basis by design, and should be initialized during the 
bootstrapping phase. At the time of authoring, in most prototype application technical teams strive to 
communicate only encrypted messages to each other which can be decrypted solely by specific consumers. 

Security specifications in the SELIS Community Node also involve data integrity. Information circulating in the 
node should be “complete” or uniform, in the sense of having as few missing attributes as possible. It is also 
expected that information should not be tampered with, regarding critical values like its origin or owner. This is 
handled at the adapter level, by validating input data as soon as they are received. Compliant data should be 
directly transmitted to the responsible consumers, whereas invalid or partial data should be either transformed 
to a compatible format, or completely discarded. Again, the system’s behaviour regarding this issue is a matter 
of individual Node configuration, negotiable during the bootstrapping phase. 

This paradigm is applied traditionally on all enterprise-grade platforms and applications, so SELIS is designed 
similarly. At this stage, we purposely keep this on a high level of abstraction as the security-related work is still 
at early stages and will be defined further in deliverable 4.2. 
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 SELIS Open Architecture Guidelines & Solution Specification, Services 
and Components 

Under this chapter, we will discuss the items that collectively compose the SELIS Platform, including the 
architecture, the functional and non-functional specifications and finally the individual components in terms of 
characteristics. It was the authors’ intention to gradually elevate the information found herein in terms of 
technical content to enable a comprehensive flow of the document without the need for specialized knowledge. 
As such, the document has been designed to accommodate multiple reader-types of varying degree of technical 
knowledge and experience. 

 Architecture Overview 

 
Figure 4 Abstract SELIS Community Node Architecture 

 

Figure 4 and Figure 5 show two different views of the SELIS Community Node architecture. While the former is 

abstract and will be discussed in the following paragraphs, the latter, which is added here for reference, goes to 

a lower level, displaying actual components and process flows.  
 

As one will appreciate, in looking at Figure 4, the SELIS Community Node is driven by data flows originating from 

groups of participants registered to the platform. They expose “data streams” to the Node, which are produced 

by preconfigured logistics systems. This is made possible via the use of “adapters”, or minimal applications that 

receive and transform information in formats that the platform understands. What follows is a scalable “data 

transportation network”, materialized by the Publish/Subscribe mechanism, which uses the words in its name to 

configure data access. Publishers are network-agnostic emitters of information, meaning that they are unaware 

of what components will receive it. Subscribers on the other hand, are software that require some data to 

operate. The actual flows are mainly configured during the bootstrapping phase but can also occur at other 

important events during the Node’s lifecycle, such as when a participant joins the Node or publishes a new 

service to their collaborative environment. 
  

To validate this approach, we need to verify the integration of these components to the central Pub/Sub 

mechanism. The current configuration service (not shown in the figure), can be considered as part of the CLMS 

service catalogue, and manages the setup and configuration of the connectivity semantics of the message broker 

by mapping them to the existing business semantics (Participants, Services, Events, Agreements). For SELIS, the 
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configuration service will be re-implemented to setup communication pipelines within the Pub/Sub Mechanism. 

To do so, we need to review the configuration process for given use cases as shown in the following example. 

 

Use case: A participant requests access to a service from all available publishers 

1. The Configuration Service (CS) validates the request against the existing Agreements and Services 

2. CS determines the relevant concepts, actions and participants in the form of routing keys 

3. CS creates a Pub/Sub-compatible exchange with the necessary bindings that ultimately generates a route 

for communication between the consumer to the publishers. 

 

To observe the complete topology of the SELIS Community Node, we employ Figure 5 which delves into much 

more detail. It shows and differentiates the Core services of the SELIS Community Node, which includes the Big 

Data calculation engine as well as the State and KPI service, two datastores that serve critical features of the 

Node, reporting its status and delivering real-time or batch metrics. The diagram shows explicitly how these are 

interconnected, employing the Pub/Sub message broker in a way that enables modularity inside but also outside 

the Node. 

Additionally, we see the Knowledge Graph, the Pub/Sub messaging, the Node Management with its subsystems 

as well as the KPI and State Services as discrete components. This is interesting because in the typical scenario 

they will be enabled and present in the Community Node’s topology, but that is not necessary for the system to 

run. Since they all interoperate with clearly defined interfaces, it is easy to be interchanged with different 

implementations that adhere to the specifications. This removes vendor lock-in, and enables the platform to 

naturally evolve towards interoperability, as per its users’ requirements. 

An interesting addition are the two interfaces, the State Service and the KPI Service. While seemingly similar in 

form, they serve very different purposes indicated by their names. They can be considered standard REST APIs 

since they expose processed information to the outside. The former is responsible for transmitting information 

about the Node’s “state”. This means that the consuming application or human can request information about 

a given instance of the Master Data. That could be anything from an agent, a truck or even an order that is 

currently being delivered. By default, the service serves a response that includes the requested object’s 

attributes state at that point in time. Depending on the deployment specifics and the Master Data, it could also 

include certain transient metrics such as the ETA of a truck or the stock level of a SKU. The latter, responds to 

more specific requests, regarding KPIs that have been clearly defined in collaboration with the Node’s 

participants and can be a valuable source of real-time business intelligence to the consumers. 

Moving towards the Node’s exterior, we can envision the adapters and mobile applications that feed from the 

Node, in a compatible way to create a feedback loop. This is critical for measuring the system’s output after it 

has been consumed, including any processing it might have undergone. Monitoring important metrics such as 

system throughput becomes automated, facilitating the development iterations. The SELIS vision also involves 

around optimizing various aspects of the supply chain to align +with the European shift towards greener, 

technology-supported logistics strategies.  

This paragraph aims to cover this just on a surface level, as each component, its purpose and functionality will 

be discussed in detail in the upcoming chapters. 
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Figure 5. SELIS Community Node Architecture in detail 
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 Node Communication Overview 

Based on the project’s Description of Actions, the connectivity throughout the Community Node, at least 
internally, was designated to operate via a Publish/Subscribe system. At first, the sequence of steps towards a 
messaging system that will facilitate this effort was unknown, but after the research delivered under this 
paragraph, a much clearer direction was given. Specifically, this section describes the first SELIS Node layer, the 
communications system as shown in Figure 6. Analyzing it, we also discover that there may be a need to define 
the semantics for each information space in order for applications operating at layer (2) to function. 

 

Figure 6 The SELIS Node Communication overview 

As shown in Figure 6 above, there are three types of communication. 

(1) Real time communication of Events between n participants. An example of this would be all 
participants within a supply chain sharing the position of a vehicle or container. 

• The event source publishes an event.  

• Subscribers subscribe to events matching some topic or other criteria 

• The broker network delivers the event to subscribers. 

The message is restricted to being a flat3 key value structure 

{key1: value, key2: value, key3: value} 

For example, this could be: 

{type:containerlocation, containerId: 78972979235398, timestamp: 2016:10:31:12:42, lat: 0.9, lon:53.1} 

Thus, a subscriber could subscribe to all updates about a specific container. Or alternatively to all updates 
about containers within a defined area e.g. some bounding box defining the limits of a port. 

(2) Large data structures or documents. Not all messages can be converted into flat structures. For 
example, trade documentation may be in PDF form or a serialized object could have many layers of 
information that cannot be embedded upon it. Thus, there would be an event which provides a link to 
a service where the document can be retrieved in the following fashion:  

                                                           
3 Note that the interface could easily support flattening a hierarchical structure to a flat one for broadcast. Further node 

that sender identity is implicitly passed through signing. Also as an implementation detail the ‘space’ ID will probably be 
passed in plain text to allow a broker network operating across multiple spaces to route appropriately. 



D4.1. Open SELIS Platform Architecture Design 

© SELIS, 2016  Page | 22  

{type: invoice, url: supplier12343/invoice/1224} 

(3) The actual document would then be retrievable by going to this URL and providing the correct 
authorization credentials. Document parsing tools are not part of the core SELIS Node, but if the 
information included in the PDF document is required in one of the Node’s operations, an interface 
would have to be developed so that the user can digitize the input. This is a great example of potential 
extensions or future expansions to the SELIS platform.  

(4) Conventional web services. Finally, there may be a need to expose web services in a general sense. For 
example, KPI measurements, or a report with the incidents that happened in the past 24 hours etc. 

Considering the above it is clear that we need some additional things for this model to function. We divide these 
additional aspects into application-semantics and privacy-security aspects and shall shortly consider each in turn.  

2.2.1 Application-semantics 

It is clear that, for an actor to subscribe to an event it needs to know that events of some type exist. Further, to 
make any sense of received events it needs to know the expected structure so that the event can be parsed and 
processed in some way. There is thus a need for there to be a manifest for each room which defines allowable 
messages and the most prominent candidate for this type of operation is the Knowledge Graph. Such a manifest 
should be defined during the bootstrapping phase, but can also be edited during the Node’s lifecycle. It’s scope 
of operation can be either the entire SCN or, a subset where specific agents are configured to collaborate in 
private. 

 

Table 3. Semantics in SCN messages 

Manifest element Description 

Event type identifier A unique string identifier for each event type within a room4. For 
example: 

Identifier Description 

GS1:EPCIS:xxx EPCIS read event 

CSD:GPS:xxx Container security device GPS update 

GS1:TIR:xxx GS1 transport instruction 

 

Version Timestamp for when this event type was defined. For example, if 
message types are updated. 

Message structure 
The elements5 of an event message of a defined type. For example 

                                                           
4 There is no enforcement of uniqueness of identifiers across rooms.  
5 Hierarchical Data structures and arrays could be flattened and delimited with dots and indexes e.g. party.name, 
party.address.street, shipments[1].ID, shipments[2].ID 
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Key Type Meaning6 

ShipmentID Int GS1 standard identifier for shipment 

Lat Decimal Latitude in decimal degrees 

Lon Decimal Longitude in decimal degrees 

Timestamp Int Unix time stamp.  

DeviceID Int UID of CSD device. 

 

 
 

• All messages have to have an Event type identifier field 

• A copy of the manifest should be maintained by each7 node participating in a specific space. 

• All rooms have the following pre-defined events which are required to manage the manifest: 
 
 

Table 4. Event methods on SCN structures 

Event Type Description 

GetManifest(RoomID) Receiver should return a message8 containing the current manifest.  

AddType(Type, Fields) Receivers should either: 

• Add the requested type to the manifest  

=> OK response 

• Refuse to add the requested type to their manifest.  

=> Refusal response 

• Fail with an error  

=> Error response 

 

                                                           
6 For this first version meaning is just a human readable description. For future versions, this could be a reference to some 
standard or ontology element. 
7 The general expectation is that all nodes participating within a given room should have identical manifests. That is the 
manifest defines the messages used for a specific purpose. However, an alternative approach would be for each 
participant to maintain a list of the messages they understand.  
8 This could be concatenated to be a single field within the return message.  
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RemoveType(type) Receivers should either: 

• Remove the requested type to the manifest  

=> TypeAdded response 

• Refuse to remove the requested type to their manifest.  

=> Refusal response 

• Fail with an error  

=> Error response 

TypeAdded(type) Acknowledgement that a Type has been added from the manifest 

TypeDeleted(type) Acknowledgement that a Type has been deleted from the manifest 

Thus, the manifest is a database maintained by each node that defines which messages may be transmitted over 
the information space and thus what subscription criteria there are. For example, knowing that a CSD: GPS:xxx 
event containing the fields ShipmentID, Lat, Lon, Timestamp, DeviceID is declared in the manifest one could listen 
to all CSD:GPS:xxx messages, all messages about a particular shipment, or within a certain area, about a specific 
device, or sent by a particular sender9. 

 Pub-Sub Messaging 

2.3.1 Functionality 

The content-based pub-sub system enables the communication of various participants through simple messages 
which are composed of a list of key-value pairs. 

Participants interested in a certain type of message create a so-called subscription which is essentially a list of 
key-value pairs again however with constraints so that only a subset of messages which are sent through the 
system will be delivered to the participant. A key-value pair can be made of any data type such as simple integers, 
doubles, strings or even blobs, and constraints/operators can be: less than, greater than, equal, substring, prefix, 
postfix which should provide developers the greatest flexibility. Participants that provide data simply push data 
as a publication (list of key value pairs) while participants interested in such data will receive such messages in 
case they match the previously submitted subscription. 

In principle, we can use pub-sub for all communication across the applications. Each application could set a 
specific field indicating the type of message etc. and the receiver issues a simple subscription to receive that type 
of message, i.e., a match for this key-value pair. 

2.3.2 Technologies 

The pub/system comes in two flavors: A light weight variant based on Python and Rust that uses technologies 
such as Flask and Dataset for subscription table persistence, and a full-fledged highly scalable version that uses 
Google Protocol buffers for internal message communication, boost for efficient dissemination of messages 
across the network and several library extensions such as “tcmalloc” for performance improvements. Both 
version have common to provide privacy preserving subscription matching by harnessing Intel’s latest SGX 
technology where sensitive data is only decrypted and processed within secure compartments called enclaves. 
Furthermore, the pub/sub system provides a generic Rest-based interface with secure endpoints accessible 
through https.  

                                                           
9 Since senderID is implicitly sent since messages are signed. 
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2.3.3 Infrastructure Deployment Specification 

To run the pub/sub system, the responsible team have created a Docker image running Ubuntu 14.04. The 
container automatically installs (within itself) all required software components and executes the pub/sub. 
Clients on the outside of the container can interact with the pub/sub system through the interface explained in 
section 1.2.2. 

The current implementation is very lightweight and can be executed on any regular workstations that are able 
to execute Docker containers. However, in future generations of the pub/sub system we expect the recourse 
requirements to increase. 

2.3.4  API Integration Options 

The Pub/Sub offers any easy to integrate REST interface over HTTP: 

Through a provided Docker container, the pub/sub application creates a web-server that listens to the following 
URLs: 

http://127.0.0.1:20000/publish 
http://127.0.0.1:20000/subscribe 

In order to communicate with the pub/sub, HTTP messages with a JSON string as the message body have to be 
send to one of the URLs.  

2.3.5 Publication 

The Pub/Sub application currently accepts two kinds formats for publications: 

1. The ‘raw’ publication contains a JSON-String with key-value pairs. No other limitations apply to this type 
of publication. Internally the pub/sub handles all keys as of type String and relies on built-in type system in the 
JSON message format to derive the type of the value field (e.g. String, Integer, …). It also offers the possibility to 
forward unconverted JSON data to the Pub/Sub.  
2. The ‘defined’ publication follows a defined xml schema to enforce clear definition of types within the 
publication. Additionally, the xml schema can be used to validate publications and subscriptions for conformity 
with the pub/sub application. ‘Defined’ publications are defined by the following JSON-schema: 

{ 
 "title": "Publication", 
 "type": "object", 
 "properties": { 
  "publication":{ 
   "type": "array", 
   "uniqueItems": true, 
   "items": { 
    "type": "object", 
    "properties": { 
     "key" : {   
      "type": "string" 
     }, 
    "value" : { 
      "type": "string" 
   }, 
     "type": { 
      "type": "string", 
      "enum": [ 
       "int", 
      "double", 
      "boolean", 
      "string" 
     ] 
     } 
    } 
   }  
  } 
 } 

http://127.0.0.1:20000/publish
http://127.0.0.1:20000/subscribe
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} 

 

2.3.6 Subscription 

Subscription for the pub/sub application need to comply with the following XML-schema: 

{ 
 "title": "Subscription", 
 "type": "object", 
 "properties": { 

"authHash" : { "type" : "string" }, 
"subscriptionId" : { "type" : "string" }, 

  "data":{ 
   "type": "array", 
   "uniqueItems": true, 
  "items": { 
     
   "type": "object", 
   "properties": { 
    "key" : { 
     "type": "string" 
    }, 
    "value" : { 
     "type": "string" 
    }, 
    "type": { 
     "type": "string", 
     "enum": [ 
      "int", 
     "double", 
     "boolean", 
     "string" 
    ] 
    }, 
    "op" : { 
   "type": "string", 
   "enum": [ 
   "eq", 
   "lt", 
   "gt", 
   "lq", 
   "ge", 
   "ne", 
   "ss" 
   ] 
   } 
   } 
   } 
  }  
 } 
} 

  

2.3.7 Subscription restrictions 

The publish subscribe system shall be able to determine what events a subscriber with defined credentials is 
permitted to subscribe to, based on the union of policy restrictions defined by the publisher of the event type 
and the node administrator. These restrictions will be enforced by message brokers within a trusted execution 
environment. These take the form similar to the schema defined above for subscriptions but this is enforced as 
a pre-filter for each identified or anonymous subscriber. For example, some entity might only be allowed to 
receive position updates within some defined location or be able to subscribe to IDs beginning with some prefix. 

2.3.8 Examples 

Considering this example JSON string for a defined publication: 

{"publication": 
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 [ {"key":"lat", "val":20, "type":"int"}, 
 {"key":"lon", "val":10, "type":"int"} ] 
} 

 

A publication is an array of key-value-type triplets, in which keys and values are simple strings. The field 'type' 
defines the interpretation of the value. The JSON schema currently defines the types: “int”, “double”, “boolean”, 
and “string”. 

The following JSON string contains a subscription: 

{"authHash":"clientIdHash1", 
"subscriptionId":"subbed", 
"data" : 
[{"key": "lat", "val": 14, "type": "int", "op": "gt"}, 
{"key": "lon", "val": 53, "type": "int", "op": "lt"}] 
} 

  

The first two fields a used to identify the subscriber and its subscription. The array "data" holds tuples that form 
the constraints of the subscription. This follows the same approach as the publications but subscriptions 
additionally have an operator, e.g. less-than (lt). 

Therefore, the subscription above is equal to: 

 "lat > 14 && lon < 53" 

The depicted interface to the pub/sub could easily be utilized using Linux' Curl: 

  

 To publish: 

curl -H "Content-Type: application/json" -d '{"publication":[ {"key" :"lat","val":20,"type":"int"}, 

{"key":"lon","val":10 ,"type":"int" }]}' http://127.0.0.1:20000/publish 

 To subscribe: 

curl –v -H "Content-Type: application/json" -d '{"authHash":"clientIdHash1", "subscriptionId":"subId", 

"data":[{"key":"lat","val":14,"type":"int","op":"gt"}, {"key":"lon","val":53,"type":"int","op":"lt"}]}' 

http://127.0.0.1:20000/subscribe 

Upon a successful subscription, the pub/sub replies with a port number to which the subscriber can connect to 
for receiving matched publications. This means that a subscriber has to send a subscription first and then connect 
to the pub/sub again for receiving the matched publications: 

curl -v -H "Content-Type: application/json" -d '{"authHash": "clientIdHash1"}' http://127.0.0.1:20001/ 

In order to create custom publication or subscription that can be used with the pub/sub, we recommend the 
following page: 

http://jeremydorn.com/json-editor/ 

 Big Data Analytics  

In this section, we outline the envisioned Big Data Analytics Component (BDA) Architecture. We describe its main 
architectural components, namely the Streaming Processing Engine, the Batch Processing Engine and the BDA 
Raw Datastore. We identify BDA’s place inside the entire SCN architecture and we detect the main SCN 
components that need to interact with it, namely the state service, the pub sub and the KPI service. We present 
some representative workflows that depict the series of actions that need to be performed between these 
components in order to: a) bootstrap a new BDA instance, b) perform a streaming calculation and c) perform a 
batch calculation. We finally conclude with a discussion on BDA’s connectivity with external modules through a 
streaming and a RESTful approach. 

http://jeremydorn.com/json-editor/
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2.4.1 Component Architecture 

Here, we provide the architecture of the Big Data Analytics component (BDA) along with its interactions with the 
external modules of the SCN.The BDA component is developed based on the ‘lambda’ architecture10 which is a 
high-performance fault-tolerant architecture for processing large amounts of data (Big Data). In particular, this 
architecture is designed to provide both batch and real-time processing, and a serving layer for responding to 
queries. Following this approach our system consists of two separate sub-systems as shown in Figure 7:  

a) The Streaming Engine that will perform real-time computations on live data received from network 
streams. 

b) The Batch Engine that will periodically execute calculations on saved historical data. 

The two engines will be based on distributed and scalable Big Data frameworks from state of the art ecosystems 
including Apache Hadoop11 and Apache Spark12 to achieve both high-speed processing and fault-tolerance. Each 
engine will include the streaming/batch SELIS Recipes that will be developed taking into account the 
requirements of each use case to provide the required processing functionalities. The Recipes themselves will 
include parallelized analytics and machine learning algorithms.  

The BDA component will also include a BDA Datastore that will contain both real-time along with 
historical/ingested data that will be used to perform the necessary calculations. 

The results of the two processing engines will be available through two services, the KPI service and the State 
service. In the next two subsections, we describe in detail each processing engine’s functionality, input and 
output. 

                                                           
10 http://lambda-architecture.net/ 
11 http://hadoop.apache.org/ 
12 https://spark.apache.org/ 
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Figure 7 Big Data Analytics Component Architecture 

2.4.2 Streaming Engine 

The Streaming Engine will be used to ‘listen’ to incoming events from various data streams that will be delivered 
through the Pub/Sub mechanism (described in Section 2.3) and perform some action upon an event arrival. It 
will be responsible for performing two different things: 

1) Extract variables representing the current state of the supply chain (e.g. business events/transactions 
between various stakeholders, stock levels, positions of vehicles, orders, weather, traffic, etc.) from the 
input data streams and store them in the BDA Datastore. In this way, the incoming real-time events will 
be persisted to the Datastore as soon as they are received. 

2) Execute recipes that will calculate some predicted variables (e.g. future orders and stock levels, vehicle 
recommendations, ETAs, etc.) using open-source Machine Learning (ML) libraries that will build and 
query respective models. The execution of a specific Streaming Recipe will be automatically triggered by 
the arrival of a specific event type, for example ‘recalculate ETA if a new vehicle position is received’. The 
calculated variables are related to the current state and will then be published as new events to the 
Pub/Sub for all subscribed sub-systems to consume (e.g. the State service). Based on the predictions 
made, useful real-time alerts will also be published to the Pub/Sub when it is required (e.g. the vehicle 
arrival will be delayed 1 hour) to be received by the users’ DSS applications.  

Regarding the real-time processing functionality, there is also the capability to maintain time-windows of data in 
memory and execute more rarely the Streaming Recipes, for example keep last hour of received events in memory 
and execute every hour the Streaming Recipes on this batch of events. In this way, the capability to execute fast 
analytics on some recently received events can also be provided and can be used to even calculate some user-
defined KPIs (such as a vehicle’s load factor, etc.). 
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The execution of a Streaming Recipe that includes an ML algorithm requires of course an ML model that is trained 
with historical data to exist, which will use as input only the received event and will output the prediction. More 
information regarding the model’s creation is given in the next section.  

2.4.3 Batch Engine 

The Batch Engine will be used to periodically execute recipes that will calculate the KPIs specified from the use 
cases for the entire supply chain actors (e.g. average on-time deliveries, CO2 emissions, average vehicle load 
factors, etc.). These recipes include various analytics algorithms that will use as input the data stored in the BDA 
Datastore (all or a part of it - for example last month’s records, or analytics for a specific entity, such as a railway, 
a specific factory, etc.) - depending on the requirements of the use case and the exact KPI definition during BDA 
bootstrapping – see Section 2.4.5.1) and will calculate the required KPIs. Due to the typically increased data input 
size these for this kind of analysis these recipes involve heavy and time-consuming computations, which is the 
reason why the real-time processing engine cannot handle them. The execution of a Batch Recipe will therefore 
be triggered periodically according to the use case scenario and the calculated KPI values will be stored in the KPI 
Datastore according to a well predefined schema. 

Finally, the Batch Engine will be used to periodically update the ML models used by the Streaming Engine 
considering all historical data for the training process. 

2.4.4 Datastore 

The BDA Raw Datastore is the part of the BDA component where every piece of initially ingested and real-time 
collected data is located. It can be represented with the star schema13 visualized in Figure 8. A star schema 
approach, a typical methodology in business intelligence solutions and data warehousing, should do with the 
way data is efficiently stored (i.e., data schema) to support complex analytics. It consists of a “central” table 
called “fact table” that captures a company’s operations in the form, for instance, of events (i.e., sales in the case 
of a retailer, delivery orders and proof of delivery events in the case of a 3PL entity, etc.) which are usually 
“appended” at the end of the table and of other “smaller” tables called dimensions that relate to the fact table 
and contain further static information about participating entities. In the SELIS case, the fact table plays a very 
important role for performing all the necessary big data calculations and we will refer to this table as “Event 
Log”, since it can be considered as a “Log” file that captures “Events”. 

More specifically, we consider the following different table types:  

 

 

 

                                                           
13 http://gkmc.utah.edu/ebis_class/2003s/Oracle/DMB26/A73318/schemas.htm 

Figure 8 BDA Datastore Star schema 



D4.1. Open SELIS Platform Architecture Design 

© SELIS, 2016  Page | 31  

• Entities: These tables are used to describe structural parts of the SCN. It is actually the Master Data of each 
use case and it is not expected to change very frequently, i.e., it is considered quite “static” and immutable 
information. The entities data will be created with information from the “State Service” as described in the 
bootstrapping workflow in Section Bootstrapping/Initialization workflow2.4.5.1. In essence, it contains 
information about the key business entities/players of each SCN. For better understanding of the entity 
tables, some entity examples are provided: 

◦ Factory/Warehouse: It is an entity containing information about the factories of a supplier. For instance, 
their location, their names, their capacity, etc., namely all the information that exactly defines a specific 
factory.  

◦ Fleet: It is an entity containing information about the vehicles, etc. are used to perform a specific delivery. 
This information can contain for instance, information about specific trucks (engine type, maximum load, 
licence plate number, etc.) trains (train number, lines it crosses, engine type, etc.). 

It is important to mention that each entity might be related with another in the above diagram. 
 

• Event Log: It is the main part of the data store and the place where events related to the entities are 
stored. Events include each change referring to entities, as, for instance, the current location of the 
package as provided by a GPS system, the location of a specific train or truck, etc. Every business event 
(i.e., message) that is captured by the BDA component through the Pub Sub mechanism will be stored 
as one or more rows in the Event Log Table.  Each event in the Event Log table relates to one or more 
entities, thus creating a star schema approach. The event log will collect all incoming messages. Events 
can contain delivery notifications, GPS locations, etc. The exact schema of the Event Log will be extracted 
during the bootstrapping process described in Section 2.4.5.1.  
 

Table Data Population 
These two types of tables are populated in two different kinds of ways: 

• Entity tables: These tables are populated in the initialization of the BDA component. This procedure is 
thoroughly described in the section 2.4.5.2. 

• Event Log tables: This table is populated in a streaming way, each time a new event/message, etc. has 
been detected. The procedure is thoroughly described in section 2.4.5.3. 
It must be clear that the Entity tables are populated at most in the initialization step, where the Event 
Log table is constantly populated through time, since events are emerging throughout the operation 
time of the BDA component through the pub sub component.  
 

For further understanding of the choice of this schema, the reasons which led to it are presented below.  
1. Generic Schema: As it is a generic schema, it could be adjusted to each type of data provided by any 

living lab. Entity tables can be used to describe a basic role presented by a LL, while at the same time 
different type of events can emerge. This makes the store compatible with each use case. It is important 
that both the entities and the message types are identified at the beginning and provided in the BDA 
bootstrapping in a clear and well-defined manner, e.g. In the form of an ontology or in the form of well-
defined data endpoints. 

2. Easy access to data: By distinguishing data in the two main categories mentioned above, it is much easier 
to access the right data more effectively. For example, to perform streaming computations, it is 
straightforward that the related data will be located in the Event Log table, as it will be described in 
Section 2.7. 
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2.4.5 Workflows 

 Bootstrapping/Initialization workflow 

Prior to deploying the SCN, the SCN Administrator must provide specific configuration options in order to 
customize it and enable the aspects of the system that best suit the particular case the SCN is deployed for. The 
following configuration options must be set: 

1. The master data of the node must be set. The SCN Administrator needs to define both the schema and 
the initial data of the SCN. The schema represents the number and types of entities that comprise the 
Datastore, as discussed previously in Section 2.4.4. Upon the schema creation, the SCN Administrator 
will populate the tables with the available data (if any). 

2. The schema of the messages consumed by the pub sub will be defined. Obviously, the schema of the 
messages inherently relates to the aforementioned master data schema. Upon the schema definition, 
the schema will be able to consume and store the incoming events. 

3. Finally, the SCN Administrator will select the SELIS Recipes to be supported, executed either periodically 
or in an online fashion, based on a pre-compiled SELIS Recipes list that will be shipped with the SCN. 
These recipes will be responsible for the KPI calculation, Event identification etc.  

4. The SCN Administrator will also configure the Authentication mechanism (both user-based and service-
based) and monitoring the health of the system.  

It must be emphasized that the configuration step is vital for the SCN’s operation as it dictates which capabilities 
are supported by the SCN and the decisions made during this step seriously affect both the SCN’s accuracy (e.g., 
which recipes are more suitable for a given use case) and performance. 

 Batch Processing Workflow 

The Batch Recipes will be triggered periodically based on the user scenarios as we previously mentioned. The 
steps in order to calculate an updated KPI value are shown with the red numbers in Figure 9 and are the following: 

1) Read from the BDA Datastore specific fields used by the Recipe’s algorithm. If the analytics algorithm 
performs some statistical analysis on the records received during the last month an arbitrary number of 
rows will be selected. 

2) Execute the SELIS recipe in the distributed Batch execution engine. 
3) Save the result in the KPI Datastore. 
4) The result will be available through the KPI service by a REST call and/or published to the Pub/Sub. 
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Figure 9 Batch processing workflow 

 Streaming Processing Workflow 

The Streaming Engine’s execution workflow is shown in Figure 10. The procedure is the following: 

1) When a new event is sent through the Pub/Sub the Streaming Engine as a subscriber receives it. 
2) The event’s data will be saved in the BDA Datastore (more specifically in the Event Log table). 
3) The type of event received will trigger the execution of specific recipes in the distributed streaming 

engine. 
4) The calculated values/variables (i.e., predictions that come from the Machine Learning Module or 

calculations that come from the analytics engine) will be published to the Pub/Sub as well as any alerts 
that need to be sent. 
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Figure 10 Streaming processing workflow 

2.4.6 Connectivity 

As it is described in the previous sections, the BDA component is responsible for processing available data using 
SELIS recipes either in a batch or a streaming way. Therefore, it is crucial to examine how data is ingested in the 
BDA system and how analytics are extracted from it. The two basic ways to communicate with the BDA 
component are through the PUB/SUB mechanism, which can be used both as an input and an output from the 
BDA component, and a REST API, which can be used as an alternative way to extract KPIs.  

 Connectivity through the PUB/SUB mechanism 

The PUB/SUB mechanism can be used both as an input and an output for the BDA component as mentioned 
above.  

• PUB/SUB as input to the BDA component: To use the PUB/SUB as an input mechanism the BDA 
component is subscribed to it for events. These events can be identified as messages with a specific 
predefined key format. Therefore, each time such an event arrives, it will be added to the event log of 
the data store and will be used to populate the star-schema data store. As a next step, the corresponding 
SELIS recipes will be performed, such as an ETA or CO2 calculation in the case of KPIs.  

• PUB/SUB as output from the BDA datastore: As an output, every time the BDA component utilizes a 
SELIS recipe, it publishes at the PUB/SUB a JSON message that contains this information. For example, if 
the BDA component computed the ETA for a truck with id 123 responsible for the order with id 789, it 
will publish a JSON of the following format through the PUB/SUB. 
  { 

   "truck_id": 123, 

   "order_id": 789, 

   "eta": <ETA value computed> 

  } 
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The above critical data will be wrapped through a larger JSON of the following format: 

  {  

   "publication" :  

    [{  

     "key" : "topic",  

     "val" : "truck_eta",  

     "type" : "string" 

    },{  

     "key": "truck_eta",  

     "type": "string",  

     "val": 789 

    },{ 

     "key":"payload", 

     "val": <JSON message response>,  

     "type" : "string" 

    }]  

  } 

The above general publication message contains all the necessary information for any receiver to understand 
the type of data they receive. In the above example, the receiver is aware that he gets an ETA value for the truck 
responsible for the order with id 789. The value of the payload section of the JSON message is the JSON described 
earlier, containing the data exported from the BDA component.  

Through the PUB/SUB the KPIs and the analytics performed are pushed to the State or KPI Service. 

 Connectivity through REST API 

To extract KPIs computed from the BDA component, a REST API is created to extract them from the KPI service, 
where they are pushed after their computations. This can be used by any application that wants to extract data 
and the results of the SELIS recipes used on them.  

• Description:  

Applications should perform REST calls to a server-side environment to retrieve whatever is needed. This 
environment is designed to support many concurrent REST calls from different applications and there is 
also a load balancer provided to ensure that the requests calls are distributed in an appropriate way 
among the available servers. There is a predefined way of performing a REST call to the server-side 
environment. An application should provide some information to the server-side through the URI to 
receive the appropriate data. The URIs are predefined and constructed through the first ingestion of a 
living lab’s data. When an application hits a specific URI, the load balancer assigns the request to a server 
which will access the datastore to response with the appropriate data in a JSON format.  

• Examples: 

 For a specific LL, one could receive all the available URIs by performing the following REST call. 
http://<serverIP>/<LL_ID>/list 

After having received all the available URIs for this LL, one could receive any KPI from the KPI service. 
Therefore, some examples are provided in order to demonstrate the usage of the REST API. An illustrative 
example would be to retrieve the ETA of a truck delivering goods to its destination and the CO2 emissions 
of this truck. In case the specific truck is identified by the id 123, the corresponding URIs would be the 
following.  

http://<serverIP>/<LL_ID>/kpi/eta/123 

http://<serverIP>/<LL_ID>/kpi/co2/123 

In each one of the examples illustrated above, the server will respond with a JSON file which will include 
all the information needed from the application. The format of the response is as it is demonstrated 
below for the case of the ETA. 
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   { 

    “kpi”: “eta”, 

    “truck_id”: 123, 

    “eta”: <ETA value computed> 

   } 

2.4.7 Functionality 

In Figure 11 Big Data Analytics Layered Architecture, we depict the envisioned architecture of the Big Data 
Analytics and Machine Learning Component. We distinguish the following five layers, moving from lower level 
cloud infrastructure to higher level SELIS tools. 

 
Figure 11 Big Data Analytics Layered Architecture 

a) Cloud Infrastructure: This layer contains computational and storage resources materialized in the form of 
either physical or virtual machines (VMs) along with the necessary scripts to launch them in the supported clouds 
(in the case of VMs). The images will contain the OS software, networking setup, etc. 

b) Datastores: This layer contains the datastores that contain organizational data. Since SELIS data can be in 
multiple formats (structured/semi structured/relational/graphs, etc.) and have various access patterns 
(analytical queries, transactional support, batch execution, real-time responses, etc.) a number of different data 
stores will be installed. Candidate data stores are HDFS, HBase and Neo4J. The data stores will be installed on 
top of the SELIS cloud infrastructure. Data can live in more than one datastores, according to the applications’ 
requirements. The necessary data transformation tasks among different datastores will be implemented. 
Respective APIs to allow raw data input will be offered. 

c) Execution Engines: This layer contains the installed execution engines that will execute higher level SELIS 
queries. The engines consist of a scheduler that maps execution tasks to machines and the runtimes that execute 
the code on the respective data. The execution engines will be using the underlying datastores as I/O endpoints. 
Supported engines will be Hadoop’s MapReduce and Spark. APIs to enable direct MapReduce or Spark execution 
will be offered. 

Cloud Infrastructure

SELIS Big Data Analytics Node

Data Stores

Libraries (MLlib, Mahout, Hive, etc.) 

Execution Engines (MapReduce/Spark)

SELIS Recipes
API

API

API

API



D4.1. Open SELIS Platform Architecture Design 

© SELIS, 2016  Page | 37  

d) Libraries: This layer contains all the necessary implementations of existing open-source libraries that perform 
higher level computations on the saved data. Each library translates the execution into either MapReduce or 
Spark code to be executed using the lower level engines.  

e) SELIS Recipes: This layer contains all the custom scripts and recipes that will be developed according to the 
respective use cases. This layer will utilize existing implementations from the underlying library level and 
combine them into recipes that will have a clear API offered to higher level SELIS applications. 

2.4.8 Technologies 

The Big Data Analytics and Machine Learning Component will heavily utilize the Hadoop ecosystem and its 
submodules: HDFS, Hadoop v2 (YARN) and Apache Spark for the execution of in-memory computation algorithms 
and streaming algorithms. Algorithms will come from Spark’s Machine Learning library (i.e., MLLib) or from other 
sources like, for example, Apache Mahout. Data storage according to the data format may be done in either plain 
HDFS or HBase for structured/semi structured data and according to the algorithm requirements. Analytical 
access to data (i.e., structured queries) may be performed using SparkSQL or another library such as Apache 
Phoenix or Apache Hive. The master and slave nodes needed for those resources will be packaged into Docker 
images, ready to be deployed into a Docker cluster. 

2.4.9 Infrastructure Deployment Specification 

The Big Data Analytics and Machine Learning Component will be offered as a Docker container that will include 
the necessary software. The software will include specific distributions (for instance, Apache or Cloudera 
distributions) and version numbers of the selected big data systems. SELIS node owners will have the opportunity 
to define: 

a) The exact software that will be utilized by selecting to launch only the required services (for instance, 
launch either Apache Hive or Spark SQL) 

b) The hardware configuration that will be used to host the necessary services and data. Users will 
define the cluster multiplicity (i.e., the number and type of launched Docker containers). 

The goal of the technology definition (software versions and distributions) is to support the equivalent big data 
technologies of the commercial cloud vendor that will be selected.  

 Node Management 

The SELIS Node Management module is the main provider of authorization and configuration in the SELIS 
platform. It is one of the most complex software packaged in the SELIS platform due to its multitude of 
responsibilities and underlying logic. The component is responsible for defining the domain of SELIS applications, 
orchestrating data flows, authorizing participants, listing available services, and configuring the messaging 
throughout the Platform but also in the individual SCNs as well. 

2.5.1 Functionality 

On a functional level, the Node Management handles all the meta-data that describe the topology of an SCN or 
a group of SCNs. On a high level, this includes the principal entities of each SCN, specifically, the stakeholders or 
Participants connected to the SCN, the Services, Resources and Events that these Participants provide to the 
common collaborative space and the Agreements between Participants that describe the rules of data sharing 
and service access. Business agreements are essentially synonymous to authorization and orchestration schemes 
between Node collaborators but also applications. 
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Figure 12 Node Management 

Figure 12 displays the core components composing the Node Management. To the left, we see the various types 
of Repositories storing critical information about the state and business semantics of the node. These 
repositories can be initialized during Node creation but can also be updated during its lifecycle. The Node 
Management module is, therefore, responsible for handling all this information including its changes and 
“translating” them to technical requirements or configuration changes, ultimately altering the state of the Node.  

This is achieved via the Ecosystem monitoring service. This is essentially a module that subscribes, as supported 
by the Pub/Sub system, to specific events as they occur in the node, such as new participants entrance, the 
signing of new business agreements etc. which dictate the Node’s configuration and overall state. Upon being 
notified of said events, it handles them by using semantics understood by the Configuration Service and 
effectively, the collaboration platform itself. 

The Repositories’ contents can be visualized using a lightweight web application, provided as part of the Node 
Management module. The frontend Web Application is responsible for the management and monitoring of a 
Node by a Community Manager. It is used to manage its basic components, the Participants, the consumed and 
exposed Services/ Events and the agreements that depict the rules that govern the communication and 
interaction between the parties. 

Node Management also handles the authorization of each system that exists in the node. By employing a 
complete Role-Permission scheme, as made available in established authentication providers, such as WSO214 
and IdentityServer415. These providers implement well known authentication schemes, such as OpenID and 
OAuth, and encapsulate user and participants’ credentials. 

The Participant Repository is considered as a data store that holds Participants’ information and CRUD 
functionality over the data.  

The Service Registry contains the meta-data for services registered by the Participants through the Node 
Management, along with any rules regarding the exposed services. 

The Agreement Repository holds information regarding an agreement between two Participants. The 
Administrator of the Node Management creates such an agreement to set the communication principles that 
will rule their exchange of services. An Agreement is established between a Participant who consumes a service 
and other Participants who offer the requested service within the Node. 

                                                           
14 http://wso2.com/identity-and-access-management 
15 https://github.com/IdentityServer/IdentityServer4 
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The Repository of Events holds data of the exposed/shared significant business states and updates within the 
logistics workflows. An Event is bound to a Concept, an Action, it can be published and associated to a participant 
while its visibility is regulated by the established agreements. 

The Configuration Service provides two main functionalities: 

• Establish and maintain service topology (create services, services providers, services consumers) 

• Provide the necessary info to clients to use these services. 

Basically, the Configuration Service facilitates the setting of data concerning the exchange of service such as: 

• Register a service  

• Consume services and  

• Define agreements 

The Monitoring Service is a middleware for the synchronization and correct interpretation of data throughout 
the Node. Every message that reflects a change in the state of the system is transmitted directly to the monitoring 
service for logging purposes but also for the first transformation level of the semantics to Configuration 
semantics.  

2.5.2 Interfacing Options 

The Node Management module implements multiple types of interfacing with its environment, or the remaining 

SCN modules. At a primary level, it is connected to the Pub/Sub system as a subscriber that is notified of all kinds 

of management-related events and operations, as described previously. Upon successful interpretation of an 

event, given its context, it notifies the Configuration service, using the respective semantics. 

Simultaneously, it can interface with humans via the web interface which exposes the underlying REST API, able 

to manage Participants, Events, Agreements and Services.  

2.5.3 Technologies 

The Configuration Service is a Java web application.  

All the repositories described below are implemented as web applications using MongoDB as the datasource, 

Express.js and Node.js on the backend and application level. 

The Node Management frontend consists only of HTML/ JS/ CSS, using  

• Angular,  

• jQuery,  

• TypeScript and 

• Less, 

having an nginx web server delivering the content. 

 Knowledge Graph 

The use case we consider in this report concerns a frequent business process of logistics service providers such 
as freight forwarders where some cargo (e.g. a container) must be transported to a destination using multiple 
service providers. 

This is known as Gateway transport i.e. where container uses more than one train to arrive to destination. For 
instance, a container may be transported by train from Koper to Ljubljana and by a different train from Ljubljana 
to München. This gateway instance has 2 legs but there can be up to 5 or even 6 legs involved. So, there are 
starting terminal (station), intermediate terminals and final terminal. A container can travel to same destination 
several times but with different departure date. 

The above description of the gateway process is captured in the Knowledge Graph as shown in Figure 13. 
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Figure 13 Segment of a KG for a rail network used by freight services. 

As seen in Figure 13, every significant entity in the SELIS node must be represented in the Knowledge Graph and 
not be assumed or inferred. The Knowledge Graph does not assign any semantic meanings to the entities, 
relationships and their properties. (Although such semantic meaning is provided by the node participants when 
they agree on the names and labels to use for the nodes and edges in the Knowledge Graph). Properties of nodes 
and relationships are explained in a following section. 

Note: A KG is not a physical representation of a network such as a transportation network. KG optimizes for 
retrieval efficiency (read) rather than update (write, delete), efficiency, as master data evolve slowly compared 
to transactional data). 

A KG explicitly models all meaningful relationships between entities. For example, service 321 is the return leg 
of Service 123. Direct access rather than more time-consuming inference of such relationships is essential for 
analytics functions (e.g. predictions) where performance guarantees are required. 

 

2.6.1 Knowledge Graph Implementation 

The KG can be implemented using a graph supporting data management system such as a graph database.  
Alternatively, a graph data structure implemented in a programming language can be utilized. The KG is 
instantiated and managed by a dedicated process that is part of the container where the KG is deployed. A setup 
of additional processes such as Java VM or Erlang VMs for example will be additionally required. The KG exposes 
an API to other SELIS node subsystems. 

A sample implementation approach of the KG is shown below.  A script can read a suitably formatted (e.g. csv) 
file with information about the nodes and properties and executed to generate the above KG. The process that 
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creates the KG is part of a process supervision that manages and provides access to the KG via an API 
(documented in Deliverable 4.6). 

createKG()->KG=digraph:new(),  

add_edge(add_vertex(KG, uic443515, ‘Koper’),  

add_vertex(KG, uic42204, ‘Lubljana’),  ‘Railsegment Koper-Lubjlana’) 

2.6.2 Properties of Nodes and relationships 

With each node and relationship there is a number of associated properties. Such properties are also part of 
master data.  Usually such properties are imported from the master data management systems of the participant 
organizations. However, in the context of SELIS node we do not aim to achieve master data integration.  Property 
master data are used to understand data received in events and to perform computations for predictions, 
recommendations and KPI calculations. 

Depending on the technology used to implement the KG, properties are stored in data areas indexed by their 
respective node or relationship. More property specific discussions are provided in Deliverable 4.6. 

However, the most important role of properties in the SELIS node is their links to events and their use in 
computing predictive and recommendation functions. This is discussed further in this section. 

2.6.3 Timetables 

Timetables are another type of master data. They show the timing (arrival, departure) of a scheduled/regular 
service from fixed locations such as stations (i.e. again master data).  Timetables provide the base data on which 
to make estimated time of arrival (eta) and estimated time of departure (ETD) predictions. 

However, timetable data must be represented internally in SELIS node in a manner that facilitates processing. 

The key functions for timetable data are: 

Arrival time: at(Service, Station) and  Departure time: dt(service, station) 

For regular/repeated services these functions should yield a (finite) series of arrival/departure respectively 
timepoints. Thus, as per Figure X, for a freight service say s123, departing from station uic443515: 

at(s123, uic443515) -> {1494621189, 1495053189,…} 

 (the service arrives every Friday at 20.33, beginning 12 of May 2017). 

Knowing ETAs and ETDs allows us to do more useful processing such as for example finding the earliest departure time from 
a given station after a given date. 

Example: Assuming that two services s123 and s789 depart station uic443515.  

We need to find the earliest departure after 1494624600 (which is 21.30GMT on 12/5/17) 

If service s123 departures from uic443515 are {1494628200, 1495060200,…} 

And service s789 {1494630000, 1495062000,..} 

It is obvious that the earliest departure is 1494628200 of service S123. 

Thus earliest departure amongst k services s1,…sk after a time point t is: 

Min1 
k (t’  etd(sk): t’ > t) 

2.6.4 Infrastructure Deployment Specification 

All the above components are separate Docker containers, with the respective communication configuration. 
They can be deployed on any platform that can act as a Docker host. Containerization is a modern approach to 
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software delivery, pioneered by large corporations such as Google16 and made available freely by the Docker 
project. Docker essentially packs software components in pre-made distributions that can be used atomically, or 
composed to build complex systems. Typically, Docker containers run on a stripped-down Linux distribution, 
preloaded with only the vital tools for basic system functionality. This approach has several significant 
advantages compared to the traditional way of deploying applications, providing software components in 
isolated environments, thus minimizing risks of complete system failure and enabling teams to work 
independently towards the same goal without interrupting each other. 

 The Event Log 

2.7.1 What are events 

Events in the context of SELIS Node, there are records of state changes. The states refer to master data entities 
and more precisely to their properties. Through the links between events and master data property states the 
SELIS node can automate and coordinate functions related to pub-sub and analytics 
(predictions/recommendations). 

Many of the business entities and their properties as captured in master data have states, whose change is 
captured in events. For example, a train entity goes through the states of {travelling to station, waiting at station}. 
With each of these states there are associated events that signify state change with properties such as time of 
arrival to station, time of departure etc.  Although we do not model the states explicitly in the KG, we do describe 
interesting event types and associate them with properties. This is analogous to the star schema in data 
warehousing where dimensions (properties) are associated with facts (events).  

In this context however, we are concerned not with facts (that we know of) but with unknown ‘facts’ that must 
be predicted.  Thus, time of arrival and time of departure are quantities of interest. If they are not known they 
must be predicted. 

One of the major functionalities of SELIS node is to make and share predictions about such quantities. Moreover, 
as SELIS node is a reactive system, predictions are computed automatically when events occur. 

Therefore, a ‘train departure’ event will trigger the computation of an ETA to the next station. Consequently, an 
arrival (at station) event will trigger an ETD computation. 

Moreover, and more importantly, the calculators of these different predictions can be independent from each 
other.  So, when a ‘departure’ event is produced (and published in the log) it can be picked up by a process that 
calculates and publishes the eta, which in turn can trigger other computations. 

This essentially implements the principles of data flow driven programming. 

While in a sense etas and ETDs are not actual events but predicted ones, they are handled using the same pub-
sub mechanism by SELIS node. 

Publishing not only actual but also predicted events is what differentiates the SELIS node philosophy from that 
of other systems used in logistics such as ‘control towers’. 

The event log is a key subsystem/service of the SELIS node where ingested and processed events are stored.  It 
must be clarified that the log stores business events, i.e. events that refer to entities of business interest. System 
level events may also be produced and stored in different logs for purposes like monitoring but they are not 
considered in the event log described here. 

The Event Log runs in its own process as part of the Big Data layer, that is spawn upon initialization of the SELIS 
node. The process and its children support processes ensure failsafe operation of the log, scalability and 
management (e.g. periodic pruning).  Although the log may be distributed along a number of processes/nodes, 
logically it appears to the other SELIS node subsystems as a single service offering a number of ports/connections 

                                                           
16 https://cloud.google.com/containers/ 
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for data entries and for management. The Event Log is “append-only”, i.e. entries are stored in the order they 
are received and are not deleted through user process actions (i.e. only deleted/stored in secondary storage. 

Event logs are logically expected to support 64-bit address spaces, although there may be constraints imposed 
by the data structure/data management technology employed, as well as constraints by the underlying 
VM/hypervisor/OS.  

Unlike with databases, data are first processed and then stored in the log. The log in SELIS represents the single 
‘source of truth’, i.e. of important inferences decisions and/or actions that originated outside or inside the SELIS 
node.  By storing everything in the log, including inferences (predictions and recommendations) we also obtain 
a trail of everything that ever was recorded that was of relevance to the SELIS node indexed chronologically.  

2.7.2 Ingesting events in the Log 

The events(data) are processed as they arrive, as opposed to databases, where data is first persisted, then 
fetched and processed. The event ingestion engine must be capable of sustained throughput that meets the 
performance needs of the SELIS node.  

2.7.3 Reformatting and augmenting events 

Events will come into the node in a raw format  

This is an example of an event (record/ instance) that refers to train incidents. The event has several fields 
(properties) that may or may not be relevant to the SELIS node. Before being inserted into the Log (See Section 
2.7) the following must happen: 

The event record must be stripped of irrelevant attributes. 

The event record must be augmented with other fields that describe the context of the event. These fields may 
belong to Master Data about some key entities of the SELIS node. 

A unique identifier needs to be added to the event. The raw event may already have been assigned an identifier. 

Event fields that have incorrect/missing values will be removed unless the values can be inferred from master 
data in the SELIS node. In the example of Listing 1, Location X and Location Y have wrong values and are therefore 
removed 

Ambiguously named fields must be replaced with standardized names/codes. 

For example, the station referenced in the event as ‘Koper Luka’ might have different spellings, shortened names 
etc. in the systems of different participants. 

Thus, the name is replaced by a standardized identifying code: UIC. (The UIC code for Koper Luca is 443515. In 
this use case, we also use Uic42204 for Lubljana KT, uic249532 for ANTWERPEN COMBINANT and uic205179 
MÜNCHEN RIEM UBF. 

The data format must be transformed to the native format used by the Log implementation. 

 Event type properties 

It must be determined if the event refers to a time instance or interval that is of interest to the SELIS node. In 
general, the Log stores events that originate in a specified time interval, i.e. it does not store all events that were 
ever recorded and also maintains events for a specific duration only- i.e. the log prunes old events periodically.  
The time interval for event validity depends on the actual supply chain represented by the SELIS node and by the 
time horizon (forecasting/planning/operational) 

Due to the diversity of time formats and the added complexities of the GMT system we introduce a universal 
time format  

For example 
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Epoch timestamp: 1494621189 (seconds) 
Human time (GMT): Fri, 12 May 2017 20:33:09 GMT 
Human time (GMT summertime): 12/05/2017, 21:33:09 

A timestamp needs to be added capturing the time the event was recorded in the SELIS node 

Most importantly, fields must become self-defining where the field names used correspond to entities and 
properties of the Master Data. 

 

TrainEventId;"TimetableId";"EventType";"LocationX";"LocationY";"StatusId";"StatusName";"IrregularityId"; 

"IrregularityName";"EventDatetime";"Arrival";"Comment";"TrainId";"LocationDescription";"RisStatusId";"RisStatu
sName"; 

"SourceId";"SourceName";"DelaySeconds";"WagonEventsCount";"Uic";"StationId";"IsDelayProcessed"; 

"WagonEventStationCountryCode";"WagonEventStationName" 

894761;"";"Status";"0.00000000000000000000";"0.00000000000000000000";"";"";"";"";"
2016-01-01 21:45:00";"";"";"33138";"Koper Luka";"11";"Pulled";"1";"RIS-
EU";"";"2";"443515";"131673";"0";"SI";"Koper Luka" 

Figure 14 A ‘raw’ event. 

{  

timestamp: timestamp(),  

{ 

{eventtype: {status, string}},  

{trained: {trained, 33138}}, 

{delay: {894761, seconds}}, 

{uic: {uic, 443515}}, 

{WagonEventStationCountryCode: {CountryCode, SI}},  

{EventDatetime: {epoch, 1451684700} 

} 

} 

Figure 15 A processed event 

The processed event is a self-describing record of an incident involving a train (with id 33138) causing a delay (of 
894761 seconds).  Other contextual data such as names of countries and stations are Master data described in 
the SELIS node. 

This processed event will be stored in the Event Log. 

More importantly, the storage (‘publication’ of this event) will trigger a number of reactions by different 
subsystems: 

The Pub-Sub subsystem will notify any subscribers to events of this type about the occurrence of this event. 
Some of these subscribers may be analytics functions that predict other events on the basis of this (and any 
previous events), or make recommendations as to what actions to take as a response to that event.  

Finally, another type of subscriber is KPI calculating functions that for example update the average delaying score 
for the trains considered by the SELIS node and reports an updated value (to dashboards and/or other functions 
of the system.) 

2.7.4 API Integration Options 

There will be several APIs.  One will be a graph oriented API to help create user queries against the KG. Another 
will be a developer oriented query allowing the maintenance of the KG. For the POC we will use whatever is 
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provided by the implementation platform. Programming language-wise the API language is Java but other 
programming language adapters are available. 

2.7.5 Technologies 

Neo4J and OrientDB are both databases that can fulfill this task. They support a broad range of features that 
make both equally strong candidates for the Knowledge Graph implementation in SELIS. 

2.7.6 Infrastructure Deployment Specification   

The graph DB server will run as a container inside some virtualized environment. Must have a network address 
and a port so it can be visible to the other components.  Essentially behind the DBMS is a Java VM so that will 
need to run on the VM/container. A Linux or Windows host is fine. For the POC we will not integrate with analytics 
or another component. 

 State and KPI Services 

Upon analyzing the requirements communicated by the Living Labs during the first year of the project, the Design 
Team realized that the Community Node would have to expose considerable amount of information to the 
outside world upon request. This information would have undergone some processing, by being part of a process, 
occurring at the given time or in the past or it could be a type of KPI metric, that would have to be calculated 
online. Therefore, considering the architectural choices so far, regarding connectivity, data persistence, but also 
the potential complexity of the requested calculations, the Design Team recognized the need for dedicated 
components to accommodate this type of work.  

The large majority of data would be requested by machines, either by external systems or by user-facing 
applications operated by stakeholder agents. Their content could be “atomic”, meaning an instance of a 
resource, for example an order, a truck, a person along with all surrounding attributes that could be part of the 
Master Data or the transient data that is being constantly processed by the system. Content could also be 
“derived” in the sense that it would require a number of datasources to be queried and composed together using 
some algorithm or “recipe”. Such examples would be the Estimated Time of Delivery, the Expected Stock Level 
for a period of time and similar metrics. Another content category is aggregated data to be used in predictive 
statics or KPI calculation. 

The presented categories should all be available for retrieval by every deployment of the SELIS Community Node 
unless requested otherwise. Using a semantic-based approach we divided them into two separate entities 
described in the following sections. Technically, both can be implemented as web applications with the following 
features:  

 

• Pub/Sub integration with elevated access to the Node’s data stores: Being data-centric, the discussed 
modules are used to make computations on demand and transmit that information to whoever requests 
it. Therefore, they have to be connected to the Node’s main transportation network and capable of 
accessing all types of data to satisfy incoming requests. Pub/Sub will also be used as a way to expose 
information to other components. 

• Exposure of REST APIs: Pub/Sub connectivity, even though considerably powerful, is not the most 
established form of connectivity for web or mobile applications. To be able to effortlessly integrate with 
other applications, these services include a REST interface. 

• Dedicated datasource, depending on the implementation, this could be a relational database or a NoSQL 
document store. Both modules require a location to temporarily store and cache data to perform 
calculations as efficiently as possible by minimizing queries to the “heavy” datasources of the Node, the 
Event Log and the Knowledge Graph. 

• Elastic computational power, scalability: For futureproofing, we design each component as a modular 
system, based on the containerization approach we are using throughout the Node. This means that the 
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computational and storage capacity should react to the increasing number of requests by dedicating 
additional resources. Ideally, this should be handled automatically by the underlying infrastructure if it 
is a commercial IaaS, or via OpenStack’s elasticity module via proactive monitoring. 

• Access control on its content: Again, due to the nature of these components, incoming requests should 
be authenticated against the Node’s user registry to validate that they are sufficiently authorized to 
complete the action. To maintain the “microservices” architecture, we leave the authentication process 
to other components that reside earlier in the SCN pipeline. As a result, only valid, authenticated 
requests will reach the State and KPI service modules. 

• Strong security: As per every component, the two services will have to adhere to the strong security 
requirements enforced throughout the SCN. This is directly related to the Pub/Sub messaging as it will 
essentially be the only input source, so this is more of a general guideline. 
 

Both services were developed with a generic approach, since the data in the Node is expected to be constantly 
evolving. In every case, the available resources, as defined in the Knowledge Graph, will be discoverable from 
the exposed APIs in order to communicate the system’s facilities to the requesting units. This permits highly 
context-agnostic workflows, where the consumer first asks what kind of information is available to him, the 
system responds with a list of all available resources and their hierarchy, after reflecting the authorization level 
of the requestor. Further details can be found in the following subsections. 

2.8.1 State Service 

The State Service is dedicated towards exposing information about the state of SCN resources at any given point 
in time. On a concept level, any incoming request should include the requested resource using the proper 
resource model as well as the date or instant of interest. By default, the state service returns the most up-to-
date information that applies at the moment of request, and this feature is prioritized at this point in terms of 
overall development status. 

Exposed resources can either be “atomic” or “derived” as explained in the previous section, but in both cases, 
the system will retrieve a single entity or collection, process it by masking any sensitive fields or by retrieving any 
related data and finally expose it. In a typical scenario, the request will enter the SCN via the Pub/Sub, will be 
authenticated and at that point, depending on the type and content, it will either pass through the Big Data layer 
or proceed directly to the State Service. There, the system analyses the request, retrieves the requested object 
or collection from the Master Data or the Event Log, fuses it with transient information and finally chooses the 
exportation medium between the Pub/Sub and the REST API. When the State Service publishes a response, it 
will usually move via the messaging topology back to the Big Data layer, where any further action, such as 
persistence or statistic calculations are performed if required and is pushed to the consuming application in 
parallel. 

The State Service datastore will mainly act as a caching layer. The Node already contains two different stores for 
persistent and transient data, so creating additional ones would lead to duplication of data which constitutes an 
antipattern and is to be avoided. The cache layer will be used to temporarily store data in serialized formats, 
either complete responses or individual objects as received via the Pub/Sub. This is vital in creating a component 
with high availability, that will not abuse the platforms resources in cases of repeated actions or high activity. 
Datastores compatible for use could be any document store like MongoDB or Redis, but could also be any type 
of relational database that permits horizontal scaling like Postgres or similar alternatives. Since this document 
does not lay out implementation decisions, it will leave this decision open to be made by the responsible teams. 

2.8.2 KPI Service 

The KPI Service differs from the previous one due to its content mostly. Both services share the same technical 
requirements, the difference resides on what type of calculations each component is capable of performing and 
the security restrictions that apply. Specifically, this service is focused on KPI-type calculations, meaning that SCN 
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resources are aggregated based on certain criteria. What is important in this case, is that the requested metrics 
will be dynamically defined in the SCN during bootstrapping, by engineering the required recipe after laying down 
the specifications, or in any other phase of its lifecycle. 

This process usually involves adding the primary entities to one of the Node’s datastores, either the Master Data 
table or the Event Log, configuring the recipe on the Big Data Analytics layer, and adding it to the KPI Service 
Catalog. The latter is used by consuming agents, to be aware on what KPIs are available for delivery and how to 
request them. Naturally, each agent should only be able to see the KPIs they have access to, and be unaware of 
any other functionality. This ensures that the system respects the access scheme and avoid any potential data 
leakage. 

Due to their nature, KPIs are usually monitored via dashboards, so it is possible that multiple KPIs are requested 
at once. This is expected, but on a technical level, it can become a burden on the system’s operation due to 
limited computational resources. Therefore, a caching system similar to the one discussed under 2.8.1 is required 
for this module as well. Any pre-calculated data should be stored a considerable amount of time, as indicated by 
the requirements. This way, we avoid overloading the system with “expensive” requests that can potentially 
hinder performance and responsiveness. In large SELIS Community Nodes, where elasticity is dynamic and 
responds to the incoming traffic, we can expect that the KPI Service can spawn more than one instance of itself 
to parallelize requests by multiplying its throughput horizontally or vertically. With enough dedicated 
computational capacity, the KPI Service can schedule the calculation of all metrics on given time periods, and 
avoid the real-time processing which can overflow the system. At the date of writing this, this decision has not 
been finalized and is open for further discussion. 

Finally, KPIs can provide valuable information to the platform itself. They can be the trigger warnings of 
unexpected measurements or notify the user of achieving a set target. There are many ways of how KPI 
measurements can benefit the SCN but also the platform itself. Upcoming deliverables will research the matter 
in more depth, and provide additional feedback for developing this component in a futureproof, robust way. 

 External System Adapters 

2.9.1 IoT devices 

As of 2016, the vision of the Internet of Things has evolved due to a convergence of multiple technologies, 
including ubiquitous wireless communication, real-time analytics, machine learning, commodity sensors, and 
embedded systems. This means that the traditional fields of embedded systems, wireless sensor networks, 
control systems, automation (including home and building automation), and others all contribute to enabling the 
Internet of Things (IoT).17 

According to Gartner, Inc. (a technology research and advisory corporation), there will be nearly 20.8 billion 
devices on the Internet of things by 2020. ABI Research estimates that more than 30 billion devices will be 
wirelessly connected to the Internet of things by 2020. As per a 2014 survey and study done by Pew Research 
Internet Project, a large majority of the technology experts and engaged Internet users who responded—83 
percent—agreed with the notion that the Internet/Cloud of Things, embedded and wearable computing (and 
the corresponding dynamic systems) will have widespread and beneficial effects by 2025. As such, IoT will consist 
of a very large number of devices being connected to the Internet. In an active move to accommodate new and 
emerging technological innovation, the UK Government, in their 2015 budget, allocated £40,000,000 towards 
research into the Internet of things. 

The ability to network embedded devices with limited CPU, memory and power resources means that IoT finds 
applications in nearly every field. Such systems could oversee collecting information in settings ranging from 
natural ecosystems to buildings and factories, thereby finding applications in fields of environmental sensing and 
urban planning. 

                                                           
17 https://en.wikipedia.org/wiki/Internet_of_things 
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On the other hand, IoT systems could also be responsible for performing actions, not just sensing things. 
Intelligent shopping systems, for example, could monitor specific users' purchasing habits in a store by tracking 
their specific mobile phones. These users could then be provided with special offers on their favourite products, 
or even location of items that they need, which their fridge has automatically conveyed to the phone. Additional 
examples of sensing and actuating are reflected in applications that deal with heat, water, electricity and energy 
management, as well as cruise-assisting transportation systems. Other applications that the Internet of things 
can provide is enabling extended home security features and home automation. The concept of an "Internet of 
living things" has been proposed to describe networks of biological sensors that could use cloud-based analyses 
to allow users to study DNA or other molecules. 

However, the application of the IoT is not only restricted to these areas. Other specialized use cases of the IoT 
may also exist. An overview of some of the most prominent application areas is provided here: 

• Media 

• Environmental monitoring 

• Infrastructure management 

• Manufacturing 

• Energy management 

• Medical and healthcare 

• Building and home automation 

• Transportation 

• Metropolitan scale deployments 

• Consumer application 

 Unique addressability of things 

The original idea of the Auto-ID Centre is based on RFID-tags and unique identification through the Electronic 
Product Code however this has evolved into objects having an IP address or URI. 

An alternative view, from the world of the Semantic Web focuses instead on making all things (not just those 
electronic, smart, or RFID-enabled) addressable by the existing naming protocols, such as URI. The objects 
themselves do not converse, but they may now be referred to by other agents, such as powerful centralized 
servers acting for their human owners. 

Integration with the Internet implies that devices will use an IP address as a unique identifier. Due to the limited 
address space of IPv4 (which allows for 4.3 billion unique addresses), objects in the IoT will have to use the next 
generation of the Internet protocol (IPv6) to scale to the extremely large address space required. Internet of 
things devices additionally will benefit from the stateless address auto-configuration present in IPv6, as it reduces 
the configuration overhead on the hosts, and the IETF 6LoWPAN header compression. To a large extent, the 
future of the Internet of things will not be possible without the support of IPv6 and, consequently, the global 
adoption of IPv6 in the coming years will be critical for the successful development of the IoT in the future.  

A combination of these ideas can be found in the current GS1/EPC global EPC Information Services (EPCIS) 
specifications. This system is being used to identify objects in industries ranging from aerospace to fast moving 
consumer products and transportation logistics.  

 Narrowband IoT 

NarrowBand IoT (NB-IoT) is a Low Power Wide Area Network (LPWAN) radio technology standard that has been 
developed to enable a wide range of devices and services to be connected using cellular telecommunications 
bands. NB-IoT is a narrowband radio technology designed for the Internet of Things (IoT), and is one of a range 
of Mobile IoT (MIoT) technologies standardized by the 3rd Generation Partnership Project (3GPP). Other 3GPP 
IoT technologies include eMTC (enhanced Machine-Type Communication) and EC-GSM-IoT. The NB-IoT 
specification was frozen at Release 13 of the 3GPP specification (LTE-Advanced Pro), in June 2016.  

https://en.wikipedia.org/wiki/LPWAN
https://en.wikipedia.org/wiki/Narrowband
https://en.wikipedia.org/wiki/Radio
https://en.wikipedia.org/wiki/Internet_of_Things
https://en.wikipedia.org/wiki/3GPP
http://www.gsma.com/connectedliving/extended-coverage-gsm-internet-of-things-ec-gsm-iot/
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NB-IoT focuses specifically on indoor coverage, low cost, long battery life, and enabling a large number of 
connected devices. The NB-IoT technology can either be deployed “in-band” in spectrum allocated to Long Term 
Evolution (LTE)—utilizing resource blocks within a normal LTE carrier, or in the unused resource blocks within a 
LTE carrier’s guard-band—or “standalone” for deployments in dedicated spectrum. It is also suitable for the re-
farming of GSM spectrum.  

Table 5 - Preliminary specification (Source: 3GPP) 

 LTE Cat 1 LTE Cat 0 
LTE Cat M1 

(eMTC) 

LTE Cat NB1 

(NB-IoT) 
EC-GSM-IoT 

3GPP Release Release 8 Release 12 Release 13 Release 13 Release 8 

Downlink Peak Rate 10 Mbps 1 Mbps 1 Mbps 250 kbps 14 kbps 

Uplink Peak Rate 5 Mbps 1 Mbps 1 Mbps 

250 kbps 
(multi-tone) 

20 kbps (single-
tone) 

 

Latency 50-100ms not deployed ? 1.6s-10s 700ms-2s 

Number of Antennas 2 1 1 1 1 

Duplex Mode Full Duplex 
Full or Half 
Duplex 

Full or Half 
Duplex 

Half Duplex  

Device Receive 
Bandwidth 

1.08 - 18 MHz 1.08 - 18 MHz 1.08 MHz 180 kHz  

Receiver Chains 2 (MIMO) 1 (SISO) 1 (SISO) 1 (SISO) ? 

Device Transmit 
Power 

23 dBm 23 dBm 20 / 23 dBm 20 / 23 dBm  

 IoT in the logistics vertical 

As with many other areas of the economy, the digital revolution is having a profound effect on delivery logistics.18 

The combination of mobile computing, analytics, and cloud services, all of which are fueled by the Internet of 
Things (IoT), is changing how delivery and fulfillment companies are conducting their operations. 

One of the most popular methods for fulfilling deliveries today is through third-party logistics, which involves 
any company that provides outsourced services to move products and resources from one area to another. Third-
party logistics, or 3PL, can be one service, such as transportation or a warehouse, or an entire system that 
maintains the whole supply chain. 

But the IoT is going to change how this process operates. The image below depicts the impact of IoT on supply 
chain, and how IoT management will transform inventory, logistics, manufacturing, and more. 

                                                           
18 http://uk.businessinsider.com/internet-of-things-logistics-supply-chain-management-2016-10?r=US&IR=T 

https://en.wikipedia.org/wiki/LTE_(telecommunication)
https://en.wikipedia.org/wiki/Guard_band
https://en.wikipedia.org/wiki/GSM
http://uk.businessinsider.com/internet-of-things-logistics-supply-chain-management-2016-10?r=US&IR=T
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Figure 16 - IoT impact on supply chain 

 Internet of Things Supply Chain Management 

One of the biggest trends poised to upend supply chain management is asset tracking, which gives companies a 
way to totally overhaul their supply chain and logistics operations by giving them the tools to make better 
decisions and save time and money. Delivery company DHL and tech giant Cisco estimated in 2015 that IoT 
technologies such as asset tracking solutions could have an impact of more than $1.9 trillion in the supply chain 
and logistics sector. 

And this transformation is already underway. A recent survey by GT Nexus and Capgemini found that 70% of 
retail and manufacturing companies have already started a digital transformation project in their supply chain 
and logistics operations. 

Asset tracking is not new by any means. Freight and shipping companies have used barcode scanners to track 
and manage their inventory. But new developments are making these scanners obsolete, as they can only collect 
data on broad types of items, rather than the location or condition of specific items. Newer asset tracking 
solutions offer much more vital and usable data, especially when paired with other IoT technologies. 

 Internet of Things Inventory & Warehouse Management 

There are several new pieces of technology that are already changing how logistics companies work. First are 
active and passive RFID tags, which provide data on items to which they are attached. The main difference 
between the two is that passive tags have an RFID antenna and a microchip for storing information, while active 
tags have their own battery power and can sometimes include additional sensors. 

Internet-connected trackers use long-range networks or Low Power Wide Area Networks (LPWANs) to let 
companies track specific items throughout their delivery journeys. In the same vein, satellite trackers provide 
location data on an item almost anywhere on the planet, even in areas that do not have cellular coverage. 

Bluetooth tags and beacons offer tracking data in smaller, more confined areas, and companies most often use 
them in retail stores to monitor customer traffic and offer marketing messages to said customers. 

Finally, near-field communication (NFC) tags, based on RFID standards, allow workers to use their mobile devices 
as readers for the NFC tags, which provides an advantage over RFID tags and readers. 

 Internet of Things Fleet Management 

Companies and even governments that operate vast numbers of vehicles are more frequently using connected 
fleet management solutions to make the process more efficient. Much like inventory and warehouse 
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management, these solutions use GPS and other tracking technologies to gather data in real time on the locations 
and operations of their vehicles. 

BI Intelligence, Business Insider's premium research service, estimates that connected fleet management 
solutions will reach 180 million commercial vehicles in North America, or 90% of the total market, by 2020. This 
would represent a tenfold increase from 2010. 

Companies are deploying these solutions in three main ways: 

• Physical asset movement and delivery: This includes fleets of largely semi-trailer trucks that transport 
goods to fulfill consumers' or business' orders. These fleets can handle long-haul or last-mile delivery. 

• Consumer transportation: This includes governments and businesses that use vehicles to transport 
people from one destination to another. 

• Field-service vehicles: This includes vehicles operated mostly by businesses to transport employees as 
they perform their job functions. 

 

Figure 17 - Fleet management adoption graph 

 

 Interconnection between IoT modules and SCN 

Logistics as already presented in the previous paragraph is one of the major IoT verticals. As a result, it is of 
paramount importance to connect different IoT system modules to the SCN. This will raise a number of challenges 
to be addressed by the SCN system. 

From a technical standpoint, the challenges to be addressed lay on more than one level. The first level is the type 
of messages and data structure that need to be transmitted from the IoT sensors/devices to the SCN. The second 
is the type of interfaces that are required to achieve a fully working communication between these modules and 
the SCN. Having said that, it is also relevant to specify what telecommunication channels will be used to transmit 



D4.1. Open SELIS Platform Architecture Design 

© SELIS, 2016  Page | 52  

IoT data. Identifying the right telecommunications channel might pose a new challenge as well, as it will depend 
very closely on the user’s requirements varying from the following two options: 

• Simple communication requirements, that could be provide by NarrowBand IoT technology. 

• High bandwidth transmission requirements will entail an exhaustive study to decide the most suitable 
communication technology. 

Of course, the selected telecommunications technology shall provide the means and a transparent channel to 
IoT data. 

Connection between IoT data and the SCN should be regardless of the telecommunication technology used for 
data transmission, as already mentioned. At the application layer data should flow uninterrupted to the PUB/SUB 
subsystem and all data sent from the IoT devices shall be used as input to the different SCN modules. Each 
module based on the needs and on the requirements, should exploit this data to generate outputs as expected 
by the SCN. 

The SARMED LL has shown the need to integrate IoT devices and to connect them with SCN using the Pub/Sup 
design of SELIS. The example could employ the transportation of perishable goods (e.g. fruits and vegetables) 
from the producer to the supermarket. In such case IoT sensors could be used to monitor the transportation 
conditions of the goods by constantly monitoring temperature and humidity levels. The IoT data transmitted 
from these sensors can be used as inputs to the SCN system. What is really important is how SCN processes this 
data and creates value from them. In this particularly instance what could potentially create value would be the 
generation of a report stating the status monitoring statistics throughout the journey from the producer to 
SARMED warehouse. This report will state the transportation conditions of the delivered perishable goods and 
if they were according to the quality standards set by SARMED. Of course, this is just an example, but it reveals 
the unlimited number of applications that can add value to the IoT data by using it and subsequently processing 
it within the SCN. 

2.9.2 Existing systems 

Connectivity with existing desktop and web systems is another valuable feature of the SELIS Community Node. 
The system makes extensive use of widespread technologies, based on open-source software to implement. 
Typical examples can be existing configurations of proprietary or open-source software, that provide a web or 
manual type of interface to the outside world. 

SELIS uses modern connectivity patterns to obtain access to such systems and process the provided data in any 
way that is deemed necessary for the stakeholder. Further details and proof of such operations can be found in 
deliverables of Work Package 7 that document the Living Lab deployments of the project. Integration with 
external systems is not only limited to web services but it also covers IoT solutions that expose an interface that 
adheres to the REST or SOAP protocol. 
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 Detailed performance and management requirements  
 Introduction 

This document section relates to the identification of key SCN management characteristics that will be relevant 
to the optimal operation of a SELIS Community Node (referred to as an SCN from hereon). The aim also is to 
identify the main reasons why an SCN would need to be monitored and further elaborate on what key 
components need to be monitored in order to achieve the required insights and visibility to support SCN 
performance, scalability, security and overall business model viability. The key management characteristics 
identified will also serve to influence the overall SCN design evolution and help to ensure that the architecture 
development roadmap incorporates the necessary elements, considerations and configurations to support a 
commercially viable cloud-based SCN service model prototype. 

 

 SCN Access Contexts and Scenarios  

Given the current and predicted access scenarios and evolving deployment architecture for the SCN prototype, 
the key management areas of focus and priorities should start from within the SCN core and extend out to only 
the SCN componentry that is necessary to support its core operations and extended services such as the business 
application layer. Extending unnecessarily into the lower infrastructure elements and areas specific to a given 
cloud platform provider should be avoided as much as possible. This is to ensure that an SCN can be deployed, 
managed, operated and monitored irrespective of the cloud platform it may ultimately run on. Cloud platform 
independence is a clear aspiration outlined in the SELIS vision statement for the SCN design. Also, there will not 
be one single method of accessing an SCN, there will be several. Figure 18 depicts the potential cloud hosting 
platform elements supporting the SCN and how those elements relate to the SCN access contexts. 

 

 

Figure 18 SCN Access Contexts and Scenarios 
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3.2.1 Software as a Service (SaaS) Access Model – SCN End Consumer 

This access context relates to the Living Lab consumer (end user) experience via the Internet facing Decision 
Support Systems SCN layer. This layer presents the first point of contact between end users of an SCN and the 
SCN itself. It includes the customised dashboard views and web based user interfaces provided by the Business 
Applications and a common method for this level of access is via a web browser using HTTP/S from a standard 
PC, laptop or mobile device running Android or iOS for example. 

 

3.2.2 SCN Site Operator/Administrator Perspective – PaaS/IaaS 

In order to deploy and maintain an SCN or network of SCN’s there will be a need for the site administrators to 
access and monitor at a deeper level on the hosted cloud platform supporting the SCN than the typical end user 
of an SCN would have visibility of. This deeper level of access and monitoring could be typified as a mixture of 
Platform as a Service (PaaS) and Infrastructure as a Service (IaaS). This access scenario would be required to 
manage and maintain the hosting components required to present the SCN service to the outside world, for 
example for the administration of Network Topology, Kubernetes/Docker Frameworks, Big Data Platform, 
Storage, Data Gateway Staging Zone, Virtual Hypervisor and Management of SCN Core Applications. 

 

3.2.3 Living Lab Connectivity – External Data Gateways and Interfaces 

 An SCN could typically require a data gateway connection to a customer/living lab location. The data gateway 
supports the ingestion of data sources into a given SCN from Living Lab Consumer locations using a potential 
mixture of API’s (REST, SOAP), access points such site to site VPN or via custom connectivity adapters. The range 
of data sources that may need to be supported could include Plain Files (EDI, CSV), ITS Systems, Databases, ERP 
Systems, IoT Sensors, RFID, External Data Analytics Platforms and Hybrid Satellite-Terrestrial Communications. 
This data gateway access context would be a “backend” configuration maintained by the SCN site operators and 
also by the customer IT administrators at the other end.  It is important to note that monitoring in this perspective 
is related to the connectivity adapters deployed and configured within the SCN itself, it does not extend to, nor 
does it imply, extending the monitoring into the actual customer/living lab infrastructure in their own locations. 

 Key SCN Service Management Characteristics  

When considering the key management characteristics for the SCN service, it is important to emphasize that to 
achieve a viable overall service model, the non-functional attributes of the SCN prototype development need to 
be interwoven with the functions of the SCN core applications. Figure 19 shows examples of the types of non-
functional attributes that would be key considerations in the SCN design roadmap. 

 

Figure 20 further expands on the theme of non-functional attributes and attempts to convey them in terms of 
service level aspects relevant to the SELIS cloud business model. In essence, the “Big SCN Picture” that captures 
how the non-functional and functional development aspects should be interwoven to provide a comprehensive 
and commercially viable service model.  

 

 

Figure 19 Examples of SCN Non-Functional Attributes 
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Figure 20 Key SCN Service & Data Management Aspects  

The importance of blending the SCN non-functional considerations with the core application functions to 
produce a cohesive cloud based service can be emphasized by the following two questions, which could be 
amongst the first questions any potential commercial customer would ask: 

Would I use an SCN? (Answered in terms of Functional Attributes) 

Yes, if it can solve my problems or give me a better way to work via clever new technology. 

Can I use an SCN? (Answered in terms of Non-Functional Attributes) 

That depends on whether this SCN scales? - Is it stable and secure? - Can it conform to our corporate governance 
and compliance standards - How well is my data protected? – Can it be easily updated to meet future cyber 
threats? How well does it perform? 

 

Metering & Billing 

Metering & Billing is highly important for a commercial product offering in order to understand and to be able 
to define customer billing and charging models based on cloud and application resource usage. In the context of 
the proposed SELIS SaaS business model, being able to track resource usage on a per customer basis is key to 
defining what a customer should pay for the SELIS service and also potentially reward high volume users of the 
platform with incentives and discounts to promote and encourage wider scale adoption of the SELIS solution.  
Some potential areas to consider are connected (IoT) devices, events published (depart, arrive, stocked, etc.), 
sources subscribed, resources allocated (CPU time, containers) or number of end-user accounts. 
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Component Usage 

Understanding and identifying the utilization of application components can be invaluable when assessing 
current and future development roadmaps. Monitoring in this area could yield information that identifies that a 
certain component is not extensively used and therefore may not warrant continued time, effort and expense to 
maintain, or perhaps it could be indicative that the component may need to be redesigned or refactored in some 
way to increase its utilization and effectiveness. 

Performance 

When customers are paying for a product or service then it is incumbent on the provider to ensure that the 
service or product is performing within service level agreements and customer expectations. Performance 
monitoring of the cloud platform and the SCN application facilitates the necessary visibility and metrics gathering 
to ensure optimal service provision, avoidance of service degrading bottlenecks and adherence to customer 
Service Level Agreements. Customers will only continue to use a service as long as functionality is matched by 
performance to provide an acceptable end user experience. 

Scalability 

In terms of resource provisioning and consumption, it is important to maintain a real-time view of the supporting 
cloud platform and SCN application resource consumption in context with customer usage patterns for several 
reasons: 

SCN Elasticity – Resources on demand 

• An SCN should be able to detect, via monitoring integration, increased end user activity and resource 
demands and automatically scale and burst out additional resources as required to ensure consistent 
levels of service. The SCN applications must also be able to recognize and utilize the presence of these 
additional resources. 

Capacity Planning 

• Capturing resource usage patterns in the short, medium and long terms assists with the future capacity 

planning for the SCN SaaS platform. It would help to identify in advance when additional hardware or 

other resources and capital may need to be pre-approved and added to the architecture.  

Security & Compliance 

Monitoring to ensure adherence to security best practice and compliance standards would be an expectation 
when provisioning a commercial product or service offering. Indeed, it would be a prerequisite to service 
adoption for many commercial entities. 

Availability 

Availability refers to the basic tenant of monitoring, that is, is the service up and running and ready to serve 
requests. To assess this, it will be necessary to verify that the key SCN components and their relevant processes 
at running and accessible.  
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 Key SCN Architecture Areas for Monitoring 

 

When considering a monitoring solution for a service such as the SCN, there are two high level questions that 
need to be asked. Firstly, why do we need to monitor? Secondly, what do we need to monitor? In the context of 
the SCN these questions are elaborated upon in Figure 21. It is important to assess and understand the “Why” 
and the “What” of monitoring before deciding on the “How”. How to monitor being the decision on which 
monitoring solutions and tools to implement to capture the key metrics and statistics required. The “How” of 
monitoring is a practical deployment and configuration work effort that will be covered in WP4 – D4.2 “Cloud 
Platform Setup and Monitoring”. 

 

 

Figure 21 SCN monitoring areas of interest 

 

Publish-Subscribe System (Pub/Sub) 

The Publish-Subscribe component delivers messages to interested subscribers. Participants publish messages as 
key value pairs. Participants define subscriptions indicating what subset of messages they are interested in and 
receive matching messages. 

 

Knowledge Graph 

The Knowledge Graph is a graph oriented view of the supply chain. It maintains a picture of a supply chain (or 
subset thereof) with the status of logistics objects (goods, assets, agreements) within the chain. Allows this 
picture to be queried. 
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Big Data Analytics and Machine Learning Component 

The Big Data and Machine Learning component ingests streaming or batch data and execute recipes which train 
models or summarizes data. 

 

Business Applications (AKA Global Visibility Tool) 

The Global Visibility Tool (GVT) is a user facing tool that provides the SaaS based interface (WebUI) to the SCN. 
Examples of GVT characteristics include real-time views to vehicles, containers, vessels, and materials in the 
inbound and outbound supply chains. Functionality of the GVT includes search and filtering, map and map layers. 

 

Node Management Core 

The Node Management Core handles the meta-data that describe the topology of an SCN or a group of SCNs. 
This includes the users connected to the SCN (Participants), the Services and Events that these Participants 
share/provide and the Agreements between Participants that describe the rules of data sharing and service 
access (which Participant can access which service/event, under which circumstances, etc.). 

 

Bridge Adapters – RabbitMQ and Web Services Bridge 

The RabbitMQ bridge forwards messages received from the content based pub-sub system to RabbitMQ and 
forwards messages received from RabbitMQ to the content based pub-sub system. 

The Web Services Bridge polls web services and forwards data to the content based pub-sub system and reacts 
to receiving messages from the content based pub-sub system by calling some web service. 

 

Docker Hosts and Containers 

Docker is a tool designed to make it easier to create, deploy, and run applications by using containers. Containers 
allow a developer to package up an application with all of the parts it needs, such as libraries and other 
dependencies, and ship it all out as one package. By doing so, thanks to the container, the developer can rest 
assured that the application will run on any other Linux machine regardless of any customized settings that 
machine might have that could differ from the machine used for writing and testing the code. (Citing description 
from opensource.com) 

Containers, in short, contain applications in a way that keep them isolated from the host system that they run 
on. Containers allow a developer to package up an application with all of the parts it needs, such as libraries and 
other dependencies, and ship it all out as one package. And they are designed to make it easier to provide a 
consistent experience as developers and system administrators move code from development environments 
into production in a fast and replicable way. (Citing description from opensource.com) 

 

Guest Operating Systems (Guest OS) 

There are two performance and resource utilization perspectives that need to be considered when monitoring 
virtual machines in order to get an accurate overall picture of how well applications are running within an 
operating system that is running within a virtual machine. The first perspective is guest OS and the second is the 
virtual machine utilization metrics as seen from the point of view of the virtual hypervisor supporting the virtual 
machine. 
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The guest OS is the actual operating system, such as Windows or Linux for example, installed in the virtual 
machine. The guest OS is not aware that it is running in a virtualized environment, as far as it’s concerned it’s 
running on physical hardware and is totally unaware of the underlying virtual hypervisor functions supporting it. 
It’s important to monitor at guest OS level in addition to monitoring the virtual machine metrics from a hypervisor 
level. It is possible to see what appears to be conflicting results from looking at both perspectives. 

For example, if a database server is not tuned properly and is run with “out of the box” configuration parameters, 
it may take and allocate a large amount of OS memory. The guest OS memory management functions may “see” 
the database manager processes as consuming a large amount of memory. However, the virtual hypervisor on 
which the virtual machine is running may show that the virtual machine is only actually using a fraction of that 
memory in terms of actual pages touched in memory that it has to provide to the VM. For this reason, it’s 
important to monitor both perspectives to get an accurate overall picture of how well a guest OS/virtual machine 
is performing. 

 

Virtual Machine 

A virtual machine (VM) is an operating system that is installed on software (often referred to as a virtual 
hypervisor), which mimics dedicated hardware.  

 

Virtual Hypervisor 

A hypervisor is software which abstracts physical hardware, often referred to as Bare Metal Servers, from the 
operating systems running in virtual machines hosted on the hypervisor. This abstraction allows the underlying 
bare metal servers to independently operate one or more virtual machines as guests, allowing multiple guest 
VMs to effectively share the system's physical compute resources. This represents a much greater utilization of 
physical hardware and the ability to do more with less physical resources. This is turn reduces costs and increases 
energy efficiencies by lowering the physical hardware footprint required to host SCN services. 

 

Data Gateways and Remote Connectivity Interfaces 

As part of the proposed SCN architecture, data gateway connections will enable data ingestion into the SCN from 
remote locations such as the Living Labs, IoT systems of engagement, satellite data and remote analytics 
platforms. Some examples of these may take the form of SSL VPN’s, Site2Site VPNs, database API’s, REST API or 
some form of simple file upload over SSH, SFTP or HTTPS to name just some possible examples. The proposed 
data gateway mechanisms will be terminated in a secure data staging DMZ deployed as part of the overall SCN 
architecture.  

 

 SCN Cloud Business Model Key Components 

Given the stated ambition in the SELIS vision document to establish a versatile SaaS model for the delivery of 
SCN services to SCN community users and guarantee service resource elasticity to provide consistent and 
expected performance from the SCN SaaS platform, the following architectural considerations have been 
identified as important design aspects relating to performance and infrastructural data management. It is also 
important to understand what infrastructure elements will be shared, and which will not be shared, as part of 
the overall SCN SaaS service offering and architecture. 
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Figure 22 Infrastructure Based Multi-Tenancy Architecture 

The Infrastructure Based Multi-Tenancy Architecture as depicted in Figure 22 would make segregation of 
customer data more easily achieved through hosting component (Docker etc.) architecture design as every 
community would effectively have their own dedicated set of SCN core applications. However, it’s worth noting 
that this service model comes with the overhead of requiring individual deployment instances of databases, 
applications, adapters and applications for each SCN community. Although a very high-level projection of a 
potential hosting scenario for the SCN, Figure 22 does provide an indication of the how an SCN would fit within 
a cloud platform and which supporting infrastructural elements would be shared and not shared between 
different SCN deployments. 

A possible alternative under consideration for further down the SCN development roadmap is the Application 
Based Multi-Tenancy Service Architecture model as shown in Figure 24 below. This alternative multi-tenancy 
model would mean that logical environment segregation, data privacy considerations, application environment 
separation and access controls would primarily be achieved at application level rather than relying totally on 
infrastructure design at cloud hosting and containerization level. 
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Figure 23 Application Based Multi-Tenancy Service Architecture 

Figure 24 provides a closer view on how performance and scalability could potentially be achieved in an 
Application Based Multi-Tenancy Service Architecture supported by a Kubernetes managed container framework 
such as that depicted in Figure 23 above. Figure 24 shows the potential to scale an SCN both horizontally in terms 
of automatic provisioning of additional docker containers and in terms of additional application instances 
deployed vertically if required across the horizontal container backplane. 
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Figure 24 Possible SCN Application Scalability and Performance Management Scenario 

 

Virtual Hypervisor Clustering 

The virtual hypervisor represents the bedrock of the SCN infrastructure in terms of the provision of compute, 
storage, memory and network resources to support SCN operations. In a real-world environment, the virtual 
hypervisor layer will potentially support several SCN implementations in a shared SaaS cloud service model. The 
logical security and separation between SCN’s being achieved at higher levels in the infrastructure and 
application stack. 

To ensure that the virtual hypervisor resources are flexible, resilient and available it is recommended to 
implement hypervisor clustering on top of the bare metal nodes, which will provide benefits and operational 
functionality such as removal of single points of node failure that could affect service provision, automatic virtual 
machine load balancing across all hypervisor nodes, abstraction of underlying physical storage into virtual 
datastores that will provide increased storage flexibility for automatic or on-demand storage provisioning for the 
SCN applications, maximized utilization, distribution and load management by unifying physical CPU and memory 
resources across multiple bare metal nodes into clustered virtual resources, datastore load balancing to ensure 
even and automatic distribution of storage among virtual machines, centralized management, security and 
monitoring of the virtual environment and automatic distributed resource scheduling to ensure consistent 
performance, reduce potential resource bottlenecks and provide high availability and resource capacity. 

 

Docker Orchestration 

Docker is a key infrastructure component supporting the operations of an SCN. In view of this it would be 
important to deploy some form of Docker orchestration to enable the management of this component, with the 
following key Docker considerations in mind: 
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• Centralized and automated management of multiple containers and hosts 

• Security threat monitoring 

• Performance assessment of hosts and containers 

• Real time views and historical trend analysis 

• Capacity planning and ensuring scalability when needed 

• High availability and load balancing of containers across multiple Docker hosts 

IBM are researching and advocating the implementation of the open source management framework called 

Kubernetes as it is a mature and proven solution that can meet many of the key Docker management 

requirements as detailed above. 

 

Big Data Analytics Framework in the SCN Cloud Architecture 

It is considered that the big data analytics platform for the SCN service should be implemented, in terms of the 
hosted infrastructure service design perspective (i.e. docker deployment etc.), in such a way as its operations do 
not negatively impact the other SCN core application functions from a performance perspective and vice versa.  
The main reasons for this being: 

• Big data analytics will have particular infrastructure requirements in terms of persistent and high-

performance storage. 

• Big data analytics needs to be hosted in such a way that analytical jobs do not impact the performance 

of the other application functions of the SCN and vice versa. 

• Managing multiple big data platforms per SCN could be operationally problematic for the chosen 

business model.  

• Having a shared big data managed service potentially supporting several SCNs could be a more 

advantageous and flexible service/business model. 

• Big data platform could grow to many terabytes, which would be difficult to operationally manage across 

hundreds of SCN’s if each had its own dedicated big data hosted infrastructure. 

 Proposed SCN Monitoring Solution 

IBM is suggesting and researching a cloud based monitoring solution for the SCN such as IBM Tivoli Cloud 
Monitoring. We believe this is the most efficient and practical method in which to get an SCN or network of SCN’s 
into a monitoring solution with the least amount of effort and internal SCN reconfigurations required. IBM are 
currently working closely with senior Tivoli Cloud Monitoring engineers in the US to ascertain and further define 
the SCN monitoring requirements and possible solutions with a view to an actual monitoring implementation for 
the current SCN Prototype environment. 

The benefits we envisage of using a cloud based monitoring solution are no need for time and ongoing effort to 
deploy and maintain multiple local monitoring server installations; administration, maintenance and cost 
overheads associated with managing an enterprise level monitoring solution are outsourced; vast library of 
monitoring agents on-demand; centralized monitoring platform managed to all relevant levels of corporate 
compliance and security; ensures that monitoring configurations required for the actual SCN are kept minimal 
and lightweight; off the shelf access to monitoring dashboards; real time and historical views and alerting 
services; ease of monitoring deployment to new SCNs embedded monitoring agents could instantly and 
automatically start sending monitoring information to the cloud monitoring platform as soon as applications are 
started; cloud based monitoring provides access to flexible and competitive service charging models; monitoring 
outputs are pushed to the cloud so negates the need to open network or firewall ports inbound to the SCN 
infrastructure, which simplifies security configurations and reduces potential externally facing attack vectors. 
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 Operational Characteristics of the SELIS Nodes 

This chapter discusses some more technical aspects of the SELIS Community Node, especially in terms of how 
the components explained in section 2 operate in real-life scenarios, regarding external systems, events that 
might disrupt the typical lifecycle of the system. 

 API gateways 

A SELIS Community Node is a complex system as described in previous chapters. In order to access some of its 
functionalities, such as big data calculations or future predictions on demand, we have to define the required 
APIs. They expose some functionality via JSON or XML structures based on the type of request. There is an 
important difference between internal and external APIs since the former are almost exclusively accessible via 
pub/sub subscriptions whereas the latter can also follow the REST protocol, which is the most modern and widely 
adopted API methodology. This constitutes the system interoperable, in the sense that it provides developers 
the tools and documentation in order to build additional modules or integrate their own systems to the SELIS 
Node to retrieve analytics or other types of information from it. 

API gateways will be predefined based on certain capabilities of the ecosystem and usually expose information 
about the system state, present or past, or provide a hierarchical view on the master data. At the design level, 
most SELIS Node components are capable of supporting API Gateways, especially the Knowledge Graph and the 
Big Data Analytics. These are key to communicating what is happening in the Node or supplying historical data 
to the remaining ecosystem, external Nodes or third-party software. 

The structure of API Gateways will be designed to be highly dependent on the actual domain model applied to 
each application. In order to access any type of information, the consumer should be aware of the underlying 
concept hierarchy. For example, a query about the stock level of a given SKU would be similar to the following: 

http://selis.node.url/sonae/skus/123456789/stocklevel 

The above aims to depict that given a base URL, we specifically want to access data belonging to the SONAE 
organization, regarding the SKU with the id 123456789 and the specific information we are interested in is its 
stock level. This way, information can become an entity that is retrievable by anyone provided they are 
sufficiently authorized.  

At the time of writing this, there have been prototype implementations that include API gateways, such as the 
SUMY and SARMED cases. This will be published in detail in upcoming deliverables of Work Package 4, to further 
discuss the value of exposing SELIS Node data via APIs. 

 Event based management 

The Event Based Management is inherent to the Node Management component. This means that the SELIS 
Community Node, besides the initial configuration, will be automatically managed based on certain types of 
events, or new information arriving to the ecosystem. Typical examples would be the addition of a new 
participant, the achievement of a common goal, a warning notification etc.  

As soon as such an event is transmitted throughout the Node, and especially to the Node Management 
component, many configuration changes are triggered depending on the event. This can result in generating a 
number of queues and exchanges for message delivery, writing entries in the event log with proof and a 
timestamp of what happened, but also update external systems via the adapters. 

Chapter 2.5 discusses in detail how this takes place. The key component here is the Node Monitoring Service, a 
process that runs in the background listening to certain types of messages, such as the events mentioned 
previously. Essentially, the process receives data expressed in Supply Chain semantics and translates them to 
messages that can be consumed by queueing mechanisms and configuration applications. Event based 
management is crucial to delivering a highly autonomous platform that scales without manual intervention. 

http://selis.node.url/sonae/skus/123456789/stocklevel
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 Decision Support Applications 

4.3.1  SELIS Visibility Dashboard 

The following section provides a detailed description of the “Dashboard” concept that will be used in SELIS 
project. Based on the needs of the LLs, the design and implementation of the Dashboard has been realized, where 
will host all the Web Applications implemented in SELIS. 

The Dashboard is an easy-to-read, real time user interface, which serves the purpose of providing its operators 
with a graphical representation of the status of their organizations, along with a series of widgets, each tasked 
with bringing a different functionality to the table in a simple and efficient manner.  

Using the Dashboard, each user will have the ability to create multiple dashboards under each account and 
customize each dashboard according to the particular needs and the daily operation of his organization. The 
basic functionality of this new “Dashboard” concept is described below. 

• Application 4 Level Authorization 

Dashboard will provide the functionality to setup SELIS 4 level authorization for Sections (Industries), Modules 
(EGLS), Widgets (Functions) and Settings (Parameters) as shown on Figure 25 below.  

 

Figure 25 SELIS Dashboard – 4 Level Authorizations 

Also, different roles will be setup for the Dashboard, and each user will be assigned in a role as described below:   

o System Administrator. This role will be the SELIS Super Admin, responsible for the initial setup of 
the system. Will also be responsible to give access permissions in 4 categorization domains 
(described above) based on the business.  

o Application Administrator. This role will be actually assigned to each Company’s Admin. Will be 
responsible to give access to the operators/users only on Widget (Functions) level mentioned above. 
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o Operator/User. This role will only be able to use the functionality that was setup for him. 
 

• Multiple dashboards per user 

Different modules can be under a common framework. For each module, users can create multiple Dashboards 
under each account, name it and customize it based on their monitoring needs as shown on Figure 26. These 
Dashboards are configurable, and therefore can be renamed or even deleted.  

 

Figure 26 SELIS Dashboard – Menu with Multiple Dashboards per User 

• Multiple dashboards opened in parallel 

Users can have multiple Dashboards opened in parallel in different tabs as shown on Figure 27. Users can close 
or even open a Tab in a new window. This allows them to move each Dashboard to a separate screen and monitor 
all of them simultaneously. 

 

Figure 27 SELIS Dashboard – Dashboards Opened in Parallel in Different Tabs 

• Personalized dashboard 

Users can personalize their dashboard by choosing widgets (functions) of each module that needs to be included 
to the Dashboard. Additionally, users can select the colouring theme for the Dashboards according to their 
preference as shown on Figure 28. 
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Figure 28 SELIS Dashboard – Personalized Dashboards 

• Filtering Data 

Users can filter the provided data by setting up a time period as shown on Figure below. This will affect and 
dynamically update the results of widgets that are related with real-time feed data (e.g. real-time incidents and 
events) and KPI/KRI graphs. 

 

 

Figure 29 SELIS Dashboard – Filtering Data 

• Widget Repositioning and Resizing 

Users can reposition (by drag and drop) and resize (by choosing width and height from predefined sizes) different 
widgets within a Dashboard.  This will give them the option to fully customize the dashboard as per their 
preference. Repositioning and resizing functionalities are shown in Figure 30 and Figure 31, respectively.  
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Figure 30 SELIS Dashboard – Widget Repositioning 

 

Figure 31 SELIS Dashboard – Widget Resizing 

• Interactive Widgets 

There is a dynamic interaction between the widgets of a Dashboard. For example, as shown in Figure 32, the 
“Map” widget focuses on the specific terminal and marks it by selecting it from the “Risk Assessment” widget. 
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Figure 32 SELIS Dashboard – Interactive Widgets 

• Map Layers 

Using Dashboard, different vector maps can be displayed on an interactive map as different layers. As shown in 
Figure 33, a vector map/layer for security incidents (in a worldwide scale), provided by trusted information 
sources (e.g. Global Incidents Map). By choosing the “incidents” icon on widget menu, all security incidents will 
be marked on the map. Each one contains additional information that is populated by selecting it. 

 

Figure 33 SELIS Dashboard – Map Layers 
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 Towards a single information exchange model 

The overall approach presented herein has a long-term vision of unifying structurally different but semantically 
similar data models. The plan here is for SELIS to be a bridge of connectivity for supply chain business processes 
and workflows. Therefore, it is critical for technical teams who work on that data, to align with business experts 
and discuss the potential merging of concepts based on the SELIS approach. 

Certain Living Labs indicate that such an approach would be very useful in order to rapidly generate template 
applications. The purpose of SELIS is to be an easily accessible platform that solves common problems in the 
supply chain domain. With that in mind, it is critical to work towards a single information exchange model and 
let the “adapters” worry about integrating with external models. After all, there is a great number of proprietary 
warehouse or process management applications which all use their own language, leading to a fragmentation 
that hampers interoperability. 

It would be irrational to expect that a single platform satisfies all requirements. However, as the project matures, 
it is expected to integrate with a respectable number of external applications via the use of adapters. The long-
term goal is to publish the latter as pre-made integrations, to be added to any future SELIS Nodes. 
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 Explaining the Architecture through a Use Case 

The following use case is based on one of SELIS LLs. It has been edited in order to focus on the salient features 
of the SELIS node functionality, the same or similar objectives apply to all Living Labs of SELIS. The domain of the 
use case regards the efficient performance of logistics processes which amongst other parameters entails the 
efficient management of logistics assets. 

A freight forwarder aims to make the most efficient utilization of their assets (trucks, containers, real estate), to 
minimize idle time, while at the same time maintaining service level agreements (SLAs) with its customers. 

Decision making for efficient management is based on information supplied by the SELIS node to the process 
participants which includes the freight forwarder, and the shippers. 

Parties like customers and the freight forwarder act as both information publishers and subscribers:  They publish 
information regarding the logistics process, including key events as well as predictions about when such events 
will occur (such as estimated times of arrivals/departures). 

Other parties involved in the SELIS node but act as information providers (‘publishers’) and these include the 
operators of the rail network and of the stations, providing timetabling information as well as information about 
any delays (actual or expected) on the network. 

Below we highlight the information requirements characteristics of this use case 

Targeted visibility of the logistics process. 

Currently Adria Kombi clients and partners do not have real-time (or near real-time) information of the status of 
their shipments. Status of shipment is in most cases still checked via phone calls and e-mails. AK offers automatic 
notification about change of status and location of train. But this type of notification has also one disadvantage: 
Shippers are bombarded with information and notifications are several times overlooked. 

SELIS Node through the Pub-Sub mechanism will provide focused and timely information about shipments to 
shippers. 

Calculating key parameters of the logistics process (KPIs) 

The shippers need to know how much CO2 emissions will be saved by rail transport comparing road transport 

SELIS Node provides KPI calculating functions continuously calculating and emitting KPI values 

Making predictions about the process and acting on them 

Predictions when will wagons return to starting station- When can we plan them for next transport. 

SELIS Node provides capabilities for predicting future events such as ETAs and ETDs, as well as when delays are 
likely to occur in the transportation process.  Based on that, SELIS node can recommend optimal actions, such as 
scheduling of operations. 

 Visibility of the supply chain 

5.1.1 LL3 – SARMED 

The SELIS vision of the Community Node envisages a technology stack that can satisfy numerous use-cases in the 
logistics business domain by employing its software components to achieve the designated EGLS’s. To develop 
the SARMED application, the respective teams prototyped the required SELIS Community Node components and 
orchestrated them as a single, deployable application.  

The SARMED application is two-fold. It includes a Contract Negotiation workflow and a Visibility Dashboard to 
be used by Logistics Service Providers as well as Regional Transport Agents located in rural areas in Greece. It is 
also accompanied by an adapter application that integrates the order information from SARMED’s Warehouse 
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Management System, to the format understood by the Node. The goal of this effort is to harness the large 
volumes of data that are available in SARMED’s systems from past and current transactions, in order to feed the 
system and provide incentives for digitization of processes that are still highly manual in terms of communication 
and formalization.  

The contract negotiation workflow opens a dialogue between the two parties, by allowing Regional Agents to 
publish their scheduled routes for predefined periods, including lead times, truck contents, costs per volume and 
weight units and expose them to a number of Logistics Service Providers, initiating a form of auctioning for 
regional transport services. Logistics Providers receive the routes and negotiate on the costs and other variable 
offerings. This process goes back and forth between the parties until there is a common agreement in place. At 
that point, the agreement is finalized and the required reservations are made. At the time of writing this, this 
initial scenario has been defined and modelled and we are at the prototyping stage.  

The Visibility Dashboard application aims to be a daily driver application, giving an overview of the upcoming 
work, supplying critical information for the quick and fluid completion of order-related transactions. SARMED 
has complete control over the outgoing orders from the moment they are assigned to a Regional Agent until 
delivery is completed.  This includes identification of the optimal truck, timely delivery by ETA calculation, 
optimizing carbon footprint and order settlement. A few iterations of this application have been completed and 
demonstrated in the Athens F2F meeting in May 2017.  

The SELIS Community Node software components utilized in this approach are the Pub/Sub messaging platform, 
the Knowledge Graph for persistence of the current state and historical data, the node management for role and 
permission configuration and finally the big data analytics for estimation and calculation of critical metrics. 
Orchestrating these components in a single deployment generates a hospitable ecosystem for the development 
of such applications, capable of enabling visibility and management in business processes of the supply chain. 
For the described use-case, the technology stack guided by its architecture is considered largely capable of 
satisfying its individual requirements regarding security, guaranteed data transmission, real-time calculation etc. 
Naturally, this is subject to revision as the requirements reach maturity and the technical consortium receives 
feedback from all agents participating in the community. 

 

5.1.2  LL5 – Adria Kombi  

  UC1 Data consolidation and visualization (Operator Role) 

Based on Use Case 1 of LL5-Adria Kombi (from the perspective of the operator), a web based application will be 
implemented as part of the Dashboard. In order to gain access as operator to the web application, the user must 
login to the dashboard.  After login, the operator will need to provide the unique container number and the web 
application will present to the Dashboard the latest status and the current position of the container. Further to 
that, the web application will present all the possible time delays of the requested container along with the ETA 
prediction to reach the next terminal and the total CO2 reduction. All the information that will be presented for 
the specific container is mentioned below. 

 
1. Departure Terminal Station 

2. Arrival Terminal Station 

3. Next Terminal Station 

4. The latest status 

5. The location of the latest status 

6. Date of the latest event status 

7. ETA prediction to the next Terminal 

8. The total CO2 reduction 
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9. A list that contains the following 

a. The date of event 

b. The terminal station 

c. Status for each station (load, arrival etc.)  

d. Possible delay  

To present the above information to the operator, the web application needs first to access the SCN through 
REST-API and access the appropriate information and calculated data. All the above information along with an 
interactive map showing the entire container route and the last position will be shown on Dashboard within 
different widgets, as shown on the mock-up Figure 34. 

 

Figure 34 LL5 – AK - UC1 Container Finder and Visibility (Operator Role) Mock-up design 

 

 Messages Exchange and Communication  

The whole architecture of SELIS Community Node (SCN) allows an easily integration and message exchange 
between Web Applications and SCN, either via a Pub/Sub or Rest-full web services.  

For the LL5 (Adria Kombi) RESTful web services will be implemented for the message communication between 
legacy system (Trainspotting), SCN and Domain Pallets used by the Web Application. More specific, for the Use 
Case 1 “Container Status and Visibility” from the perspective of the operator, the message exchange will be 
performed using JSON format, following the below message exchange flow. 

a) Each time of an update on schedule, legacy system (Trainspotting) sends this information to SCN. 

b) Web Application requests from SCN status update of a container using the container unique number. 

c) SCN respond with the current status of the container. 

RESTful web services functions responsible for the above communication shown on Table below. 
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Table 6. Container Status REST API specification 

UC 1: Container Status/ Visibility (Operator) 

REST API Function Entity Type Actors 

ContainerStatusOperator_Update Departure_Terminal String Trainspoting / SCN 

Arrival_Terminal String 

Latest_Status String 

Latest_Status_Date Datetime 

Latest_Status_Location String 

Delay Integer 

Latest_Location_Latitude Double 

Latest_Location_Longitude Double 

 

ContainerStatus_Request ContainerRegistrationNumber String Web Application / SCN 

 

ContainerStatusOperator_Respond Departure_Terminal String Web Application / SCN 

Arrival_Terminal String  

Latest_Status String  

Latest_Status_Date Datetime  

Latest_Status_Location String  

ETA Datetime  

Delay Integer  

CO2_Reduction Double  

Latest_Location_Latitude Double  

Latest_Location_Longitude Double  

 

5.1.3 Connectivity with existing systems 

The matter of proper connectivity with existing systems is always critical when designing and developing 
software systems. This is especially true in SELIS since most DSS applications aim to augment or facilitate 
predefined workflows or collaboration processes. Even though external to our system, existing WMS, CMS or 
ERP applications dictate certain communication requirements. Data serves no purpose if it cannot be consumed 
or “understood” by the involved systems and this is something that SELIS plans on tackling. 
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We realize that existing systems are externally controlled, so altering their structure is something off limits for 
the scope of this project. For this purpose, in order to achieve integration, we undertake the effort of integration 
by developing what we call “adapters” or components that reside on the external side, and enable connectivity 
with the SELIS ecosystem. Typically, adapters are simple ETL software, that receive data structures critical for the 
DSS operation, such as orders, stock levels, SKUs, transform them to their respective SELIS concepts and transmit 
them to the ecosystem upon satisfaction of certain events. In the developed prototypes, this communication is 
one-sided but as use-cases become more complex, the transmission will become bilateral.  

In order to build an adapter, the bare necessity would be to have a complete overview of the external data 
structures and the conditions that trigger the transmission. With the selected development architecture, this can 
be extended upon request but the long-term vision is to build a number of adapters that satisfy the most 
dominant external systems in the supply chain market, to achieve a greatly accelerated onboarding process. 
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 Conclusions 

This deliverable implements the vision of the SELIS Community Node as a software stack, designing and 
describing the basic components of a platform which will be utilised by the supply chain stakeholders, primary 
in the SELIS LLs. Via the capacity building and commercialisation activities of the project, the designed SCN 
platform will address the larger supply chain community driven mainly by the strive to improve the efficiency 
and effectiveness in SC business, providing solutions as these are developed in WP5 that implement the SELIS 
EGLS and business models.  

The deliverable provided the outline and the high-level architecture, naming and describing the individual 
components as designed by the technology team of the SELIS consortium. The SELIS architecture configuration 
sets up the basis of the consequent Work Package 4 developments, providing the common grounds upon which 
the individual teams will proceed with development of these components and the solutions as foreseen to be 
part of the overall SELIS offering. 

The document describes why the outlined components, such as the Knowledge Graph, the Big Data Analytics, 
the Pub/Sub messaging platform, the Node Management, the State and KPI Services, the Event Log and the 
Adapters, are required and more importantly, how they are used in the existing DSS applications. The developed 
solutions utilize these components in similar fashion, while harnessing their computational powers to serve their 
use-cases. What this deliverable aims to achieve, is to provide a reusable, publicly deployable cloud platform, 
capable of supporting small, medium or large-scale supply chain ecosystems. We consider this effort achievable 
from the technical perspective, but the actual validation will be proven by the adoption rate of the business 
partners in the consortium. 

Designing a system such as SELIS is not a simple task, and is not something that should be accomplished by 
technical people in isolation. As such, we created communication channels between technical teams and 
business representatives to present the work done in small, agile iterations and receive feedback to validate the 
work done. This has been a very vital part of the process, towards the final goal of providing a commercially 
viable and environment-friendly solution to the European supply chain ecosystem. As far as scalability and 
performance are concerned, all components were designed to comply with open standards and technologies, to 
avoid dependencies from proprietary systems and be able to independently deploy the SELIS Community Node 
platform to as many cloud providers as possible. Key enabler in this approach was the adoption of 
“containerization”, a modern way of deploying large software stacks. 

While the vast majority of the components have been assembled and finalized in terms of requirements, there 
are still a few aspects that have not communicated properly at this date. The Design Team investigates 
multitenancy scenarios, that directly involve inter-Node communication, in terms of data security and 
authorization in federated ecosystems. Any updates to the current specifications will provide educated answers 
to any open issues and at the same time defend stakeholders’ intellectual property while employing established 
software development patterns. This work will be updated in the forthcoming deliverables of WP4 in M15 and 
M18. 

Hence, the work presented herein should be considered a reference to the discussions and decisions taken by 
the SELIS Design Team during the first year of the project. Future improvements are possible but they should not 
affect the established communication protocols between subsystems or the overall topology. 

 


